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Preface

This is a book about using Verilog and SystemVerilog to design digital-integrated
circuits. It takes the readers from the most fundamental elements of digital design
through the design of sophisticated components and interfaces. Included are guide-
lines for optimizing designs and creating robust, reliable systems.

Digital-integrated circuits are the electronic brains behind all modern electronics.
Communications, computers, aviation, automobiles, consumer appliances, and
much more: if it runs on electricity, it has digital-integrated circuits someplace in
the background. All modern digital circuits are designed with a hardware descrip-
tion language, and Verilog/SystemVerilog is the engineer’s choice for the majority
of new designs.

Beyond simply a language reference manual, this book not only teaches the syntax
of Verilog/SystemVerilog hardware description language, it teaches how to effec-
tively use it to produce optimized circuits that will work the first time, every time.
It contains little-understood information on asynchronous interfaces, a common
source of failure in digital designs, and a guide to design partitioning to produce
optimal designs.

While no prior exposure to any hardware description language is expected, readers
should have some basic knowledge of Boolean algebra and electrical engineering
fundamentals such as Ohm’s law.

This book is based on courses taught by the author at California State University.
The courses are themselves based on the author’s 20 years of experience in private
industry designing digital circuits prior to joining the CSU faculty.
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Modern digital circuits are designed at an abstract level using a
hardware description language and logic synthesis. This book
covers the use of the most popular such language, Verilog/
SystemVerilog. The rest of this chapter presents some historical
context for designing with Verilog and offers a brief overview in
each chapter.

WHO SHOULD READ THIS BOOK

This book is intended for those who design, verify, or otherwise
work with digital circuitry. It is expected that readers will have
some familiarity with digital concepts such as Boolean logic and
flipflops but no prior exposure to Verilog or any other hardware
description language (HDL) is needed. A review of the funda-
mental digital concepts is included in Appendix B.

Verilog and SystemVerilog are equally useful for the design of
field programmable gate arrays (FPGAs) and custom hardware
devices. The techniques for designing both are covered in this
book.

When used as a textbook, it is suitable for advanced undergradu-

ate and beginning graduate courses in digital design.

Digital Integrated Circuit Design Using Verilog and SystemVerilog 978-0-12-408059-1
Copyright © 2015 Ronald W. Mehler. Published by Elsevier. Inc. All rights reserved
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2 CHAPTER1 Introduction

HARDWARE DESCRIPTION LANGUAGES
AND METHODOLOGY

Verilog is an HDL. SystemVerilog is a superset of Verilog that
also includes numerous constructs that are useful for verifying de-
signs but do not always have any meaning for circuit description.
SystemVerilog is sometimes called a hardware design and verifi-
cation language (HDVL) or just a hardware verification language
(HVL) rather than an HDL.

HDLs provide a method of specifying the behavior of a design
without specifying any implementation. They use programming
language-like syntax to indicate the logical functions that are to be
implemented. A page of Verilog hardware description can look a
lot like a page of a C language computer program, as their syntaxes
are similar, but their objectives are different. A computer program
is a series of instructions that can be run on a suitable computer.
An HDL specification of a design describes the functioning of a
design that can be turned into a new machine. The former utilizes
existing hardware to transform data. The latter is used to create
new hardware. HDL design is not computer programming.

Using an HDL, a proposed new design can be encoded and the
design verified before any hardware is constructed. Using an HDL
allows designers to operate at a higher level of abstraction than
previous design methodologies, providing a huge boost in effi-
ciency and productivity.

Once an HDL design has been verified, the code can be turned from
an abstract, technology-independent description into a technology-
specific gate-level implementation. This transformation is accom-
plished through a highly automated process of logic synthesis.
Several design automation companies make logic synthesizers
that can be used to affect this step. Postsynthesis, there are several
more steps that must be taken before the design will be ready for
production.

Figure 1.1 shows a typical HDL design flow. A concept for a new
design is, if economics warrant, turned into a design specifica-
tion. Design engineers take this specification and turn it into an
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M FIGURE 1.1 HDL design flow

HDL description. In parallel, verification engineers write tests to
determine if the HDL design implementation is correct, meets
all the design specifications, and is sufficiently robust to operate
under a variety of error conditions. Code written by the design
team and the verification team is simulated. Once all agree that
the HDL circuit description is complete and correct, the design
is synthesized and turned into a gate-level netlist referencing a
specific semiconductor technology.

WHAT THIS BOOK COVERS

This is a book about designing digital circuits with Verilog and
SystemVerilog. It assumes no prior knowledge of Verilog or any
HDL. It covers language syntax and best practices for producing
reliable digital-integrated circuits. It includes hundreds of exam-
ples showing how the various constructs are used to effectively
create hardware designs. It also includes numerous examples of



4 (CHAPTER1 Introduction

test fixtures to verify the correct functioning of the provided de-
sign examples.

This book takes the reader from a design specification through a
verified design ready for synthesis.

Covered are all parts of Verilog and SystemVerilog that are useful
for circuit design as well as some components of the languages
that are needed for verification but are not meaningful for circuit
description.

SystemVerilog is an all-encompassing language that can be used
for a variety of verification and even unrelated programming tasks
that are not fundamental to hardware design. Constructs that are
not directly related to hardware design are not covered.

HISTORICAL PERSPECTIVE

The earliest integrated circuits were designed at the subtransistor
level. Individually crafting each transistor, a team of four engi-
neers took 4 months to complete the first microprocessor. That
processor, the four-bit Intel® 4004, used 2300 transistors. It went
into production in 1971.

As this book is being written, some state of the art processors
have upwards of three billion transistors. If engineers still work
at the same rate of transistor design, a team of four would take
nearly half a million years to turn out a new processor.

The density of transistors that could be formed on a single die
increased exponentially over the past four decades as semicon-
ductor manufacturing prowess improved. With the increase in
transistor density, crafting each transistor individually became an
untenable methodology. The necessity of developing ever-larger
circuits led to the creation of more abstract models of combina-
tional and sequential functions that could be reused in schematic
representations of new circuits.

Designing at the gate level rather than at the transistor level and
increasing the size of the design teams were the next steps in
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design methodology and management. These moves decreased the
time to complete designs by orders of magnitude, but the inexo-
rable increase in semiconductor density opened the doors to newer
design methodologies. Unlike transistor density, design team size
could not increase exponentially, year after year, for decades.

Verifying the behavior of these ever more complex circuit designs
before committing to building the first prototype was another
challenge. Simulations of the logical behavior of an abstract de-
sign became standard operating procedure, yet as design com-
plexity continued to accelerate, determining if designs were logi-
cally correct became ever more difficult and time consuming.

It was to address verification challenges that what became HDLs
were first developed. Building on earlier work with proprietary
simulation languages, Philip Moorby and Prabhu Goel developed
the first version of the Verilog language in the winter of 1983—
1984 at their then-young startup company Gateway. At the same
time, several companies were developing the earliest logic syn-
thesis programs.

While it is implicit in the name (Verilog is formed from the words
verify logic) that the foci of efforts at Gateway were simulation
and verification, the language’s designers from the beginning
were intent on using it for circuit specification and synthesis.
Synopsys® was the first to license the new language for circuit
synthesis from HDL code. At the time, it was a symbiotic rela-
tionship, as Synopsys did not then sell simulators and Gateway
did not do logic synthesis.

Gateway was eventually bought by design automation company
Cadence®, which does compete in the synthesis arena, and Syn-
opsys has now long been in the simulation business as well as
logic synthesis.

From its origins as a proprietary language, Verilog was released as
an open standard in 1990 and in 1995 became an IEEE standard,
IEEE 1364-1995. The standard has been updated and expanded
several times, most recently by merging it with SystemVerilog,
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the object-oriented superset of Verilog. SystemVerilog is IEEE
standard 1800.

When digital design with hardware description was new and en-
gineers already had vast experience designing with schematic dia-
grams, there was some resistance to adopting the new HDL design
paradigms. Early versions of the tools were far less capable than
those of today. Fewer language constructs were supported and op-
timization was not as effective. At the beginning, there was some
concern about the ability of automatic tools to generate correct
gate-level circuits. Even once a high level of confidence that logic
synthesis could produce logically correct circuits was obtained,
engineers who had spent years and even decades optimizing gate-
level designs remained convinced that they could obtain higher-
quality results manually than any computer program could turn out.

Since there may have been some truth to that conviction when
logic synthesis was first introduced, the HDL and synthesis design
flow was first adopted by application-specific integrated circuit
(ASIC) designers, for whom getting a completely new design into
production quickly was more valued than squeezing the ultimate
in clock speed out of a design. With a large foundation of highly
optimized gate-level designs, processor developers were resistant to
changing their fundamental design practices and procedures. While
there was nothing inherently application specific about the HDL—
synthesis design flow, it became known as ASIC methodology.

With improvements in design automation tools and under pres-
sure to develop ever larger circuits with ever shorter design cy-
cles, the ASIC methodology moved into less speed critical por-
tions of processors and other catalog parts and then conquered
the entire design process. Today using anything other than HDL
and synthesis for digital design would be eccentric and anachro-
nistic. It is used everywhere in the world where digital-integrated
circuits are made and for products ranging from the simplest field
programmable devices to the most advanced processors. HDL de-
sign is simply orders of magnitude more efficient than gate-level
schematic design.
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Competition-induced compressed design schedules coupled with
the size of modern design have made older design methodologies
impractical. HDL design and ASIC methodology is the way mod-
ern digital designs are made.

VERILOG AND SYSTEMVERILOG

This book covers Verilog and System Verilog for digital-integrated
circuit design. While Verilog and SystemVerilog have been in-
tegrated into one IEEE standard, there are still many design
automation tools in use that only support traditional Verilog as
specified in the older IEEE Standard 1364. Accordingly, new
SystemVerilog constructs are indicated as such, so that users of
traditional Verilog can avoid use of unsupported features.

Since SystemVerilog is a superset of Verilog, anything that works
in standard Verilog also works in SystemVerilog. When refer-
ences are made to Verilog, users with access to SystemVerilog-
compliant tools can assume that it applies equally to them.

The emphasis throughout this book is on the synthesizable subset
of Verilog and SystemVerilog. Some nonsynthesizable constructs
are included, as they are needed or at least useful for verifying
synthesizable designs. This book does not provide comprehensive
coverage of all of SystemVerilog, as a book providing that would
be too large and unwieldy to be useful to design engineers.

BOOK ORGANIZATION

Chapter 1, this chapter, discusses the origins of HDL design and
the imperative of using ASIC methodology for new designs. It
stresses that, while hardware description code looks a lot like
computer programming code, the two have entirely different pur-
poses.

Chapter 2 presents the fundamentals of Verilog design. Using
Boolean functions, it shows how logic gate type primitives, which
are built into Verilog, can be organized into Verilog modules and
complete designs. It covers single bit signals and organizing
multiple bit signals into buses in Verilog. It introduces the most
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common Verilog variable types and hierarchical design, which is
how large designs are constructed out of smaller modules. Also
included are an introduction to verification and some examples of
creating a Verilog test fixture to determine if a design module is
working correctly.

Chapter 3 introduces behavioral HDL. It covers functional blocks,
variable types, and behavioral operators. It also includes coverage
of data structures and user-defined data types.

Chapter 4 continues coverage of behavioral coding by show-
ing the different ways mnemonic aliases can be used, how user-
defined elements can be shared across modules, and how to create
scalable, reusable Verilog modules.

Chapter 5 covers loops and branches, which are among the more
sophisticated behavioral coding techniques that give designing
with HDL much of its power.

Chapter 6 explains and demonstrates the two types of subroutines
available in Verilog, tasks and functions. It gives the rules for apply-
ing each and shows how SystemVerilog has both relaxed some of
the rules and expanded subroutine capabilities. It also covers inter-
faces, a similar hierarchical construct used to simplify large designs.

Chapter 7 is on synchronization. Defective attempts at bridging
clock domains are one of the primary reasons digital circuits fail.
This chapter shows the techniques that work for creating robust
asynchronous interfaces for different applications and conditions.

Chapter 8 deals with race conditions in both simulation and phys-
ical circuits. It explains the limitations of simulating parallel cir-
cuits on sequential computers and gives guidelines for designing
reliable circuits.

Chapter 9 gives more guidance in creating high-quality designs.
It covers design reuse, partitioning, and several types of optimiza-
tion. It shows how architectural choices can have large impacts on
circuit performance and how circuit size, speed, and power con-
sumption can be traded off against each other to reach the most
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desirable circuit configuration for a particular application. It also
shows some of the differences between FPGAs and ASICs and
how to optimize the design for the targeted technology.

Chapter 10 is about test and testability. While these can be highly
theoretical topics, the information provided here is intended to
provide design engineers the knowledge needed to make designs
testable without bogging down into the theoretical basis of test-
ability. It explains why it is essential for designs to be made test-
able; despite the negative impact this will have on speed, area, and
power consumption and how to do so. Covered are fault models,
JTAG boundary scan, logic scan, built-in self-test, and parametric
testing.

Chapter 11 is on hardware modeling. The models covered are
Verilog representations of the physical cells a technology library
will have. The output of the logic synthesis process is a netlist of
these models, which can then be simulated prior to fabricating a
circuit to ensure that timing constraints will not be violated and
the physical device will work as desired. This chapter presents the
knowledge needed to create and use cell models.

Chapter 12 includes several complete, synthesizable design ex-
amples as well as some verification modules for the presented
designs.

Appendix A is a list of SystemVerilog reserved words.

Appendix B is a review of standard combinational and sequential
functions.

Appendix C covers number systems commonly used in digital-
integrated circuits.
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This chapter introduces the most fundamental building blocks of
a Verilog design. It shows how components can be used to build
up a design hierarchy and includes several constructs needed to
create and verify a design.

PRIMITIVE INSTANTIATION

While it largely defeats the purpose of working with a hardware de-
sign language (HDL), Verilog/SystemVerilog can be used to design
any digital circuit using nothing but primitive Boolean operators. The
standard logic types of AND, OR, NAND, NOR, XOR, XNOR, and
NOT are all built into the language, as are buffers and Tri-state® driv-
ers. There are four Tri-state driver types as shown in Table 2.1. The
functioning of each primitive will be examined in this chapter.

These primitive operators can be instantiated to create any logic
design, although their use is a tedious and error-prone exercise.
Nevertheless, we will start with them, as it is a way to introduce
Verilog syntax and structure while building on the fundamentals
of digital logic that most readers are likely to be familiar with
already.

Digital Integrated Circuit Design Using Verilog and SystemVerilog 978-0-12-408059-1
Copyright © 2015 Ronald W. Mehler. Published by Elsevier. Inc. All rights reserved
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12 CHAPTER 2 Bottom-up design

Table 2.1 Tri-state driver functions

Verilog Name Function When Control =0 Function When Control = 1
bufif0 Output = input Output is high impedance
bufif1 Output is high impedance Output = input

notif0 Output = inverse of input Output is high impedance
notif1 Output is high impedance Output = inverse of input

Instantiation is a fundamental concept in HDL design, although
it predates the invention of these languages. What it means is to
place an abstract design object of some specified type in the de-
sign, where it can be connected to other instances and inputs or
outputs. Instances are not physical components. When working
with an HDL, any number of instances can be created and used
simply by typing them into the design hierarchy.

Building designs through instantiating primitives is known as
bottom-up design. Starting with the basic functions, the design
is built up one instance at a time, ultimately creating the desired
top-level design. While it is theoretically possible to create any
conceivable design at all in this manner, doing so would be too
time consuming to be practical for large designs.

When instantiating primitives, the size of each component is deter-
mined by the number of wires connected to the instance. There is
no predefined relationship between an instance of a Verilog Bool-
ean logic primitive and any physical gate of any technology. Gates
of arbitrary size may be instantiated, regardless of the existence or
nonexistence of any gate matching the instance parameters.

It is not only primitive operators that can be instantiated. Entire
designs can be instantiated in other designs to create massive de-
sign hierarchies.

While primitives of any arbitrary size may be created, there are
a few rules regarding their instantiation. As with any computer
language, violation of syntactical rules will prevent the design
from compiling and violations will have to be fixed with a text
editor before proceeding.

The fundamental rules of Verilog primitives are that each instance
must have exactly one output, unless the primitive is an inverter
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(NOT) or buffer (BUF). In those cases, each instance must have
exactly one input but may have an arbitrary number of outputs.

Primitive outputs must always come first in each instantiation,
followed by as many inputs as the primitive has.

The built-in primitive types are Verilog keywords and may not be
used for variable or design names. Like all Verilog keywords, they
must be written entirely in lower case. User-defined primitives
also may be created. Their names are not restricted to lower-case
characters, although they must follow the other rules that apply to
primitives. User-defined primitives will be covered in Chapter 11,
Library Modeling.

Shown below is a Verilog instantiation of a three-input NAND gate.

nand #3 G1(OUT, A, B, C);

“nand” is a Verilog keyword specifying the type of instance. As is
true of all Verilog keywords, it must be entirely written in lower-
case characters. “#3” is an optional delay parameter associated
with the instance. With this delay parameter, changes to the in-
puts will only be reflected at the output after three time units. The
time units of this delay are defined in a timescale directive, which
will be covered shortly. “G1” is the name of the instance. Instance
names are also optional, although their use is recommended and
is helpful in understanding and debugging designs. In parentheses
are the wires connected to the instance. As always, the first one is
the output. In this case, there are three inputs, A, B, C. The number
of inputs is limited to 1024, effectively meaning that there is no
limit. A semicolon ends the line. This punctuation is mandatory.

In this example, the wire and instance names are all written in
upper case. While not a rule, many designers consider this to be
good practice, as it helps distinguish variables from operators and
other keywords.

An exhaustive simulation of the above gate instance is shown in
Figure 2.1, along with a truth table.

All the fundamental Boolean operators may be instantiated in
a similar fashion. As a review of Boolean fundamentals, a truth
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A [
B [ | |
cC m . 1
ouT |
A|B|C|OUT
0(0|O0 1
0(0f1 1
0(110 1
011 1
1100 1
1101 1
11110 1
11111 0

M FIGURE 2.1 Three input NAND gate simulation waveform and truth table

table for each of the built-in primitive type is shown below along
with a Verilog instance of each.

AND_OUT

=|O|Oo|o|
ROl >
(ORI Olm

and  A1(AND_OUT, A, B);

OR_OUT |A | B
0 0]0
1 01
1 10
1 1)1

or  01(OR_OUT, A, B);
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XOR_OUT

[«1II=Y = =]
Y =ll=1b~
R ORI O m

Xor X1(XOR_OUT, A, B);

NAND_OUT
1

i =l=1p=]
=lolRlo|lm

1
1
0

nand N1(NAND_OUT, A, B);

NOR_OUT

e =ll=1p=]
RO IOlm

O|Io(O|

nor  N2(NOR_OUT, A, B);

XNOR_OUT

Rlolofr)
N =]l=1p>]
RO (Oo|m

xnor X2(XNOR_OUT, A, B);

NOT_OUT | A
1 0
0 1

not  N3(NOT_OUT, A);
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BUF_OUT | A
0 0
1 1

buf  B1(BUF_OUT, A);

B_I_O|A | Control
0 0 0
Hi-Z | 0 1
1 1 0
Hi-Z | 1 1

bufifO B2(B_l_0, A, Control);

B 11|A|Control
Hi-Z | 0 0
0 0 1
Hi-Z | 1 0
1 1 1

bufifl B3(B_l 1, A, Control);

N | 0| A| Control
1 0 0
Hi-Z | 0 J.
0 | 0
Hi-Z |1 1

notif0 B4(N_I_0, A, Control);

N_I_1 | A| Control
Hi-Z | 0 0
1 0 1
Hi-Z |1 0
0 1 1

notifl B5(N_I_1, A, Control);
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As already noted, each primitive must have exactly one output
except the single-input primitives (not, buf). Those must have ex-
actly one input. So the following instantiation

buf  BIGBUF(O1, 02, 03, A);

would have three parallel, identical outputs, all tracking the sole
input, which is wire A. This feature is rarely useful, but it is legal.

DESIGNING WITH PRIMITIVES

The primitive operators can be instantiated any number of times
and in any combination to create any digital design. To create a
Verilog design, some overhead must be added. All Verilog circuit
descriptions must be in a structure of “modules.” A complete Ver-
ilog module inferring a 2:1 multiplexor along with a schematic
representation of the same design is shown in Figures 2.2 and 2.3.
A Verilog design is normally saved in a file having the same name
as the module with a .v extension. SystemVerilog files use a .sv
extension. While it would not be illegal to violate this norm, for
example, saving a counter in a file called decoder.v, such obfusca-
tion would not be accepted in any professional environment.

‘timescale 1 ns / 1 ns
ne ¥

module MUX

[ I Porre

output OU]

input A, B, SEL;

t (SEL_N, SEL):
d (A1, A, SEL N):
nd (Bl1, B, SEL):
or (OUT, A}, Bl):

endmodule

M FIGURE 2.2 A complete Verilog module representing a 2:1 multiplexor
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A AND
SEL NOT
= OR
OuUT
AND
B

M FIGURE 2.3 Schematic representation of the 2:1 multiplexor described in Figure 2.2

The multiplexor module includes a timescale directive indicating
that any delays in the module will be in units of 1 nanosecond and
the smallest unit of time the simulator will track without rounding
is also 1 nanosecond. Because the module does not contain any
time delays, the timescale directive is without effect in this case.

Following the timescale directive, the keyword “module” ap-
pears. It is followed by the module name and, in parentheses, the
module ports. Verilog ports are analogous to input, output, and
bidirectional pins on a physical device.

Each port needs to have its direction specified. The options are input,
output and inout, or bidirectional. This module is written in classic
Verilog style. SystemVerilog allows a more compact version, de-
claring the direction of ports in the port list as shown in Figure 2.4.

‘timescale 1 ns / 1 ns
module MUX2 1(input A, B, SEL, output wire OUT):

G1(SEL_N, SEL):
G2 (A1, A, SEL N):
nd G3(B1, B, SEL);
or G4(OUT, Al, Bl):

endmodule

M FIGURE 2.4 SystemVerilog multiplexor module
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In Figure 2.4, optional instance names are used for each primitive.
The performance of the multiplexor models shown in Figures 2.2
and 2.4 would be identical.

After the port direction declarations, Figure 2.2 has further decla-
rations of the internal wires that are used to connect the instances.
By default, compilers are set to treat undeclared variables as sin-
gle-bit wires, so the inclusion of these declarations is not always
necessary. It is possible to change the default variable type to be
something other than a single-bit wire or to disallow undeclared
variables entirely. It is considered to be good practice to declare
all variables before use.

Following the internal wire declarations are the instantia-
tions of the primitives. Modules always end with the keyword
“endmodule.”

Even when working with primitives, design modification and
maintenance are easy with Verilog. Consider now changing
the multiplexor to add a third AND gate, one that will prevent
switching glitches from appearing on the output, as shown in

Figure 2.5.
A ° AND
SEL NOT OR
oUT
AND
B
AND

M FIGURE 2.5 2:1 multiplexor with a gate to prevent output glitches
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Prototyping this with hardware would require replacing a compo-
nent and rewiring. With Verilog, however, making the change is
nothing but a small editing job. The SystemVerilog code for the
modified multiplexor is shown in Figure 2.6. Note that rather than
replacing the OR gate, all that was necessary to do to it was to add
another input to its port list.

*timescale 1 ns / 1 ns

module MUX2 1GK(input A, B, SEL, output wire OUT);

wire SEL N, Al, Bl, AB;

not G1(SEL_N, SEL):

and G2 (Al, A, SEL_N):

and G3(Bl1, B, SEL);

and G4 (AB, A, B):

or GS(0OUT, 1, Bl1, AB);
endmodule

M FIGURE 2.6 Glitch killing 2:1 multiplexor code

In these examples, several internal signals of type “wire” have
been declared. The outputs also are declared to be type wire.
Wires are one of the Verilog variable types. Verilog supports sev-
eral hardware-oriented variable types that are not found in com-
mon programming languages. Other useful variable types will be
introduced in later chapters.

When new variables are declared, each must be given a unique
name. Verilog is case sensitive, whether applied to variables or
keywords. Some examples of illegal, legal but ill-advised, and
recommended wire declarations are shown in Figure 2.7.

Wire A, B; keywords must be all lower case
WIRE A, B:; upper case again used in keyword
wire A, a; ut bad technique

wire a, b; t may cause confusion

wire A, B; mmended way

M FIGURE 2.7 Legal and illegal wire declarations
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While Verilog is case sensitive, not all design automation tools
are. Thus, the declaration of two independent variables A and a
as shown in Figure 2.7 would be legal, but could result in the
two wires being shorted together later in the circuit development
process. Many designers do use lower-case variables as shown in
the second to last declaration, but a rigorous policy of capitalizing
variables makes code easier to understand and maintain.

Verilog follows the common programming language convention
of allowing comments anywhere in the code. Single line com-
ments are preceded by double slashes. Multiline comments start
with a /* and end with a */. An example of a multiline comment
is shown in Figure 2.8.

M FIGURE 2.8 Verilog multiline comment

IDENTIFIERS AND ESCAPED IDENTIFIERS

Variables, modules, and other constructs need names, more for-
mally known as identifiers. In general, these names may not start
with a numeral or use other nonalphabetic character at all, but that
guideline can be finessed through the use of escaped identifiers.

The escape character is a backslash. Adding it allows otherwise
illegal names to be used. Some sample-escaped identifiers are
shown below. Their use is rare in modern designs. The examples
below use reg variables as well as wires. Reg variables are cov-
ered in Chapter 3.

module \@4escapers ;
wire \5net ;

reg \mynet* ;

reg \negnet™ ;

wire \Sdollar ;
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In each of the above examples, there is white space between the
escaped identifier and the line-ending semicolon. This is neces-
sary. Without the white space, the semicolon would be incorpo-
rated into the escaped identifier and the compiler would not “see”
the needed line termination. With a normal identifier, this white
space is not needed.

Identifiers using numerals do not need to be escaped as long as
they do not start with a numeral. The underscore character can be
used in an identifier, although not as the first character. Other non-
alphanumeric characters generally do need to be escaped when
used in an identifier.

In the example below, ho_ho is legal without being escaped, but
ho + ho needs to be escaped and to be followed by white space.

reg ho_ho, \ho + ho;

BUS DECLARATIONS

So far, all variables declared have been single-bit wires, but buses
may also be declared. In the next example (Figure 2.9), the inputs
are both eight-bit buses, while the output is again a single bit.

module WIDEGATE (input [7:0] A, B, output C):;
nor WG(C, A, B):

endmodule

M FIGURE 2.9 SystemVerilog multibit bus declaration

In Figure 2.9, a single instance of a 16-input NOR gate is in-
ferred. It has exactly one output, the single-bit wire C. Note that
the instance of the primitive follows the Verilog rule of having
the output first, but the port order is changed in the module. This
is not only legal but it is a conventional practice. Most designers
prefer to put inputs first and outputs last in design modules. There
is no rule on this, however, and it would be equally legal to mix
up inputs and outputs, even deliberately obscuring the structure
by alternating them or mixing them at random.
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Another point to note in Figure 2.9 is that the declaration of A as
an eight-bit bus carries through until the port type changes, so B
is also an eight-bit bus. If the next input should be something dif-
ferent, another declaration can be made. In the following line, A
will still be eight bits but B only one.

module WIDEGATE2(input [7:0] A, input B, output wire C);

The next example looks similar to Figure 2.9, but would be illegal.
In Figure 2.10, the output is also set to be an eight-bit bus. Since
there is still only one instance, that would be illegal. Every primi-
tive instance other than buffers and inverters can only have a sin-
gle output. Verilog does include a “generate” construct that could
be used to create an array of single-output gates, but the code of
Figure 2.10 would infer an impossible eight-output NOR gate.
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module WIDEGATE (input [7:0] A, B, output wire [7:0] C):
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(C, A, B):;

endmodule

M FIGURE 2.10 Illegal attempt to create multiple outputs with one instance

To make an eight-bit NOR function with primitives, eight instances
are needed as shown in Figure 2.11. As already noted, this can also
be accomplished with a generate loop. Generate loops and creat-
ing arrays of instances with them will be covered in Chapter 5.

module NORE (input [7:0] A, B, output [7:0] C):

= |
o

) (C[0], A[O], B[O]):
1(C[1}, A[1), B[1)):
(Cf2), a[2), B[2]):
(C[3], A[3]), B[3]):
4(C[4), A[4], B[4)):
G5(C[5], A[S5]), B[5)):
G6(C[6), A[®], B[#6]):
G7(C[7], A[7), B[7)):
endmodule
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B FIGURE 2.11 An eight-bit NOR function
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Wires and other variable types may also be declared to be buses
by putting their widths into brackets following the variable type,
as shown below.

wire [15:0] DATA_BUS;

In this example, a 16-bit bus called DATA_BUS is declared and
may subsequently be connected to suitable gates. Each bit of the
bus can be individually referenced by placing its identifier in brack-
ets, so to select the most significant bit (MSB) of DATA_BUS, all
that would be needed to do is to reference DATA_BUS[15].

Verilog makes no assumptions as to big or little endian. Whatever
appears to the left of the colon in a multibit declaration is the
MSB. Whatever appears to the right is the least significant bit
(LSB). In the following declaration, bit O is the MSB, bit 7 the
LSB.

wire [0:7] BYTE_BUS;

That the MSB is the bit to the left of the colon in the declaration
has implications for connecting buses or pieces of buses to other
buses or pieces of buses. If one bus is declared to run from zero
to 15 and another is from 15 to zero and they are then connected
together, they will be connected MSB to MSB, LSB to LSB, not
bit zero to bit zero, and 15 to 15.

If the buses are of unequal size, they will be matched from the
LSBs unless explicitly instructed otherwise. For example, if
BUSI1 is 15 down to zero and is set to be equal to BUS2, which
has zero as the MSB and seven as the LSB, they will be connected
as shown in Figure 2.12. The upper bits of the larger bus will be
left unconnected.

There is not even any requirement for bus declarations to go from
zero to (size — 1), although that is the universally accepted stan-
dard. The following declaration creates a four-bit bus with 3 being
the MSB and 6 the LSB.

wire [3:6] ODD_BUS;
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BUS1[15:0]
—_

BUS2[0:7]

M FIGURE 2.12 Connecting a 15-bit little endian bus to an 8-bit big endian bus

DESIGN HIERARCHY AND TEST FIXTURES

Once a design has been completed, whether it is done with primi-
tive instances or behavioral statements, it can be instantiated into
a higher-level design or a test fixture. A design module containing
one instance of the original multiplexor and one of the glitch-
killing multiplexor is shown in Figure 2.13.

module muxes (input A, B, SEL, output wire [1:0] OUIS):
:-!'_7}12_; MO(A, B, SEL, OUTIS[0]):
MUX2 1GK Mi(A, B, SEL, OUIS[1]):

enamoqule

M FIGURE 2.13 Upper-level module instantiating two design modules

In module MUXES, both designs share the inputs but have unique
outputs. The two outputs are combined into a two-bit bus called
OUTS, with bit zero of the bus the output of the original design
and bit one the output of the modified glitch-killing module.

In the absence of gate delays, the two modules will work identi-
cally. However, if the gates are modeled with delays, they may
simulate differently. Figure 2.14 shows two simulation runs,
one without delays and the other having a 1-nanosecond delay
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A |
B |
SEL 1 1
OUT] |
OUT[0] | L

A [
B I

SEL | |
OUTI[1] |
OUTI[0] |

M FIGURE 2.14 Simulation of multiplexors with (top) and without (bottom) gate delays

associated with each gate. Without the glitch-killing gate, there
will be a nanosecond of time when both A and B are equal to logic
one, but both SEL and SEL_N are equal to zero, resulting in the
output being zero. The glitch killer prevents this switching glitch
and the output remains a constant logic one during the time that
the change on SEL propagates through the circuit.

The engineer who can infallibly write correct HDL without any
verification has not been and never will be born. In order to deter-
mine if a module is logically correct before any hardware is built,
simulation is used. Before simulation can be run, a test fixture,
also called a test bench, must be written. Verification is frequently
more effort than creating the design in the first place, although
the emphasis of this book is hardware design and the verification
code will remain relatively simple.

A test fixture for the multiplexor of Figure 2.2 is shown in Fig-
ure 2.15. In this example, the inputs are stepped through all values
from 000 through 111. This sort of exhaustive simulation is rarely
practical in real designs, but can easily be done for this three-input
device. In this example, a common discipline of naming the test
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*timescale 1 ns / 1 ns
module thb mux2 1;
reg A, B, SEL;
ire OUT;
MUX2 1 UUT(A, B, SEL, OUT):
inictial begin
#0 A = 1'b0; B 1'b0; SEL = 1'b0;
#1 A = 1'b0; B = 1'b0; SEL = 1'bl;
#1 A= 1'b0; B = 1'bl; SEL = 1'b0;
$1 A 1'b0; B 1'bl; SEL = 1'bl;
#1 A= 1'b1; B 1'b0; SEL = 1'b0;
F1L A 1'bl; B 1'b0; SEL = 1'bl;
#1 A = 1'bl; B = 1'bl; SEL = 1'b0;
$1 A 1'bl:-B = 3I'blr SEL = 1'bl:
end
endmodule

B FIGURE 2.15 Multiplexor test fixture, including instantiation of multiplexor design

bench tb_ <module name> is used. Other conventions may be used,
but having some consistent style is generally accepted practice.

The test fixture introduces a number of new constructs that are
essential for any verification effort.

First, note that the test fixture has neither inputs nor outputs. It is
entirely self-contained. This would be nonsensical for a hardware
design module but is standard for the top-level test fixture.

Since the test fixture does have explicit delays, a timescale direc-
tive is used.

Following the module declaration, there are declarations of a new
variable type, reg, and the now-familiar wire type. All the inputs
are type reg, the output wire.

Reg is another hardware-specific type useful in HDL design and
verification that is not used in common programming languages.
The name would seem to imply that any variable declared to be a
reg would be a register, that is, a flipflop, but such is not the case.
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The name is anachronistic and dates to Verilog’s origin as a veri-
fication language, predating hardware synthesis. The theoretical
difference is that a variable of type reg retains its value until up-
dated while a wire needs to be continuously driven to maintain a
value. In practice, a reg variable may be the output of a combina-
tional gate as well as a flipflop. We have already seen wires being
used for the outputs of instantiated primitives, but the language
makes no distinction on instantiated combinational or sequential
components. If a flipflop were to be instantiated rather than a sim-
ple gate, its output would equally be connected to a wire.

A simple rule of thumb when writing test bench code is to make
all inputs to the device under verification regs and all outputs or
bidirectional signals wires. This rule of thumb works as long as
the inputs are assigned their values inside of “initial” or “always”
blocks, as is the case in this example and in the overwhelming
majority of verification modules. Wire variables in the test fixture
should be connected to output or bidirectional ports of the instan-
tiated device under verification.

New System Verilog variable types add other options. When work-
ing with standard Verilog, the rule of thumb must always be used.

In Figure 2.15, the device to be verified is then instantiated. Note
that although SystemVerilog allows the port type to be speci-
fied in the port list, when instantiated such identifiers must be
stripped out.

Next comes an entirely new construct, an “initial” block. Initial
blocks, along with always blocks, are the main vessels used in
Verilog to contain behavioral statements. Both types of blocks
may be used in test programs, but only always blocks are synthe-
sizable and can be used in circuit descriptions.

The difference between an initial block and an always block is
that initial blocks only run one time and always blocks may run
an unlimited number of times. This accounts for the restriction
against using initial blocks in circuit description code: hardware
that takes an initial value and then can never change does not
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correlate to the way gates and flipflops actually work. Unlike syn-
tax errors, including initial blocks in circuit description code will
not cause code compilation to fail, but the initial blocks will be
ignored in the synthesis process.

Although the test fixture of Figure 2.15 has only one initial block,
any number of such blocks may be included. All start operating at
simulation time zero, continuing to operate in parallel until each
runs out of instructions.

In the initial block of Figure 2.15, the inputs are assigned values at
time zero. Every 1 nanosecond thereafter, a new vector is applied
to the inputs, eventually covering all eight binary combinations.

The syntax for each assignment has fields for the number of bits,
the radix, and the value. Thus, the assignment A = 1’b0 means
one bit of binary data with a value of zero should be placed on
input A. The available radices are shown in Table 2.2.

Table 2.2 Verilog radices

Radix Meaning

b Binary

o Octal

d Decimal

h Hexadecimal

Unlike Verilog keywords, radix indicators may be upper or
lower case. Thus, BYTEBUS = 8'HAA would assign the bit
pattern 10101010 to the eight-bit variable BYTEBUS. Letters
used in hexadecimal values also may be either upper or lower
case; thus, BYTEBUS = 8’haa would be identical to the previ-
ous assignment, as would be BYTEBUS = 8’Haa and BYTE-
BUS = 8’hAa.

The initial block of Figure 2.15 is written for ease of under-
standing and maintainability, not minimal number of charac-
ters. Because all the inputs are regs, they do hold their values
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between assignments. Thus, the first two lines could equally be
written

#0 A =1'b0; B = 1'b0; SEL = 1'b0;
#1SEL=1'b1;

Since neither A nor B changes in the second vector, their previ-
ously assigned values are retained.

To save even more characters, the following syntax would also
produce identical results:

#0A=0;B=0; SEL=0;
#1 SEL=1;

This works because Verilog is not a strongly typed language.
Numbers without size or radix are interpreted as decimal values.
In a strongly typed language, one-bit variables could not be as-
signed decimal numbers, but Verilog allows it. Verilog is so loose-
ly typed that numbers other than one and zero could also be used
without ill effect. If the target of the assignment is smaller than
the value assigned, Verilog will simply use the number of bits
that do fit into the target and ignore the rest. Thus, the following
assignments, while pointless and confusing, would also work ex-
actly like the previous ones.

#0 A = 16'hfffE; B = 32'b10100110; SEL = 10;
#1 SEL =6'035;

So far, all value assignments have, at a bit level, been nothing but
ones and zeros. Verilog, however, is a quad-valued language. In
addition to logic one and logic zero, variables can be in a high-
impedance state or unknown. In Verilog, these conditions are in-
dicated by Z and X, respectively. Like radix indicators, upper and
lower case work identically.

Since X and Z could also be used as variable names, when used
as values there must be some indicator that they are values and
not variables. In the example below, Z would be a variable in the
first line, but in the second, it is a value. In the first assignment, if
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Z has not previously been declared to be a variable, a compilation
error will result.

A =17; //Zis avariable. It could have any value.
A =1'bZ; //Ais set to high-impedance.

Once low-level designs have been built and verified, they may be
combined to form larger, hierarchical structures. In the next ex-
ample, the assumption is made that a resettable D flipflop design
has already been created and is going to be used to make other
designs. The module statement for the flipflop is shown below,
although code for its behavior is not included.

module DFFR(CLK, D, RST, Q);

Figure 2.16 then instantiates four of these flipflops to form a par-
allel four-bit register.

DO (CLK, RST, Data[0]), OUT[0]):
D1 (CLK, RST, Data[l], OUT[1]):
D2 (CLK, RST, Data[2], OUT[2]):
D3 (CLK, RST, Data[3), OUT[3]):

-
Pl’ '11 l‘l] ll,
l'l) ll] rl'| 'I'l

endmodule

M FIGURE 2.16 Four flipflops instantiated to form a parallel register

There are four-bit input and output buses, with one bit of each con-
nected to each D flipflop. Each instance is also given a unique name.

The same components can be slightly rearranged to form a four-
bit shift register, as shown in Figure 2.16. In this example, simpler
flipflops without a reset are used.

The sample circuit designs in Figures 2.16 and 2.17 both use
DO, D1, D2, and D3 as instance names. Because instance names
have to be unique, it may seem that instantiation of both SR4 and
REG4 in a higher-level module could cause a conflict, but that is
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module SR4 (input CLK, SERIAL IN, output wire SERIAL OUT):
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DO (CLK, SERIAL IN, STAGE1):
D1 (CLK, STAGE1l, STAGE2):
D2 (CLK, STAGE2, STAGE3):
D3 (CLK, STAGE3, SERIAL_OUT):
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endmodule

M FIGURE 2.17 Four flipflops organized into a shift register

not the case. The reason is that the instances with the same name
are not in the same scope of the hierarchical design.

In Figure 2.18, designs SR4 and REG4 are themselves instan-
tiated and each then has its own unique instance name. Thus,
the path to DO of the parallel register is X0.DO and the path
to DO of the serial register is X1.D0. There is no ambiguity or
conflict. In Verilog, the period is known as the “scoping opera-
tor.” In a hierarchical design, an instance or signal at a lower
level of hierarchy may be referenced by using this operator and
instance names. In the design of Figure 2.18, the internal vari-
able STAGE2 could be referenced by the hierarchical name
X0.STAGE2 and the instance containing that wire is X0.D1.
Instance names, not module names, are used when referencing
hierarchical components. This is necessary because there may
be many instances of a design and each would then have the

‘timescale 1 ns / 1 ns

module TWOREGS (

P DATA, output

SR4 X0 (CLK, S_DATA, S_OUT):; //Shift register instance
REG4 X1 (CLK, RST, P_DATA, P _OUT); //Parallel regist

€r insctance:;

endmodule

W FIGURE 2.18 Design instantiating hierarchical designs
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same design name, but instance names are unique. Even if there
is only one instance of a subdesign, attempting to reference it by
design name would be an error.

Another point to note in Figures 2.16 and 2.18 is that the dec-
larations of the module spill over into two lines. This is legal.
The Verilog line is terminated by a semicolon. That it takes two
lines to reach the punctuation mark is of no significance. Verilog,
unlike some computer languages, does not have a continuation
character.

PORT ASSOCIATION

Examples of design hierarchy so far have all used positional port
association: when a module is instantiated, signals in the port list
are associated with those in the instantiation in the order in which
they appear. This is generally acceptable for small designs, but
becomes awkward as the number of ports grows, especially when
not all ports are connected.

Unconnected ports can be simply skipped in positional port as-
sociation. An example of this is shown in Figure 2.19, where a
flipflop with complementary outputs is instantiated twice but only
one output of each instance is used. Numerous System Verilog be-
havioral constructs are used in the flipflop code, each of which
will be examined in subsequent chapters.

Skipping a single unused output per instance in a design with only
four ports is not onerous, but the situation changes when there are
hundreds of ports with dozens of unused outputs. To help track
what is connected where, named port association may be used.

In Figure 2.20, named port association is used when the flipflops
are instantiated. In this example, the port order in each instance
is in reverse order to that used in the flipflop model. With named
port association, the order is not significant. Matching is done by
names. No indicator at all is needed for unconnected ports in the
instances, simplifying large designs and reducing the probability
of connectivity errors.
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module skip (CLK, RST, D, Q):
input CLK, RST:
input [1:0] D:
output wire [1:0] Q:

DFF RO(CLK, RST,, Q[0]):; //QN is unconnected
DFF R1(CLK, RST,, Q[1)):

endmodule
/Behavioral code modeling a D flipflop with
/complimentary outputs
module DFF(CLK, RST, D, QN, Q):
input CLK, RST, D:
output reg QN, Q:
always ff @ (posedge CLK, negedge RST)

if ('RST) begin
QN <= 1'bl;
Q <= 1'b0;
end
else begin
QN <= ~D:
Q <= D;
end
endmodule

W FIGURE 2.19 Leaving an output port unconnected in a netlist

module named assoc(CLOCK, RESET, DATA INPUI, DATA OUTPUT):
input CLOCK, RESET:
input [1:0] DATA INPUT:
output wire (1:0] DATA OUTPUT;

DFF RO(.Q(DATA_OUTIPUT([0]), .D(DATA INPUT[O0]), .RST(RESET), .CLK(CLOCK)):
DFF R1(.Q(DATA_OUTPUT[1]), .D(DATA_INPUT[1]), .RST(RESET), .CLK(CLOCK)):
endmodule

M FIGURE 2.20 Named port association

SystemVerilog adds wildcards to port association. With a wildcard,
signals at the higher level will be automatically matched to signals
of the same name in the instance. Signals that do not match can be
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associated via names. An example of this is shown in Figure 2.21,
where all signal names match at both levels except for the clock.
A limitation of this style is that port sizes must match. If there
were two instances of each flipflop, as in the code of Figures 2.19
and 2.20, the D and Q ports would not match and would not be
associated. Because the top-level design uses MASTER_CLK
and the lower-level one uses CLK, the wildcard does not associate
them and explicit named association must be used for that port.

, D and Q will be

M FIGURE 2.21 Wildcard port association

When names match in the instance and the upper-level module, Sys-
temVerilog offers another simplification, dot-name association. This
style is similar to named port association, but the name in the upper-
level module and the associated parenthesis can be left out. An ex-
ample of this is shown in Figure 2.22. As with wildcards, the sizes of
the signals must also match for association to be successful.

module dot name assoc (CLK, RS
input CLK, RST;
input D:
output Q;

f/level pPOrtTsS Wi

DEF RO(.Q, .D, .RST, .Cl
endmodule

M FIGURE 2.22 Dot-name association
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TIMESCALES

Timescales are directives used to instruct a Verilog simulator how
to interpret time values embedded in code. In standard Verilog,
timescales must appear outside of all modules. SystemVerilog
adds some flexibility in timescale declarations.

In standard Verilog, timescale directives always start with a back-
tick (*) followed by the word timescale, which oddly is not a Ver-
ilog keyword. Just to be perverse, it could be used as a variable or
module name, although such perversity is seriously frowned upon
in any professional environment.

Following “timescale are two numbers and the units associated
with each. The first is the reference, which gives the multiplier
factor for all timing data. The second is the precision. Any num-
ber less than the precision will be rounded to the nearest whole
precision number. In the examples so far, these numbers and
units have always been 1 ns, or one nanosecond, meaning that
all timing data are to be given in units of 1 nanosecond and the
simulator should round any numbers less than 1 nanosecond.

The only numbers legal for use in timescale directives are 1, 10,
and 100. Any other number would cause a compilation error.

The legal timescale units are shown in Table 2.3.

Table 2.3 Timescale units

Symbol Meaning

S Seconds

ms Microseconds (103 seconds)
us Milliseconds (10-¢ seconds)
ns Nanoseconds (10~° seconds)
ps Picoseconds (107'2 seconds)
fs Femtoseconds (107> seconds)

Another rule of timescales is that the precision cannot be less than
the reference. Also note that, unlike Verilog statements, timescale
directives do not end in a semicolon.
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In the example of Figure 2.23, the reference is set to 100 picosec-
onds and the precision to 10 picoseconds. Because the delay of
ANDGATETI is specified to more precision than that specified in
the timescale directive, it will be rounded. Changes on the inputs
will be reflected 130 picoseconds later on the output.

‘timescale 100 ps / 10 ps

module ANDMOD (input IN1, IN2, output OUT);
and #1.26 ANDGATE1 (OUT, IN1, IN2):

endmodule

B FIGURE 2.23 Timescale directive that will cause rounding

Figure 2.24 has some examples of legal and illegal timescale di-

rectives.

*timescale 1 ns / 10 ns //Illegal, reference is less than precision
‘timescale 1 ns / 500 ps //Illegal, only 1, 10 and 100 are legal numbers
‘*timescale 1 ns / 100 ps //Legal

*timescale 100 ps / 10 ps //Legal

M FIGURE 2.24 Examples of legal and illegal timescale directives

Once a timescale has been set, it will be used until overrid-
den by a new directive. This can cause some surprising results
when multiple modules are compiled, some without timescales.
In the three modules of Figure 2.25, module B will continue
to use the 1 ns/1 ns timescale of module A, but only until the
compilation order changes. If module C gets compiled before
module B, the delays will suddenly become 1000 times greater
than anticipated.

In SystemVerilog, the reference and precision can be split into
two statements and embedded in a module as shown in Fig-
ure 2.26. Timeunit and timeprecision are SystemVerilog, but not
standard Verilog, keywords. These instructions will override any
previous timescale directives and stay in effect until overridden
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“timescale 1 ns/Ins Compilation Orde
module A(...);

nand #3 (....)
endmodule

module B(...);
nand #5 (....)
endmodule

“timescale 1 us/lus

module C(...);
nand #0.03 (....)

endmodule A 4

M FIGURE 2.25 Compilation order and timescales

module adder (input wire [63:0] A, B,
output reg [63:0) SUNM,
output reg CARRY):
timeunit 1ns;
timeprecision 10ps:

endmodule

M FIGURE 2.26 SystemVerilog timeunit and timeprecision statements

in turn. When using these new constructs, it is required that there
be no space between the number and the unit. There is no such
restriction with the older “timescale directive. This is shown in
Figure 2.25, where some examples have a space between them
and some do not. Such inconsistencies would be compilation er-
rors with timeunit and timeprecision.
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B SUMMARY

The primitive operators presented in this chapter may be used
to construct any circuit, but their use is tedious and error-prone.
More advanced techniques that will vastly simplify the creation
of circuits will be presented in subsequent chapters.

What will not change is the structure of modules. No matter what
techniques are used, Verilog circuit descriptions need to be in
modules, although as will be seen in later chapters, subroutines
and other constructs may be used to facilitate the creation of flex-
ible, reusable designs.

Hierarchical design and instantiation of lower-level modules will
be used throughout the design and verification process.

Timescales should be used to ensure proper simulation but have
no meaning in circuit descriptions.
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All modern digital designs are done using behavioral hardware
description language. This chapter introduces the essential
elements to creating a design using code that describes what a
design needs to do without specifying a detailed implementa-
tion. Operators, variables, and blocks are all covered. Opera-
tors are the symbols that indicate what manipulations are to be
done. The different types of variables and when to use each are
explained. Behavioral code is usually encapsulated in blocks,
and the different options for blocks are also covered in this
chapter.

TOP-DOWN DESIGN

The bottom-up methodology introduced in Chapter 2 can theo-
retically be used to create any digital design, but trying to make
any significant design with only those tools would be too tedious
and error-prone to be practical. Behavioral coding and top-down
design are used for all modern designs.

When starting a new design from the top, the first steps are to
define the overall functionality and then the inputs and outputs.
These steps can be done without specifying any detailed imple-
mentation. For example, a processor design could be started by
determining that there will be a 32-bit bidirectional combined
address and data bus, a master clock, a reset, and a control bus
consisting of a Read/Not Write signal, an interrupt input, and
an address/not data signal. Then, without defining the proces-
sor further, the top-level Verilog template for the new machine
could be coded as shown in Figure 3.1. As the design proceeds
from top to bottom, the subblocks that will be instantiated in
the top level and the behavior of these lower-level blocks will
be added.
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module TOPDOWN (input CLK, RST, INT, inout [31:0] BIBUS,
output RD, AD):

J 2o LallCCS = DLOC?

endmodule

M FIGURE 3.1 Top level of a machine that has not been fully defined

Once the behavior and interfaces for the blocks at the next level
have been defined, coding these blocks can be assigned to differ-
ent teams, with all the detailed work being done in parallel.

This top-down approach is the standard methodology for modern
digital designs.

SYNTHESIZABLE AND NONSYNTHESIZABLE CODE

Verilog serves dual duty, as both a hardware description lan-
guage and a verification language. Accordingly, there are some
language constructs that are not applicable to circuit descrip-
tions. While legal Verilog, these nonsynthesizable constructs
must not be used in hardware descriptions. Circuit description
is limited to the synthesizable subset of the language. In test
fixtures, anything goes.

In addition to the inherently nonsynthesizable constructs, there
are a few language elements that could theoretically be synthesiz-
able but are not supported by synthesis tools. Real numbers fit
into this category. Verilog supports real numbers, but no synthe-
sizer currently does.

An example of inherently nonsynthesizable code would be an
operation that infers a comparison to an unknown value, or a
Verilog X. While the quad-valued language allows comparison
to the value X, such a comparison is meaningless in hardware.
X means indeterminate, that there is insufficient information to
determine the value at that time. In hardware, however, a node
that shows up as X in simulation would have a specific value
when probed with an oscilloscope or voltmeter. This situation
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routinely occurs at the start of a simulation. Flipflops do not have
a defined initial state. A physical flipflop, when first powered up,
may output a logic zero or a logic one. It is indeterminate, but a
real flipflop will be one or the other. In simulation, this ambiguity
will result in register outputs starting out as X. Thus, comparisons
to X can be done in test fixtures, but any such operations are non-
synthesizable. Other nonsynthesizable constructs will be flagged
as such as they are introduced.

REGISTER TRANSFER LEVEL (RTL)

Behavioral code for hardware design is normally written in the
style known as Register Transfer Level, or RTL. With RTL style
coding, the logic of a circuit is expressed with the various Verilog
operators and the output of logic expressions are assigned, or
transferred, to registers. Using this style, the registers, or flipflops,
in a design are inferred with clock edge statements.

Circuit design examples throughout this book are written in RTL.
Simply creating an “always” block that includes an edge specifier
causes registers to become the object of behavioral code. Exam-
ples of clock edge statements are shown below.

always_ff @(posedge CLOCK, negedge RESET) //SystemVerilog style
always @(posedge CLOCK, negedge RESET) //Verilog 2001 style
always @(posedge CLOCK or negedge RESET) //Verilog 95 style

Each of the above edge specifiers infers rising edge-triggered reg-
isters with an asynchronous reset. If no reset is required, the fol-
lowing line would suffice:

always_ff @(posedge CLOCK)

Again, it is assumed that the registers will be active on the rising
edge of the clock. Falling edge-sensitive flipflops can be inferred
as well. The following line would be used in negative edge-
triggered RTL:

always_ff @(negedge CLOCK)
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In all of these examples, it is assumed that there are signals called
CLOCK and RESET. These are not reserved words. Any legal
Verilog identifiers can be used as the object of edge statements.

Always blocks are one of the two main types of functional blocks
used in Verilog. Functional blocks are discussed in this chapter
following the material on continuous assignments.

CONTINUOUS ASSIGNMENTS

The simplest types of behavioral constructs are continuous as-
signments. These statements start with the keyword “assign,” fol-
lowed by an expression that can be translated into a Boolean func-
tion. Continuous assignments are written outside of functional
block structures, which are discussed later in this chapter.

Just as it is possible to design any digital device using nothing but
two-input NAND gates, even the most complex machines may be
designed using nothing but continuous assignments. This is never
done, however, as continuous assignments provide only a marginal
improvement over instantiating primitive operators. They are
widely regarded as analogous to “goto” statements in program-
ming: legal constructs that are to be avoided in well-structured
code.

In addition to making the overall structure of a design obscure,
continuous assignments are limited in that they cannot take ad-
vantage of Verilog high-level language constructs such as loops
and multiway branching. A design consisting of nothing but con-
tinuous assignments leaves much of the power of HDL untapped.

A further argument against use of continuous assignments is
simulation speed. Simulators must reevaluate continuous as-
signments at every instant in time, consuming more processing
power than alternative coding techniques. Since any given node
is, statistically speaking, likely to change state in less than 5% of
the clock cycles, use of continuous assignments has a substantial
performance penalty. Better simulation performance is achieved
through the use of “always” and “initial” functional blocks, dis-
cussed in the following sections.
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Nevertheless, continuous assignments are a part of the language
and they are used in the examples that follow.

An adder can be constructed with a continuous assignment as
shown below. This example uses an addition operator rather than
being constructed out of nothing but Boolean operators. The carry
out of the eight-bit operation is integrated into the SUM variable,
creating a nine-bit result.

input [7:0] DATA1, DATAZ2;
output wire [8:0] SUM;
assign SUM = DATA1 + DATAZ;

An even worse design of an adder can be made by limiting the
continuous assignment statements to Verilog Boolean operators.
In the following example, a one-bit full adder is created with the
sum and carry variables separated so that each can be the target of
a single continuous assignment.

input A, B, CARRY_IN;

output wire SUM, CARRY_OUT;

assign SUM = A” B~ CARRY_IN;

assign CARRY_OUT=A& B | A& CARRY_IN | B & CARRY_IN ;

Designing at such a low level of abstraction would be no more
effective than using nothing but primitive instantiations. In nei-
ther case could a design of any complexity be expected to be
completed in any reasonable time frame. In the above example,
the symbols for the Boolean operations XOR (*), AND (&), and
OR (|) are used. They will be covered in more detail later in
this chapter.

The one exception to the general policy of avoiding continuous
assignments is when connecting signals to a bidirectional inter-
face. Because of the Verilog resolution function, or the lack of a
resolution function for some data types, use of continuous assign-
ments on Tri-state bidirectional ports is a standard technique. This
will be covered in more detail later in this chapter.
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IMPLICIT CONTINUOUS ASSIGNMENTS

Instead of using the keyword “assign,” a continuous assignment
can be inferred when a variable is created. Thus, inferring the
eight-bit adder of the example above could equally be accom-
plished by the following code:

input [7:0] DATA1, DATA2;
output wire [8:0] SUM = DATA1 + DATAZ2;

Embedding the function in the declaration has no impact on simu-
lation performance or any circuit synthesized from the code. If this
style is more or less obscure and convoluted than using an extra
line of code to define the function is a matter of opinion on which
the author takes no position. Avoidance of continuous assignments,
whether implicit or explicit, is still the accepted methodology.

FUNCTIONAL BLOCKS: ALWAYS AND INITIAL

Other than continuous assignments and subroutines (Chapter 6),
all Verilog behavioral code takes place inside of “initial” or
“always” functional blocks. SystemVerilog adds extensions to al-
ways statements by allowing the always statement to clarify what
type of hardware the block is to infer: combinational, latched, or
registered. This is done by replacing the keyword “always” with
always_comb, always_latch, or always_{f.

In simulation, all types of blocks start operating at time zero. Pro-
cedural blocks, whether initial or always, all run concurrently.
The difference is that initial blocks only run once whereas always
blocks restart every time they are triggered by a change on an
input to the block. What this means in effect is that circuit de-
scriptions may only use always blocks, as this corresponds to the
way hardware actually works. Initial blocks are useful for simu-
lation but are not synthesizable, as circuit components that stop
responding to inputs after the initial values are exhausted does not
correlate to anything that can be built.

A module can have any number of functional blocks. In a design,
some blocks will infer combinational logic, some sequential.
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Creating blocks is simply a matter of using the keywords initial or
always, followed by the relevant behavioral statements. A block
containing more than one Verilog statement must also use the
keywords “begin” and “end,” as shown in Figure 3.2 or “fork”
and “join.” Fork and join are nonsynthesizable and must not be
used in circuit descriptions, although they are useful in verifica-
tion programs.

initial begin
//non-synthesizable statements

end

always ff @ (posedge CLK) begin
//synthesizable SystemVerilog sequential statements
end
always comb begin
//synthesizable SystemVerilog combinational statements
end
always latch begin
//synthesizable SystemVerilog behavioral statements with
//latched outputs
end
always @(*) begin
//Verilog combinational statements
end
always @(A or B) begin
//Verilog 95 style combinational statements

end

endmodule

M FIGURE 3.2 Verilog and SystemVerilog functional block statements
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The difference between fork...join and begin...end is that all
statements in a fork...join block are run in parallel, whereas be-
gin...end statements are evaluated sequentially. An application of
the fork...join construct is shown in Figure 5.15, where parallel
evaluation is needed for clock generators, but it is not hardware
design.

Fork...join has three variants. Standard Verilog only supports
fork...join. SystemVerilog has expanded this parallel construct
to allow the use of join_any or join_none in place of join. The
difference is the scheduling of statements following the par-
allel fork block. With a simple join, all tasks initiated in the
fork block must end before anything following the parallel
statements will run. With join_any, statements following the
parallel block will start running as soon as any task in the par-
allel block finishes. With join_none, statements following the
parallel block will be executed immediately following issuing
the parallel statements and without waiting for any of them to
complete. The differences will only become apparent when the
parallel statements in a fork...join construct are routines that
will take some time to complete. If they are nothing but simple
register assignments that run in zero simulation time, all will
appear identical.

Because no fork...join construct is synthesizable, these dif-
ferences in order of execution on the host computer have no
meaning for circuit design. They are only for use in verification
programs.

Figure 3.2 contains examples of blocks written to take advantage
of SystemVerilog advances as well as traditional Verilog coding
styles.

The first block, an initial block, is nonsynthesizable. These typi-
cally are only used in test fixtures. If one is used in a circuit de-
scription, it will be ignored by the synthesizer. This can lead to
simulation-synthesis mismatches, a potentially catastrophic situ-
ation. When there are such mismatches, the design that is verified
in simulation will be different from that produced by synthesis.
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While advanced designers sometimes deliberately do this to opti-
mize hardware, it is a risky procedure.

The second block in Figure 3.2 would infer flipflops for all block
outputs. This coding style is not available in classic Verilog. This
type of sequential block requires a sensitivity list, a list of edge
constructs that says at which events the block should be restarted
and its outputs reevaluated.

The next block is a SystemVerilog combinational block. It does
not need any explicit sensitivity list. It will be reevaluated when-
ever any inputs to the block change.

The always_latch construct signals that the block should create
logic in which the outputs are latched. However, having such a
block successfully infer the desired logic depends on the code in
the block. Using the System Verilog keyword always_latch allows
design automation tools to check that the code in the block does
indeed infer latches and issue warnings if it does not, but does not
guarantee that such logic will be created. The coding style neces-
sary to generate latches will be covered in the section on multi-
way branching in Chapter 5.

Another way of inferring combinational logic is always (*). This
means that the block should be reevaluated whenever any input
to the block changes. This construct was added to Verilog in the
2001 update to the language standard.

The last case is the classic Verilog method of creating always
blocks. It says to update evaluation of the block only when signals
in the sensitivity list change. Because of frequent mistakes by de-
signers in leaving signals out of the sensitivity list, this style has
largely gone out of fashion, but it is still supported by all design
automation tools.

A typical use of initial blocks is to simulate primary inputs to
a device under verification. For example, a clock generator can
easily be created with an initial block to provide a time base for
the design. The periodic signal created in such a block can then
be connected to the clock input of the design. An example of a
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complete clock generator block with a period of two is shown
below.

initial begin
CLK=1'b1;
forever #1 CLK = ~CLK;
end

NAMED BLOCKS

A functional block may be given a name, as shown in Figure 3.3.
Named blocks can have local variables, and they can also use vari-
ables declared in the module but outside of the block. If a block
has a local variable that has the same name as a module variable,
references to that variable name in the block will be to the local
variable and not to the module variable. There is no conflict, as
by giving a block a name, a new level of hierarchy is created.
In simulation, a named block may be disabled by name and any
simulation events scheduled but not yet executed by that block
will be removed from the execution queue. This has no hardware
implications. Disabling a block may be done in verification but
has no meaning in a circuit.

module namedblock:
reg [3:0) COUNT: //module variable COUNI

always comb begin: BLOCK1
reg [7:0) COUNT; //BLOCK1l variable COUNT

end : BLOCKl

always_comb begin
//This block will

end

use th
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endmodule

M FIGURE 3.3 Named block with a local variable
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Naming blocks create new levels of hierarchy. In Figure 3.3, the
local variable COUNT inside of BLOCKI1 could be referenced in
the module by giving a hierarchical path to it, BLOCK1.COUNT.

In Figure 3.3, the named block ends with the block name repeat-
ed. This is done just to clarify the code and adds no functionality.
Ending with “: BLOCKNAME?” is optional. Neither the colon nor
the block name is required.

Named blocks must use keyword pairs begin...end or fork...join
even if they only contain a single behavioral assignment.

SENSITIVITY LISTS

In classic Verilog, evaluation of an always block can only be trig-
gered by changes to elements in the block’s sensitivity list. A
sensitivity list can be either combinational or sequential. While
simulators tend to allow mixed combinational and sequential sen-
sitivity lists, synthesizers do not. For circuit description, a sensi-
tivity list must be either combinational or sequential, never both.

A sensitivity list is made sequential by the inclusion of edge con-
structs. There are only two such constructs, posedge and negedge.
Thus,

/*rising edge triggered flipflop(s) with asynchronous reset*/
always @(posedge CLK, negedge RST) begin

would infer flipflops clocked on the rising edge of signal CLK
with an asynchronous, active low reset called RST.

A block without edge constructs in the sensitivity list will rep-
resent either purely combinational circuitry or the block outputs
could be latched. A simple example could infer a single OR gate
as follows:

always @(A or B) C= A | B; // A two-input OR function

This tells the simulator that it should update the function on any
change of either A or B. An easy mistake to make with this cod-
ing style is to leave a signal out of the list, which can make the
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simulation of the design appear to have a memory effect. If B
were left out of the sensitivity list in the above example, changes
on B without a change on A would not cause output C to change.
The memory effect is shown in Figure 3.4. Output Y, the one that
is the result of a function with an incomplete sensitivity list, does
not change when B changes. It appears to store previous values.

module BADLIST (input A, B, output reg Y, 2Z):
always @(A) Y = A ~ B; //XOR, defective sensitivity list
always @(A, B) Z = A ~ B; //XOR, complete sensitivity list
endmodule

Time0:A=0,B=0,Y=0,Z=0
Time1:A=0,B=1,Y=0,Z=1
Time2:A=1,B=0,Y=1,Z2=1
Time3:A=1,B=1,Y=1,2=0

M FIGURE 3.4 Defective sensitivity list and memory effect in simulation

Synthesizers ignore combinational sensitivity lists. The list is
only checked to determine if the logic generated should be combi-
national or sequential. Thus, while the two outputs of example 3.4
simulate differently, they would synthesize to exactly the same
hardware. This is an example of a simulation-synthesis mismatch
that can occur with an incomplete sensitivity list.

Since the 2001 language update, elements in sensitivity lists may
be separated by either commas, as shown in Figure 3.4, or the
word “or,” as shown in the last block of Figure 3.2. In earlier
versions of Verilog, only “or” was accepted. These are the only
options. Use of any other punctuation mark, conjunction, or logic
type in a sensitivity list would be a syntax error.

Another innovation of the 2001 update was the * sensitivity list.
Using that option, a combinational block will be reevaluated
whenever any input to the block changes. Its use prevents the er-
ror of Figure 3.4. An application of the * in a sensitivity list is
shown in the second to last block of Figure 3.2.
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A sensitivity list mixing edge-sensitive signals with other vari-
ables would fail at compile time. The following is an example of
this defective, illegal coding style. While simulators do allow it to
pass, a circuit description including it would fail in synthesis even
after simulating as intended.

always @(posedge CLK, RST) //ILLEGAL, will fail in synthesis

SPLITTING ASSIGNMENTS

It may seem like a logical simplification to split assignments to a
variable between two functional blocks, as shown in Figure 3.5.
This is always a mistake. It would infer a short circuit.

it (input CLK, RST, D,
this would appear to w
two flipflops shorted

edge RST) Q <= 1'b0;

module shortcicui
+

always @(n
always @ (posedge CLK) Q <= D;:
endmodule

m
Q

MW FIGURE 3.5 Two flipflops with outputs shorted together

This is another situation where simulation and synthesis would
diverge. In simulation, the last assignment to Q at any given time
would be the one displayed. There would be no indication of a
malfunctioning device. However, synthesis would infer two flip-
flops, one negative-edge triggered connected to RST and one
positive-edge connected to CLK. The two flipflop outputs would
then be shorted together. Making assignments to non-Tri-state
variables in multiple functional blocks is never the answer to any
design problem, even if Verilog code doing precisely that appears
to simulate correctly.

VARIABLES

Verilog supports common programming language data types such
as integer, real, and string variables, and also includes several
more that are useful in describing hardware behavior.
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In standard Verilog, variable types are divided into two catego-
ries: nets and registers. The names are somewhat misleading, in
that the variables in the register category, including type “reg,”
are not necessarily outputs of flipflops. Conversely, nets may
be connected to flipflop outputs. This dates back to Verilog’s
beginnings as a verification language, before it was used for
hardware description. The distinction was used to differentiate
between variables that would hold their values between being
updated and those that needed to be continuously driven. In
properly structured hardware description code, reg variables
may equally be the outputs of combinational gates, flipflops,
or latches.

A further distinction is that variables in the net group have resolu-
tion functions and registers do not. The effect of this rule is that
nets can have multiple drivers, which is the situation with Tri-
state buses. It is not possible to make a Tri-state bus with nothing
but register variables.

The most used variable types are wires, which are a type of net,
and regs, which are a type of register. It is possible to go an entire
career using nothing but these two variable types, but others can
be useful.

A few designers prefer to declare Tri-state nets as type “tri,”
which work exactly as do variables of type wire. The point of using
“tri” is simply to have the code self-document.

Nets

The Verilog net types are shown in Table 3.1. While legal Ver-
ilog, net types other than wire are rarely seen. The other net
types are generally not supported for synthesis. Wand stands for
Wired AND. Open collector logic families work in this manner:
Outputs connected together act as if they were connected via
an AND gate. Similarly, long-obsolete emitter-coupled logic
devices were a Wired OR technology. Gate outputs could be
connected together and would act as if they were all inputs to
an OR gate.
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Table 3.1 Verilog net types

Net Type Function

wire Normal interconnects between instances

tri Exactly the same as wire

wand Wired AND. Models open drain/open collector devices
triand Exactly the same as wand

wor Wired OR. Used in now-obsolete emitter-coupled logic
trior Exactly the same as wor

trireg Models nets with capacitive storage. Holds last-driven value
tri0 Nets that pull up when not driven

tril Nets that pull down when not driven

Verilog has a rigid rule on where net variables may be assigned
values. They may never be assigned values inside of functional
blocks (always or initial blocks). Their use is limited to being
the target of continuous assignments and interconnects between
instances of primitives or instantiated modules.

Multibit net variables may be declared by giving a signal range
along with the declaration. A delay may also be associated with a
net, but delays are ignored by synthesizers. Depending on a delay
for proper operation of a circuit could thus lead to simulation-
synthesis mismatch.

A sample declaration of a five-bit bus with a six time-unit delay
is shown below.

wire [4:0] #6 SLOWBUS;

By default, an undeclared variable will be a single-bit wire. This
can be changed through use of the “default_nettype directive. The
most common use of this directive, which must be used outside
of any module, is to force all variables to be explicitly declared.
This is done by making the default type “none,” as shown below:

“default_nettype none

The reason for doing that is to prevent an overlooked variable dec-
laration from becoming a design error. If two multibit variables
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are to be connected via a bus but the bus is undeclared, the result
will be to have just one bit connected and all the other bits uncon-
nected. If all variables are required to be declared, this error will
be flagged at compile time.

Any of the other net types could be used as the default, but in any case
whatever is selected must remain a single-bit type. There is no way
to make a multibit bus the default type. The “none” option is only
available in SystemVerilog. It does not work with standard Verilog.

Net aliases

Nets can be given multiple names through the use of aliases. The
procedure is simply to make multiple declarations of nets and
then assign them to each other.

The following lines of code allow the reset signal to be referenced
by several different names. Only one net will be created. A value
assigned to any of the reset name variations will cause all to take
on that value.

wire RESET;
wire RST;
wire Reset;
wire Reset_n;

alias RST = RESET;

alias Reset = RST;

alias Reset_n = Reset;

alias NRESET = RESET; //NRESET was not declared, defaults to single bit wire

Bus variables too can be aliased. The following lines would create
two names for one eight-bit bus. The order does not matter. Alias-
ing B_BUS to A_BUS would produce exactly the same results as
the code shown.

wire [7:0] A_BUS;
wire [7:0] B_BUS;

alias A_BUS = B_BUS;
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Net types can only be aliased to other nets of the same type and
width. Only net types can have aliases. Any attempt to alias regis-
ter variables would be an error. The following examples would all
be syntax errors. Register variables are covered in the next section
of this chapter.

wire [1:0] BUS;

wire A;

wand B;

wor C;

reg D;

alias A = BUS; //Error: Widths must match
alias B = C; //Error: Net types must match
alias D = A; //Error: Regs cannot be aliased
alias A = D; //Error: Wires cannot alias to regs

One practical application for aliases is to extract pieces of a bus.
In the following example, a nine-bit bus has its least significant
bit aliased to a parity variable, which can then be conveniently
referenced for further processing.

input [8:0] DATA_BUS;
alias PARITY = DATA_BUS[0];

Net signal strength

Verilog nets can have a signal strength parameter. The possible
values are shown in Table 3.2. They may be associated with gate
instances. Drive strength specifications are ignored for synthesis.

Some examples of strength specifications are shown below. In
simulation, conflicts will be resolved by having the stronger
strength override the weaker. In a circuit, the result will be a short
circuit and probably physical damage to the device.

// 6 strength for logic 1 output, 3 strength for logic 0 output
and (strongl, weak0)g1(Z, A, B);

// 7 strength for logic 1 output, 5 strength for logic 0 output
buf (pull0, supplyl) g2(Z, A);
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Table 3.2 Signal strengths
Strength Name Value

supply1
strong1
pull
largel
weak1
medium1
small1
highz1
highz0
small0o
medium0
weak0
large0
pullo
strong0

supply0

NO U WN =2 OO0 = N WML O NN

When logic values are the same but strengths differ, the output
will take the strength of the stronger driver. If strengths are the
same but logic values differ, the output will be indeterminate.
This holds true for values other than highz. It is illegal to con-
nect together two or more nets all having the strengths of (highz1,
highz0).

Supply0 and supplyl can also be used to declare nets that are
hard wired to power and ground. In synthesis, such nets will be
replaced with continuous assignments to logic one and logic zero.
In the example below, net A will be continuously driven to logic
one. The gate output Z will be the inverse of B.

supplyl A;
xor g1(Z, A, B);

Registers

Within procedural blocks, register variables are used in standard
Verilog. In addition to variables of type reg, Verilog supports sev-
eral real and integer data types, as shown in Table 3.3.
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Table 3.3 Standard Verilog register data types

Register Type Definition

reg Integer variable, may be signed or unsigned

integer Signed integer, defined to be at least 32 bits. Actual
implementation may vary.

real 64-bit floating point

realtime 64-bit floating point, identical to real

time 64-bit unsigned integer

Floating point numbers are unsupported for synthesis.

Integers are synthesizable, but their vague definition makes their
use problematic. The implementation is required to be at least
32 bits, but it may be more. Hardware designers tend to use reg
vectors rather than integers to avoid the implementations being
dependent on tool versions.

Time variables are used for tracking simulation time. While they
could be used in a circuit description, common practice is again to
declare a 64-bit reg vector when such a variable is needed in a circuit.

The assignment rules for Verilog register data types are as rigid
as those for nets, but opposite. A reg variable may not be used
to connect instances or as the target of a continuous assignment
outside of a procedural block. They are assigned values inside of
initial and always blocks.

Verilog regs may be either signed or unsigned. Some sample
register declarations are shown in Figure 3.6. Signed variables
may extend sign bit when used with suitable arithmetic opera-
tors. Unsigned regs do not automatically extend any bit, although
unsigned variables may be manipulated to preserve a sign bit
through replication of the most significant bit.

reg A; //Single bit unsigned register wvariable

reg [15:0) B, C; //Two 16-bit unsigned vectors, 15 is MSB
reg [0:31]) D: //A 32-bit unsigned vector, 0 is MSB

reg signed [15:0) E, F: /two l1l6-bit signed vectors

M FIGURE 3.6 Sample register declarations
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Slices of a vector may be selected and assigned to another vari-
able. To grab the most significant bit of reg B of Figure 3.6 and
assign it to a variable called SIGNBIT, the following code could
be used:

reg SIGNBIT;
always @(B) SIGNBIT = B[15];

Similarly, the entire most significant byte could be selected as
follows:

reg [7:0] HIGHBYTE;
always @(B) HIGHBYTE = B[15:8];

An alternative to specifying the high and low bits of a vector slice
is to specify a number of bits. This unusual syntax can be useful
when using a variable to set the index. In the following examples,
both assignments would grab bits 31 through 24:

//HIGHBYTE and HB2 will both be assigned bits 23 through 31
always @(DATA_BUS) HIGHBYTE = DATA_BUS[31-:8];
always @(DATA_BUS) HB2 = DATA_BUS[24+:8];

The first example says to take eight bits starting with bit 31, not
24 bits from 31 through eight. The second says to take eight bits
starting from bit 24. Moving the + sign after the colon, however,
means to take 24 bits:

//THREEBYTES will be assigned bits 31 down to 8
always @(DATA_BUS) THREEBYTES = DATA_BUS[31:+8];

While seemingly obscure, this technique can be useful when step-
ping although a large variable with an index variable:

INDEX = 8;
TARGET = BUS[(INDEX*8 )-:8];

As INDEX is decremented, different bytes will be sent to vari-
able TARGET. A construct like this would typically be in a loop.
Verilog loops will be covered in Chapter 5.
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An odd feature of bit selects is that they are always unsigned,
even if the entire vector is selected. This is true even if both the
object of the bit select and the target are signed variables.

When a smaller signed variable is assigned to a larger one, the ex-
pected result is to extend the sign bit into the larger variable. This
will happen if the variable alone is referenced. However, if the
variable uses a bit select, even if the select covers the entire vec-
tor, the sign bit will not be extended. An example of this is shown
in Figure 3.7. In that code, the sign bit of A will be extended into
X but not into Y.

module SIGNED ASSIGN (A, X, Y):
input signed [7:0] A;
output reg signed [15:0] X, Y:

always @(A) begin

X =A; //A will be sign extended to 16 bits
Y = A[7:0]); //No sign extension
end

endmodule

M FIGURE 3.7 Bit selects are always unsigned

With SystemVerilog, it is possible to entirely fill a vector with
all ones, zeros, Xs, or Zs. Examples of filling arbitrarily sized
variables are shown below in Figure 3.8. This is more useful
when the sizes of the variables are set with parameters and
are unknown until compile time. Parameters are covered in
Chapter 4.

SystemVerilog variables

SystemVerilog introduces several new variable types that have
more relaxed rules on where they can be assigned. Some of these
new variable types break with standard Verilog in that they only
support two values, logic zero and logic one. Two-state variables
can never be set to Z or X values.
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module vectorfill;
reg [31:0] W;
reg [15:0] X:
reg [7:0] ¥X;
reg 2;

always comb begin

W= '"0; //W will be 32 bits of zeros
X = '1: //X will be 16 bits of ones
Y = lx- y wi ) ha ._-‘-(-.“n— c«-s ~F '-{wn -
. 5 A WA A At N - g A e - - w
Z = '2; //Z will be one bit set to high impedance
end
endmodule

M FIGURE 3.8 Fillinga vector withall 0, 1, X, or Z values

The data types added to SystemVerilog are summarized in
Table 3.4. Unlike Verilog integers, which are vaguely defined to
be at least 32 bits, these new data types are explicitly defined as
shown. The vector types can be any length. All these new data
type names are System Verilog keywords and thus may no longer
be used as variable names.

Table 3.4 Variable types added in SystemVerilog

Name Function

byte Two-state signed 8-bit integer

shortint Two-state signed 16-bit integer

int Two-state signed 32-bit integer

longint Two-state signed 64-bit integer

bit Two-state signed vector

logic Four-state unsigned vector

shortreal Two-state signed 32-bit floating point

void No value, used for functions that do not return a value

Bit and logic types can be used in place of both wires and regs.
They are not restricted to being assigned either inside or out of
functional blocks. Like wires and regs, they will be one-bit wide
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if not given a range when declared. Neither logic nor bit data
types have resolution functions, so they are unsuitable for use on
Tri-state signals, as are all data types other than nets.

Uninitialized two-state variables default to all zeros. Uninitialized
four-state variables default to X. Use of two-state variable types
can lead to misleading simulation results, as the initial values of
a simulation will not necessarily correspond to what the synthe-
sized hardware will do. If proper circuit operation depends on
initial conditions, as is frequently the case with state machines,
a reset or other method of putting the circuit into a known initial
state is still needed despite any simulation data indicating that a
design using two-state bit data types automatically starts out at
all zeros.

When a four-state variable is connected to a two-state variable,
any X and Z values of the four-state variable will be translated to
zeros in the two-state variable. This may cause design errors to be
missed in verification.

In SystemVerilog, variables also may be declared to be constants
by adding the keyword “const” to their declarations. Examples of
this are shown below.

const int ALPHA = 32;
const reg [15:0] BETA = 14,
const logic [11:0] GAMMA = 1023;

Constants are not useful for circuit design as they are assigned
their values at initialization time in simulation and not at all in
hardware. Their use is thus restricted to nonsynthesizable mod-
ules. This is covered further in Chapter 4.

Var variables

In SystemVerilog, variables can be declared to be type “var.” This
construct is rarely used and may not be supported by all design
automation tools. When it is used, its main purpose is to explicitly
force an input to be a single-driver net.
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Net variables by default can have multiple drivers. This property,
along with the resolution functions that allow Tri-state buses, can
lead to primary inputs of a device being verified having conflict-
ing values. This is because in the absence of any other declara-
tion, inputs default to nets.

By declaring an input also to be a var, the input is forced to have
only a single driver. Connecting a var input to more than one
source would be a compilation error. Other signals may also be
declared to be type var, although doing so does not add anything
to circuit design.

A sample declaration of an input that is also a var variable is
shown below.

input var A;

A variable can be declared to be a var by itself or a var in conjunc-
tion with another type. When var is used by itself, the resulting
variables will act indistinguishably from logic variables. When
used in conjunction with other variable types, use of the keyword
var will be without effect for both simulation performance and
synthesized circuits. Var can be used with enumerated types (cov-
ered in Chapter 4) as well as other built-in Verilog and System-
Verilog types.

//These three declarations will work identically
var [15:0] A_BUS;

var logic [15:0] A_BUS;

logic [15:0] A_BUS;

Arrays

Logic, bit, net, and register variable types can all be made any
size, but are one-dimensional. Verilog allows multidimensional
arrays of all variable types. They are created by simply adding
one or more ranges to the variable declaration.

Two-dimensional arrays can be used to model memories. A mem-
ory synthesized from behavioral code would not be a true memory,
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but would be a register file made from flipflops. Such a device
would be an order of magnitude larger and more power hungry
than one made with an equivalent-sized memory block. The FIFO
example developed in Chapter 7 and implemented in Chapter 12
does use a synthesizable array. For power efficiency, it could be
replaced with a dual-port random access memory (RAM).

Some sample array declarations are shown in Figure 3.9. Arrays
are typically declared from zero to range minus one, as is done in
the first three examples of Figure 3.9, but other styles are legal.

module array decs;

yte regiscer file
reg [7:0) MEM [0:1023]:
//an array of 100 16-bit integers
shortint NUMBERS [0:99]):
//an array of 32 one-bit regs
reg BIT ARRAY [0:31];
//declare only the size, not the range
logic [15:0) SVMEM [S12]); //elements will be 0 to 511

endmodule

M FIGURE 3.9 Array declarations

SystemVerilog allows a size, rather than a range, to be declared
when creating an array. This is shown in the last example of Fig-
ure 3.9. When this style is used, the elements will always range
from zero to (size — 1).

The third example of Figure 3.9 would create an array of 32
single-bit devices. Such an array is theoretically different from
a single vector 32 bits wide, but in hardware the two would be
indistinguishable.

Any number of one-dimensional variables may be declared with a
single statement, but arrays need to be declared individually. For
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example, the following line will create five 13-bit regs, but the
next line will create one 5 X 8 array ARRAY1 and a single five-
bit variable SCALARI.

reg [12:0] A, B, C, D, E; //five 13-bit registers
reg [4:0] SCALAR1, ARRAY1 [0 :7]; //one five-bit reg and one 5 x 8 array

Not only may arrays of variables be inferred, but arrays of in-
stances may also be inferred. In the next example, an array of
eight Tri-state buffers is inferred:

bufifl BUF_ARRAY[0:7] (Z, A, EN);

An array of eight of the above arrays could also be created with
a single line of code as follows, assuming the first array is in a
module called BUFS:

BUF8 BUFFS[7:0] (Z, A, EN);

The instance names in these examples, BUF_ARRAY and
BUFFS, are arbitrary. Any legal Verilog identifiers may be used.

Z and A can be connected to 64-bit buses without specifying any-
thing further. The 64 enable inputs can all be connected to a single
signal or broken out into smaller pieces.

Arrays are not limited to two dimensions. A cubic structure could
be created as follows:

reg [15:0] CUBE [0:15][0:15];

Rather than declare a range for an array, a size may be used. Thus,
the following declaration would also create a 16 X 16 X 16 array:

reg [15:0] CUBE[16][16];

When specifying a size rather than a range, the elements always
start at zero and end at (size — 1).

Just as bit selects may be used to take a piece of a vector, word
selects may be used to reference one or more elements of an
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array. In the following example, one word from the cubic memory
CUBE is put on a data bus.

reg [15:0] DATA_BUS;
DATA_BUS = CUBE[5][6];

It is not necessary to select an entire element of an array. In the
next example, three bits of one word are taken:

reg [2:0] SLICE;
SLICE = CUBE[12:10][9][8];

Multiple words of an array can also be selected by using a range
in one or more of the fields.

SystemVerilog allows multiple values to be assigned to array ele-
ments with a single statement. Thus, a default value may be as-
signed to all elements of an array, or individual values may be
assigned to discrete elements. While synthesizable, some thought
should be given to the sort of hardware being inferred through the
use of this enhancement.

Examples of multiple element assignments are shown in Fig-
ure 3.10. In this SystemVerilog module, the entire array is also
used as a port. This is not legal in standard Verilog. In the first as-
signment, all elements of the array are set to zero. In the second,
a hexadecimal value is assigned to element 0, two four-bit inputs
are assigned to elements one and two, and a four-bit binary value
is assigned to the last element. These are examples of the possible
and legal, although not of good style or sense.

module array assign(input CLK, RST,
input [3:0] DATAl, DATA2,
output reg [3:0] MEM [4]):

always ff @ (posedge CLK, negedge RST)

if (!RST) MEM <= '{default:0};

else MEM <= '{4'hA, DATAl, DATA2, 4'bl010};
endmodule

W FIGURE 3.10 Assigning to all elements of an array with single statements
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SystemVerilog has also added several synthesizable functions
for determining information about arrays. They are shown in
Table 3.5. None of these functions manipulate the values of ele-
ments in arrays. They only return data about arrays.

Table 3.5 Array functions

Name Function

Sleft Returns the left range limit (MSB) of the array dimension.

$right Returns the right range limit (LSB) of the array dimension.

Slow Returns the minimum of $left and $right.

$high Returns the maximum of $left and $right.

Sincrement Returns 1 if $left is greater than or equal to $right. Returns
—1 otherwise.

$size Returns the number of elements in a dimension of an array.

$dimensions Returns the number of dimensions of an array.

An example of using these functions is shown in Figure 3.11. In
that example, a four-dimensional array MEM is created and then
one slice of it is used as an argument to the functions, except
for $dimensions, which operates on the whole array. The values

module array func
reg [3:0] MEM[4

[ ]
int A, B, C, D, E, F, G;

assign A = Sleft (MEM[2]([2])([2]):
assign B = Sright (MEM[2]([2])([2]):
assign C = Slow(MEM[2]([2]([2]):
assign D = Shigh(MEM([2]([2])([2]):
assign E = Sincrement (MEM[2]([2]([2]):
assign F = Ssize (MEM[2]([2])([2]):
assign G = $dimensions (MEM):

M FIGURE 3.11 Array functions
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/*Array with output connected to a bidirectional bus.*/
module MEMCELL (input OE, WS, input [7:0] ADDR,
inout wire [15:0) DATA):
/*One 16 bit reg variable (DATA REG), one 16x256 bit array (MEMORY).
Only MEMORY will infer flipflops. DATA REG will be a combinational
decode of the array, but it is still a Verilog reg wvariable.*/
reg [15:0) DATA REG, MEMORY[O : 255]):
//Registers cannot be connected to an inout port
assign DATA = OE ? DATA REG : 16'bz;
//S5elect one 16 bit element of the memory array
always_comb DATA REG = MEMORY[ADDR]:
//Write to memory on rising edge of write strobe (WS)
always ff @ (posedge WS) MEMORY[ADDR] <= DATA;
endmodule

M FIGURE 3.12 Memory cell connected to bidirectional bus

returned by each function are shown as a comment below the
source code.

Arrays are most commonly used to model memory -cells.
Figure 3.12 shows one implementation of an array used to model
a two-dimensional register file, which can be used as a general-
purpose memory. In actual hardware design, such a flipflop-based
register file would only be used for the smallest memories. They
have the advantage of speed, but are power hungry and take a lot
of area when compared to static or dynamic RAMs.

Bidirectional buses

Arrays as declared in Figure 3.9 may be used as memory cells,
although instantiating a RAM cell may be more power and area
efficient. Regardless of what technology the memory cell uses, it
may need a bidirectional bus.

Bidirectional ports may not be connected to register variables. At-
tempts to do so will result in compilation errors. The reason for this
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is that register variables have no resolution functions, but a bidirec-
tional bus needs to resolve being driven simultaneously to high im-
pedance by one or more sources and valid ones or zeros by another.
Wires and other net types can resolve the conflicting values. If a
wire is connected to one driver that is in high-impedance mode and
other that is logic one, the net will be driven to logic one.

To connect a register variable to a bidirectional port, it is thus nec-
essary to first connect the register to a net variable. In Figure 3.12,
the connection is done with the “assign” statement. It uses the
conditional operator to select either the output of the register ar-
ray or 16 bits of high impedance. When synthesized, an array of
Tri-state buffers will be instantiated. The conditional operator is
examined in detail toward the end of this chapter.

The memory cell design of Figure 3.12 uses an output enable
(OE) signal to determine the direction of the bidirectional bus. If
it is logic one, the output of the memory array is driven onto the
bus. If it is logic zero, the port is set to high impedance and may
be driven by an external device.

If an OE is logic one and an external device is simultaneously
driving the bus, there will be contention for any bits that are driv-
en to logic one by one source and logic zero by another. In a
physical circuit, this would lead to a short circuit and damage to
the device. In simulation, contention will show up as unknown
values. It is up to the user of the design to ensure that this never
happens. Exactly one driver should be active at any time.

In Figure 3.12, a write strobe (WS) is connected to the clock
inputs of the flipflops in the array. In practice, it might be pref-
erable to create a write enable (WE) signal and connect a mas-
ter clock signal to the flipflop clock inputs. The lines below
would do that and could be substituted for the always_ff block
in Figure 3.12.

always_ff @(posedge CLOCK)
if (WE) MEMORY[ADDR] <= DATA;
else MEMORY[ADDR] <= MEMORY[ADDR];
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To use the above code snippet, a CLOCK input would need to be
added to the input list and the write enable signal WE would need
to be substituted for write strobe WS.

Using a WE signal, the memory contents will only be changed
when that signal is active. The memory contents will be preserved
otherwise, which is done by feeding the current contents back
to the cell. In the design of Figure 3.12, new data are written on
every rising edge of the WS signal.

Structures and unions

Related variables may be grouped together into structures and
unions. While structures and unions look very similar, they are
different in concept and function.

Unions are in effect a method of creating aliases for variables.
All members of the union will reference the same bits, whether
in simulation or synthesized hardware. To be synthesizable, a
union must be “packed” and each element must reference the
same number of bits. Packed refers to how variables are stored
on the host computer in simulation. When variables are packed,
there are no unused bits between variables, even if the variables
are smaller than the host computer word. Unpacked is the de-
fault, as it allows variables to be stored in successive word lo-
cations, eliminating any need for the simulator to track where
in each word variables start and stop and generally increasing
simulation performance.

In Figure 3.13, the three fields A, B, and C all refer to the same
eight bits. When simulated, a change to one will be reflected on
all three. This is illustrated in the simulation output shown in Fig-
ure 3.13. Assignment is made only to A, but the results are seen
equally on B and C.

Variables included in a union may be register types or System-
Verilog types. Inclusion of any net type in a union would be
an error.
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module unn;
union packed {
reg [7:0) A; //A, B and C all reference the same space

bit [7:0]) B:
byte C;

} ;

initial begin

$monitor("%d: A = %h, B = %h, C = %h", $time, AB.A, AB.B, AB.C):
AB.A = 8'hAA; //B and C are never directly assigned any values
#1 AB.A = 8'h55;
end
endmodule
# 0: A=aa, B aa, C aa
$# 1: A =55, B=655,  C =55

M FIGURE 3.13 The union will reference the same space for all three names

For the fields of a union to reference the same space, all fields
must be sized identically. The code of Figure 3.14 is defective. D
is a 16-bit integer and thus cannot share space with A, B, and C.
This code would fail in both simulation and synthesis.

byte C:
shortint D; //Erxrror: 16 bit value
} AB;
endmodule

M FIGURE 3.14 All fields of a packed union must be the same size

Properly sized packed unions are synthesizable. The code of
Figure 3.15 would result in eight flipflops being inferred.
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module unn2 (input CLK, input [7:0] A, output wire [7:0] 2Z2):

union packed {
reg [7:0] X;
bit [7:0] X:

tee
.

assign Z = XY.Y;
always ff @ (posedge CLK) XY.X <= A;

endmodule

M FIGURE 3.15 Synthesis of module unn2 would yield eight flipflops

Note that the scoping operator, introduced in Chapter 2, is used to
reference fields of the union. This technique is also used for other
hierarchical references such as named blocks, subroutines, and
interfaces as well as modules.

The fields of structures are independent variables. They are
grouped together for convenience and clarity rather than func-
tionality. They do not all need to be the same size. In Figure 3.16,
the signals of a typical computer bus are grouped into a structure
called BUS. BUS itself has a structure instantiated in it, a two-
signal control bus consisting of a WS and an OE.

module strs;
typedef struct {bit WS, OE:;} C

struct {bit [15:0) ADDR, DATA:
CON CBUS:;} ;

reg [15:0]) MEM ([0:1023):

always ff @(posedge BUS.CBUS.WS) MEM[BUS.ADDR] <= BUS.DATA:

endmodule

MW FIGURE 3.16 A hierarchical system of structures
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As with unions, individual signals in the structure may be ref-
erenced with hierarchical names and scoping operators. Thus
to reference the write strobe, not only is the name of the signal,
WS, used, but also the name of the top-level structure, BUS, and
the name of the instance of the control bus, CBUS. The name
of the type of the control bus, CON, is not used in the hierarchi-
cal path. This is analogous to referencing instances of primitives
rather than the primitive type, as was done in Chapter 2.

Figure 3.16 also introduces user-defined types and their key-
word, typedef. Creating a type is necessary if a structure is going
to be instantiated, although a structure need not be instantiated to
be used. BUS is an example of creating a structure and using it
without instantiation. If a type is created, any number of instances
of that type can then be used. BUS, however, can only be the sole
representative of that structure, since it is not a defined type.

While it is legal to use structures as ports, there is a limitation:
all fields of a structure used in a port list must be the same direc-
tion. Because interfaces (covered in Chapter 6) provide similar
grouping capability without this limitation and have additional
capabilities, interfaces are more commonly used as ports.

An example of using a structure in a port list is shown in Fig-
ure 3.17. All fields included in the structure are inputs. The

- -

module strs (IBUS, DATA):;
typedef struct {bit [15:0] ADDR;
bit WS, CE;} ISz
input BUS IBUS:
inout [15:0] DATA:
reg [15:0] MEM [0:1023), DATA REG;

assign DATA = IBUS.OE ? DATA REG : 16'hz:
always @(IBUS.ADDR, IBUS.WS) DATA REG = MEM[IBUS.ADDR]:
always ff @(posedge IBUS.WS) MEM[IBUS.ADDR] <= DATA;

endmodule

M FIGURE 3.17 Using a structure in a port list
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bidirectional DATA field must be removed from the structure
and declared separately. Order of declarations is inflexible in
that the typedef is needed before the input statement referencing
the type.

Structures can be left at the default of unpacked or explicitly made
packed. Unlike unions, structures are not required to be packed to
be synthesizable.

All fields of a structure may be assigned values with a single state-
ment and without explicitly referencing each field. In Figure 3.18,
the concatenation operator (curly braces) is used to string to-
gether a series of values that are assigned to successive elements
of structure BUS. Multiple assignments to successive fields as
shown in Figure 3.18 will only work if both structures are modi-
fied to be packed.

module strs;
typedef struct packed {bit WS, OE;)} ;

struct packed {bit [15:0] ADDR, DATA:
CON CBUS:} IS

assign BUS = {16'h4, 16'haa, 1'b0, 1'bl};

endmodule

M FIGURE 3.18 Referencing all fields of a structure

Typedef also can be used to create new names for built-in variable
types. In the following examples, SystemVerilog number types
are given aliases to match C language names.

typedef shortint short;
typedef longint longlong;
typedef real double;
typedef shortreal float;
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OPERATORS
Assignment operators

Verilog has two assignment operators: blocking and nonblocking.
The rule of thumb is to use the blocking assignment operator with
code that will infer only combinational logic and the nonblocking
in functional blocks that will infer flipflops.

The terms blocking and nonblocking refer to the order in
which expressions are evaluated. When using the blocking as-
signment operator, the assignments to operands on the left side
of the operator are completed before evaluation of expressions
to the right of subsequent statements in the block is begun.
Evaluation of those subsequent expressions is thus “blocked”
until assignments are made to previous variables. In the case
of nonblocking assignments, all expressions to the right of the
assignment operators are evaluated when the block is entered
and only after all have been evaluated are assignments to the
left side operands performed. Order of evaluation has signifi-
cant implications for both simulation performance and synthe-
sized hardware.

In Figure 3.19, the blocking assignment operator is used in the
recommended manner. Because evaluation of each statement will
proceed in sequence, the updated values for the earlier operations
will be used for subsequent ones.

module blocking(input [3:0) A, B, C, D,

output reg [4:0] X, ¥, output reg |

always_comb begin

X =24+ B;

I=C+ D;

2 =X+ Y;
end

endmodule

M FIGURE 3.19 The blocking assignment operator
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In Figure 3.20, a sequential circuit is inferred using the blocking
assignment operator. At first glance, this code looks like it should
produce a shift register, as shown in Figure 3.21. However, syn-
thesis of this module would produce two registers in parallel, as
shown in Figure 3.22, or only one register and the other optimized
out entirely. Simulation of the code shown in Figure 3.20 would
also show the two registers operating in parallel.

module sr2 (input CLOCK, DATAIN, output reg FF2):
reg FF1;
always_ff@(pcsedge CLOCK) begin
FF1l = DATAIN:
FF2 = FFl:
end
endmodule

B FIGURE 3.20 Faulty use of the blocking assignment operator in a sequential block

DATAIN FF1 FF2

DFF DFF
CLOCK

W FIGURE 3.21 The intended result, a shift register

DATAIN FF1

DFF

FF2

DFFE
CLOCK

D

M FIGURE 3.22 The actual result, parallel registers
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The issue is order of evaluation. The block is triggered by the ris-
ing edge of the clock. When that occurs, DATAIN is evaluated and
assigned to FF1. Once that assignment has been completed,
and without any advancement of the simulation time, the second
statement is evaluated. Since, after evaluating the first assign-
ment, FF1 has been set equal to DATAIN, FF2 is then also set
equal to DATAIN. The result is two flipflops operating in parallel
rather than in sequence.

The easiest way to get a shift register is to replace the blocking
assignment operators with nonblocking ones as shown in Fig-
ure 3.23. This code will produce a shift register in both simulation
and synthesis.

- - ———

module sr2 (input CLOCK, DATAIN, output reg FF2):
reg FF1;
always_ff@(pesedge CLOCK) begin
FF1 <= DATAIN:
FF2 <= FF1;
end
endmodule

MW FIGURE 3.23 (ode for a shift register using the nonblocking assignment operator

The lesson that might be drawn from this example is to always
use the nonblocking assignment operator. Doing so, however,
would cause different problems. In the example of Figure 3.19,
if the assignment operators were to be replaced by nonblock-
ing operators, Z would use stale data. The block would only be
evaluated when A, B, C, or D changed. Since the nonblocking
assignment operator would cause all three expressions to be
evaluated before any assignments are made, Z would be as-
signed the sum of X and Y using their values before they were
updated as a result of whatever event caused the block to be
evaluated.

Use of stale data would only be a simulation effect. The synthe-
sizer would generate the same gates whichever operator was used,
leading to simulation-synthesis mismatches.
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Another way to make the code of Figure 3.19 simulate correctly
with nonblocking assignment operators would be to use a sensi-
tivity list (Verilog 95 style) and adding X and Y to that list. This
would be a poor solution, however, as it would cause the block to
be reevaluated from the beginning when X and Y change, giving
slower simulation performance.

The code of Figure 3.20 can be made to work as a shift register
by changing the order of the assignments. Verilog worked that
way before the nonblocking assignment operator was added to
the language, but ensuring that the order of assignments is always
in reverse order to data flow is awkward and error-prone. Put-
ting each register assignment into a separate always block could
also be made to work, but the code would be hard to understand
and maintain. Even keeping all registers in separate blocks does
not always prevent unexpected operation, as will be demonstrated
further in Chapter 8. The recommended technique is to use non-
blocking assignment operators for sequential blocks and blocking
assignment operators for combinational blocks.

The code of Figure 3.20 can be made to appear to work in simula-
tion via addition of explicit delays, but as already noted, delays
are ignored by synthesizers. This would again result in simulation-
synthesis mismatches and defective hardware.

In general, a block should use either blocking or nonblocking
assignment operators, not some of each. However, most tools
do support some mixing of the two in a single block. The sche-
matic diagram shown in Figure 3.24 has both combinational and

2 SET Z

ar Q

M FIGURE 3.24 Digital circuit with combinational and sequential components
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sequential components. There are several ways to encode it in
Verilog, including mixing assignment operators in a single block.

One option is to write two blocks: one sequential and one com-
binational, as shown in Figure 3.25. An equally valid representa-
tion is shown in Figure 3.26, where the combinational function
is merged into a single sequential assignment. Most experienced
designers tend to use the method shown in Figure 3.26 until the
right-hand side expression gets overly complicated, but overly
complicated is not a precise definition. Just when an expression
becomes complicated enough to warrant breaking it out into a
separate functional block or even a subroutine varies from engi-
neer to engineer.

module CS1(input A, B, C, CLOCK, output reg Z):
reg T1, I2;
always comb begin
Tl = A ~ B;
T2 = C & T1;
end

always ff@ (posedge CLOCK)
Z <= T2;
endmodule

M FIGURE 3.25 Separate combinational and sequential blocks

ST AT

t A, B, C, CLCCK, output reg 2Z2):
posedge CLOCK) Z <= C & (A ~ B):

M FIGURE 3.26 One sequential block

A third method is to make combinational assignments and se-
quential assignments all in one block, using the blocking assign-
ment operator for the combinational parts and nonblocking for
sequential, as shown in Figure 3.27.
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module CS3(input A, B, C, CLOCK, output reg 2Z2):
reg T1, T2;
always ff@ (posedge CLOCK) begin

Tl = A ~ B;
T2 = C & T1;
Z <= T2:
end
endmodule

M FIGURE 3.27 Legal mixing of assignment operators in a single functional block

While synthesizers do allow assignment operator mixing as shown
in Figure 3.27, using both assignment operators to target a single
variable is unequivocally illegal for hardware design. Simulators
allow this, as they can change the scheduling of assignments to
a variable on the fly, but a circuit cannot modify itself as data
values change. Thus, the code of Figure 3.28 could be simulated
but would be rejected by a synthesizer.

module NIX(A, B, C, 2):
input A, B, C
output reg 2:
always @(A or B or C)
if (A) Z = A & B;
else Z <= A | B;
endmodule

M FIGURE 3.28 Illegal mixing of assignment operators

Equality operators

Equality operators are used to compare operands. They generate
a single-bit output based on the comparison. The difference be-
tween logical and case operators is that logical operators output
an X if either operand is X or Z while case operators compare all
bits, including those having X and Z values.

Accordingly, circuit descriptions are limited to using the logi-
cal operators, as comparisons to X or Z would be meaningless in
hardware. Other than the wildcard version (covered below) the
case operators are not synthesizable but they are useful in test



Operators 83

fixtures, where detecting X and Z values can be of interest. The
symbols for the equality operators are shown in Table 3.6 and
their operations in Tables 3.7 and 3.8. Some examples of equality
operator usage are shown in Figure 3.29. The inequality operators
yield the inverse in each case. Note that the inverse of X is still X.

It is interesting to note that replacing the construct VAR] =
(VAR2 == VAR3) as used in Figure 3.22 with an “if” construct
will yield different results in simulation but not in synthesis. For
example,

if (A==C)U=1'b1;
else U =1'b0;

would result in U being assigned the value 1°b0 for the values of
A and C used in Figure 3.22. The “if” construct used above does
not have the option of assigning U an indeterminate value.

Table 3.6 Equality operators

Symbol Operation

== Logical equality
1= Logical inequality
=== Case equality

I== Case inequality

Table 3.7 Logical equality operator

== 0 1 X z
0 1 0 X X
1 0 1 X X
X X X X X
z X X X X
Table 3.8 Case equality operator

=== 0 1 X z
0 1 0 0 0
1 0 1 0 0
X 0 0 1 0
YA 0 0 0 1
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module eguality:

reg [2:0) A, B, C, D:
integer E, F;

.y

reg U, V, W, X, ¥, 2:
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ct
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begin
3'bllz;
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endmodule

M FIGURE 3.29 Equality operator examples

Since the equality operator does not evaluate X or Z values, the
test for equality between A and C fails, even though they are iden-
tical. Since assigning X is not an option, the only remaining pos-
sibility is to assign U a value of 1°b0.

While the logical equality operators will not compare X or Z val-
ues, they will resolve variable comparisons if they can do so from
the determinate bits. In Figure 3.30, there is a bit that is zero in
A where it is one in B. That is enough to determine that A is not
equal to B. Both Y and Z will be set to 1’b1. There is no ambigu-
ity in either case.
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nitial begin

A = 5'bl010x;

B 5'b00101;

Y= (A !=B): //A is not equal t
Z = (A '==B); //Logical and cas
d

M FIGURE 3.30 Resolving equality/inequality from determinate bits alone

SystemVerilog has expanded the case equality/inequality to add
wildcard bits to comparisons. These expansions are synthesiz-
able. These extensions are used to mask out specified bits when
operands are compared. Examples of synthesizable uses of wild-
cards with case equality and inequality operators are shown in
Figure 3.31.

module wildcards(input [2:0] A, B, output logic [2:0] C, D):
always comb begin
C= (A ==2 3'b107?); //C rue
D= (B !=? 3'b?00); //D will be true w
end
endmodule

W FIGURE 3.31 Synthesizable wildcard case equality and inequality operators

In the simplistic example of Figure 3.31, the wildcard bits will be
optimized out of the circuit entirely in synthesis, as there are no
occasions when the least significant bit of A or the most signifi-
cant bit of B is needed.

Logical operators

Verilog supports several variations of Boolean operators. The
logical operators are used to return a true/false condition.
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They always result in a single-bit output, no matter how many
bits wide the input operands are. They are typically used in
multiway branching structures. Multiway branching is covered
in Chapter 5.

Logical operations only support AND, OR, and NOT functions.
There is no logical XOR function, although XOR is supported in
the bitwise Boolean operators, covered next.

The logical operators are shown in Table 3.9. Some typical ex-
amples of their application are shown below.

always @(posedge CLK)

//if not enabled, hold state
if (IENABLE) DATA <= DATA;

//otherwise load new data
else DATA <= NEWDATA;

always_comb
if (A && B) NEXT_STATE = FETCH;
if (STATE == DECODE | | STATE == IDLE) BUS = 32’bz;

Table 3.9 Logical operators

Symbol Operation
! NOT

&& AND

I OR

In the above examples, the variables being tested are true if each
has at least one bit that is logic one. Otherwise they are false.
The logical operators do not perform bitwise operations on the
operands. Thus in Figure 3.32, C would be set to 1, even though
there is not a single-bit position where the two operands ANDed
together would produce a logic one.
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module logicals:;
reg [7:0] A, B:
reg C;
always comb begin
A = 8'b10101010; //A has some bits set, so it is true
B = 8'b01010101; //Same for B
if (A& B) C=1; //A is true, B is true, so C gets set
else C = 0;
end
endmodule

M FIGURE 3.32 Logical operation, AND of T and 1 yielding 1

Ambiguous signals such as A in Figure 3.33 can produce surpris-
ing results. In that example, A is tested for both true and false. It
fails in both cases, so both D and E will be set to zero.

module logicals2:
reg [(7:0] A:;
reg D, E;
always_comb begin
A = 8'b0000000x;
if (A) D= 1;
else D= 0;
if ('A) E= 1;
else E = 0;
end
endmodule

M FIGURE 3.33 Afis neither true nor false. Both D and E will be 0

This is a simulation phenomenon. It has no implications for cir-
cuits designed with logical operators, as X is a software concept.

Bitwise operators

The bitwise operators are the ones that perform standard Boolean
operations. The bitwise operators are summarized in Table 3.10.
Bitwise inversion can be combined with XOR to form an XNOR
function but NAND and NOR operators cannot be similarly
formed. A &~B would be A ANDed with not B, not A NAND B.
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A ~&B would just be a syntax error. A bitwise NAND can be ac-
complished through use of parenthesis: ~(A&B) would be a bit-
wise NAND. Bitwise OR operators work in an analogous manner.

Table 3.10 Bitwise operators
Symbol Operation

~ Bitwise inversion
& Bitwise AND

| Bitwise OR

A Bitwise XOR
~Nor A~ Bitwise XNOR

Bitwise operators perform the indicated operation with corre-
sponding bits in two operands. If one operand is shorter, it will
be extended with zeros to match the length of the longer operand.

In bitwise operations, a Z input is treated as X. Bitwise operators
never output high-impedance state.

Bitwise operators will resolve unknown and high-impedance
input values according to Tables 3.11-3.14. Some examples of
resolution with bitwise operators are shown in Figure 3.34.

Table 3.11 Bitwise AND resolution

& 0 1 X z
0 0 0 0 0
1 0 1 X X
X 0 X X X
Z 0 X X X

Table 3.12 Bitwise OR resolution

N X = o —

X X = O o
_ =
X X = O X
X X = O N
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Table 3.13 Bitwise XOR resolution

N X = o >
X X = O o
X X O = =
X X X o X
X X X O© N

Table 3.14 Bitwise inversion resolution

~ Output
0 1
1 0
X X
z X

module bitwise;
reg [4:0] A, X, RATS:
reg [3:0) B, V, W, 2:
reg [2:0) C, D, Y¥:

inictial begin
A:

B 4
C = 3'b011;
D 3

s 0N
o
}
= O
[
o
[}
.

S$strobe ("V $b, W = %b, X = b, ¥ = &b, 7 fb*. ¥, W. ¥ X 2):

$§Ve=101lx, W=0101, X = 10x, Y = 10x, 2 = 100x

M FIGURE 3.34 Bitwise operators
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For single-bit operands, bitwise and logical operators work
identically.

Reduction operators

Reduction operators also perform Boolean functions but are
unary, which is to say that they only operate on a single operand.
They produce a single-bit output regardless of the size of the in-
put operand. Their symbols are shown in Table 3.15, and some
examples of their usage are shown in Figure 3.35. These operators

Table 3.15 Reduction operators

Symbol Operation
& AND reduction
~& NAND reduction
| OR reduction
~| NOR reduction
A XOR reduction
~Aor A~ XNOR reduction
module reduction;
reg [7:0] A, B, C;
reg W, X, Y, Z;
initial begin
A = 8'hFF:; All ones
B =0; //All zerxos
C =8'v01100000; //Even number of set bits
W = gA; //AND reduction: detect max value
X |IB; //OR reduction: detect all zeros
Y = ~C; //XCR reduction: positive parity
Z = ~~C; //XNOR reduction: negative parity
$strobe ("W b, X kb, Y ¥b, Z Y. W X, ¥ 2):
end
endmodule
$§W=1,6 X=0,Y=0, 2 =1

M FIGURE 3.35 Reduction operators
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are commonly used for parity generators and to detect a maximal
value of a variable. OR reduction can equally easily be used to de-
tect that a variable either is or is not all zeros, but there are other,
more intuitive ways of doing that.

Arithmetic operators

Verilog supports the fundamental arithmetic operations of addi-
tion, subtraction, multiplication, and division as well as modulus
and exponential. All are synthesizable except exponential, which
is not currently supported although that is subject to change with
new versions of synthesizers. An example of each is shown in
Figure 3.36.

module ARITH(input ([7:0)] A, B, output reg [8:0) SUM, DIF,
output reg [15:0] PROD, output reg [7:0] QUO, REM,

.

output reg [1023:0] EXP):

always comb begin
SUM = A + B; //Addition
DIF = A - B; //Subt

PROD = A * B; //Mult

iplication
QUO = A / B; //Division
REM = A & B:; //Modulus
EXP = A ** B; //Exponential
end

endmodule

M FIGURE 3.36 Arithmetic operators

Synthesis tools have progressed so much that not only are addition
and subtraction optimized to the point that handcrafting operators
at the gate level are a waste of time, so are multiplication and di-
vision. In previous generations of the tools, division was limited
to powers of two for the divisor, or right shift, but any integer can
now be used. Given the proper constraints, modern synthesizers
will pick the optimal algorithm for the operation, scale it for the
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operand size, and do it faster than human designers can typically
do. It is now extraordinarily difficult to beat the machine, in either
design time or quality of results.

These operators can work with signed or unsigned numbers and
any data type. One sometimes unexpected feature of the modulus
operator is that the sign of the result always takes the sign of the
first operand. Thus,

-5%—2

would yield —1. The two negatives do not cancel each other out
with this operator, although they would with multiplication or di-
vision. While not entirely intuitive, it is sensible. A negative num-
ber can only have a negative remainder, as repeated subtractions
of either a positive number or a negative one will always leave
either no remainder or a negative one.

In Figure 3.36, the result of the exponential operation is as-
signed to a kilobit-long register. Even this register would be
nowhere near big enough to store the maximum results of an
eight-bit number raised to an eight-bit number, which may
account for the lack of synthesis support for the exponential
operator.

When operating with integers, it must be understood that the
result will be an integer. Disregard of this constraint may lead
to surprising results. In the example of Figure 3.33, integer di-
vision will result in a half period of zero and the clock never
toggling. The code can easily be fixed by changing PERIOD to
a floating point type such as real. A parameter (parameters are
covered in Chapter 4) with a value of 1.0 will also work, but a
parameter set to 1 will have the same problem as the code shown
in Figure 3.37.

Auto increment and auto decrement

SystemVerilog adds auto increment and decrement operators,
which are not available in standard Verilog. They can be pre
or post, for a total of four different options. Increment and
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module divzero

const int PERIOD = 1:;

reg CLK;

initial begin
CLK = 1'b0;
//Integer division: 1 / 2 = 0
# (PERIOD / 2) CLK = 1'bl;
#(PERIOD / 2) CLK = 1'b0;
# (PERIOD / 2) CLK = 1'bl;
$# (PERIOD / 2) CLK = 1'b0;

end

endmodule

M FIGURE 3.37 Integer division truncates

decrement operators are typically used in loop controls, as shown
in Figure 3.38.

for (I = 0; I < LIMIT; I++) //post increment
for (I = LIMIT; I > 0; I--) //post decrement
for (I = 0: I < LIMIT; ++1) //pre increment

for (I = LIMIT; I >= 0; --I) //pre decrement

M FIGURE 3.38 Auto increment and decrement operators used in loop controls

These operators are all blocking assignment operators, which
can lead to illegal mixing of assignment types. In Figure 3.39,
an attempt is made to create a counter. This piece of code would
simulate correctly, but it is not a viable hardware description. This
design would fail in synthesis because CNT is properly assigned
using the nonblocking assignment operator in the RST clause,
but the increment would be blocking, resulting in a scheduling
conflict, and a synthesis error. To make the counter synthesizable,
CNT++ should be replaced with CNT <= CNT+1.

always @ (posedge CLK, negedge RST)
if (!'RST) CNT <= 'b0; //non-blocking assignment
else CNI++; //blocking assignment

M FIGURE 3.39 lllegal mixing of blocking and nonblocking assignments
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Relational operators

Relational operators, shown in Table 3.16, are used to compare
two variables and return a single-bit value reflecting the relation-
ship between them. They are similar to the logical equality op-
erators with one difference: they will not resolve the relationship
between operands whenever there is an X or a Z in an operand.
A single X or Z bit in either operand at any bit position is enough
to make the result of the operation ambiguous in simulation. As
with the equality operators, ambiguous results are only a simu-
lation effect. Physical circuits can never take on an X value, so
the discrepancy in handling indeterminate bits has no effect on
hardware design.

Table 3.16 Relational operators

Symbol Operation

> Greater than

< Less than

>= Greater than or equal to
<= Less than or equal to

Figure 3.40 has some examples of applying relational op-
erators. There is no relational operator analogous to the case
equality/inequality operators. Relational operators all fail to
resolve X and Z values. This difference in behavior is illus-
trated in Figure 3.41.

The less than or equal operator symbol is identical to the non-
blocking assignment operator. Compilers determine the mean-
ing from the context. There is no place where both would be
meaningful. This is illustrated in Figure 3.42, where the first
use of <=1is as a relational operator and the remaining ones are
nonblocking assignment operators.

Shift operators

Arithmetic logic units frequently need to shift or rotate data,
and these types of operations are facilitated with shift operators.
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module relational;

M FIGURE 3.40 Relational operator examples

module resolve;

reg [3:0) A, B;
reg X, Y, Z;

initial begin
A = 4'bl000;
B = 4'b000x;

//Relational will return unknown

X= (A >B); //X = 1"bx

//Logical equality will resolve A is not egqual to B

Y= (A==218); //Y = 1'b0

f /Iaw e EE T +5 71 =) 1 A - - = - =

//Case equality will also resolve A is not equal to B
= (A === B); //Z = 1'b0

M FIGURE 3.41 Difference in resolution between relational and equality operators
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always ff @ (posedge CLK)
for (int I = 0; I <= MAX; I++)
if (ENABLE) OUT <= OPl1l + OP2;
else OUT <= OUT;

M FIGURE 3.42 <= can mean arelational or an assignment operator

Verilog has four of these operators covering right and left shifts,
arithmetic and simple. Shifting left and right is the same as mul-
tiplying and dividing by powers of two, although any remainders
are discarded. The shift operators are shown in Table 3.17.

Table 3.17 Shift operators

Symbol Operation

< Shift left

> Shift right

<« Arithmetic shift left
>> Arithmetic shift right

The difference between arithmetic shift left and simple shift left
is that arithmetic extends the sign bit when used with signed op-
erands. Arithmetic shift right works exactly the same as a simple
shift right under all conditions.

The shift operators use two operands or constants, one to provide
the data and the other the shift distance. Examples are shown in
Figure 3.43. If the sign bit is not extended, all the shift operators
fill the shifted-out bits with zeros. The bits shifted out are lost.
There is no provision for directly saving them in another variable,
although doing so is not hard to arrange.

The code of Figure 3.43 will yield the following results:

A=11111111,W=00111111, X=11111100, Y=11111111, Z=11111100

Y does not change at all and would not change with any shift
distance. It will always sign extend to remain all ones. The others



Operators 97

module shifct;
reg signed [7:0) A, W, X, Y, 2Z2;
initial begin

= 8'hFF: //Initialize to 11111111

A
W=R2a > 2; //Shift right by 2 bits (divide by 4)
X=A << 2; //S5hift lefrt by 2 bits (multiply by 4)
Y=A >> 2; //Arithmetic shift right, sign extend
2 =}l <<< 2; //Aricthmetic shift left
end
endmodule

M FIGURE 3.43 Shift operations

all fill with zeros. If, however, Y was declared to be an unsigned
variable, it would not have a sign bit to extend, so it would work
like a simple shift.

A variable-length shifter can be created by simply replacing the con-
stant in the above example with another variable, as shown below:

NEW = OLD >> DISTANCE;

Shift operations are sometimes useful, but wrapping the shift bits
around, as is done in a barrel shifter, is more common. There is no
single operator that can do this, but a barrel shifter can be designed
by adding a small amount of code to a variable shifter. One imple-
mentation of a synthesizable, scalable barrel shifter is shown in Fig-
ure 3.44. It uses parameters, which are covered in Chapter 4.

module barrel (A, SHIFTI, OUT):
parameter DIST = 2;
parameter WIDIH = 2**DIST;

input [WIDIH - 1 : 0] A;
input [DIST - 1 : 0] SHIFT:;
output reg [WIDITH - 1 : 0] OUT;

always @(A, SHIFT) OUT = {A, A} >> SHIFT;
endmodule

M FIGURE 3.44 Barrel shifter using a shift operator
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It also uses an exponential operator, which might seem to make
the design nonsynthesizable, but that is not the case. It remains
synthesizable because the exponential operator is only used
for variable sizing, which is fixed at compile time. This is true for
both simulation and synthesis.

The barrel shifter of Figure 3.44 uses the concatenation operator,
covered next, to duplicate variable A.

Streaming, also called packing and unpacking, is a new System-
Verilog enhancement of shifting. Packing is when a streaming op-
erator is used on the right-hand side of an assignment operator. It
streams bits starting from the most significant bit position of the
source to the least bit of the destination, effectively reversing
the bit order. Unpacking is when the streaming operator is used
on the left-hand side of an assignment operator. Then a bit stream
starting with the least significant bit of the source is assigned to
bits starting with the least significant of the destination.

Examples of streaming are shown in Figure 3.45. Use of curly
braces as shown is required.

A = 16'hl234;
always comb begin
B = {<<{A}}:
{>>{C}} = A;
D = {<<{ A[7:0]}};
{>>{E}} = A;
$strobe ("A =
end
endmodule

m

D=2%h, E=%h", A, B, C, D, E);

//% A = 1234
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M FIGURE 3.45 Streaming operation
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Concatenation operator

Two or more variables can be strung together to operate as one
with the concatenation operator. It uses curly braces, which may
explain why Verilog uses “begin...end” where the C program-
ming language on which the syntax of Verilog is based uses curly
braces: all the keys on a standard keyboard are used in Verilog.
There was nothing else left.

A simple application of concatenation is shown in Figure 3.46,
where the sum and carry out bits are concatenated to allow a sin-
gle line of code to feed both variables.

module adder(A, B, CIN, SUM, COUT):
TN =

input A, B, CIN;
output reg SUM, COUT:;

always @(A or B or CIN) {COUT, SUM} = A + B + CIN;
endmodule

M FIGURE 3.46 Adder using concatenation

One caveat on the concatenation operator is that it always yields
an unsigned quantity, even if all concatenated variables are
signed.

A common application of the concatenation operator is to group
together multiple variables to form a single return value from a
Verilog function. Subroutines, including functions, will be cov-
ered in Chapter 6.

Replication operator

The replication operator is similar to the concatenation operator
but it adds the ability to make multiple copies of all or part of a
variable.

How the replication operator works when the replication constant
is zero has changed over the years. In early versions of Verilog,
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this was an undefined condition. Most design automation tools
inserted one bit of logic zero when that was encountered. Since
this is obviously incorrect, the 2001 language revision finessed
the problem by declaring a zero replication constant to be illegal.
Finally in 2005, the language was revised to eliminate any term
with a zero replication constant. This last behavior was carried
over to System Verilog.

The main use of the replication operator used to be for extending
sign bits. This was made unnecessary when Verilog was expanded
to include signed variables, although it still can be used that way
when working with unsigned types.

The replication constant must indeed be a constant. Use of a
variable in that spot would cause a compilation error. Use of pa-
rameters, however, blurs the distinction between a variable and a
constant enough to allow a replication constant of zero in some
instances of a design. More information on parameters will be
forthcoming in Chapter 4.

In the example of Figure 3.47, X will be set to 10101010, Y will
be set to 00001010, and Z will be set to 11111010. The results
for Y may be different if compiled with pre-Verilog 2005 ver-
sions of tools.

module
reg [3:0] A;

reg [7:0] X, Y, 2Z:

initial begin

A = 4'b1010;

e R T T I
eplication;

] W H

X = {2{A})}; //make two copies of A concatenated together
Y = {{0O{A[3]}}, A}: zero replication constant
2 = {{4{A[3]}}, A}; //Extend A's MSB four more bits

end

endmodule

M FIGURE 3.47 Replication examples
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Conditional operator

The conditional operator is unusual in that it can be used to infer
multiplexors or Tri-state drivers. Examples of each are shown in
Figure 3.48. Both are synthesizable. In the first case, a two to one
multiplexor would be created. The second would cause a synthe-
sizer to select a Tri-state driver, assuming Tri-state buses are sup-
ported by the target library.

module conditional (input A, B, SEL, EN,
output reg OUT):
reg C;

always_comb begin
C=SEL ? A : B;
OUT = EN 2 C : 1'bz;
end

endmodule

M FIGURE 3.48 (onditional operators creating a multiplexor and a Tri-state driver

Use of the conditional operator for creating multiplexors is gener-
ally desirable because such constructs inherently resolve ambigu-
ous data. What this means in practice is that if the select line is
unknown, the output bits will only be unknown, or ambiguous,
for bits that are in conflict on the data inputs. This is illustrated in
Figure 3.49. As is always the case with unknown outputs, ambig-
uous bits are a simulation phenomenon. In synthesized hardware,
they will be either logic one or logic zero, although it is impos-
sible to know which.

SystemVerilog combined assignment operators

SystemVerilog adds the ability to combine arithmetic, logical,
and shift operators with blocking assignment operators. These
operators are shown in Table 3.18. There are not any combined
nonblocking operators.



102 CHAPTER 3 Behavioral coding part I: blocks, variables, and operators

module conditional2:;
reg [2:0) A, B, C;
reg SEL:;

always comb C = SEL ? A : B;

inictial begin
#0 A = 3'b010; B = 3'b101; SEL = 1'b0O;
#1 SEL = 1'b1;
$#1 SEL = 1'bx;
#1 B = 3'b011;
end

initial $monitor ($time, "A = b, B = ¥b, C = %b, SEL ab®. A, B, C, SEL):
endmodule

.‘/-

# Time 0: A = 010, B = 101, C = 101, SEL = 0

# Time 1: A = 010, B = 101, C = 010, SEL = 1

# Time 2: A = 010, B = 101, C = xxx, SEL = x

# Time 3: A = 010, B = 011, C = 01x, SEL = x

wf

M FIGURE 3.49 Multibit multiplexor resolving common bits

Table 3.18 SystemVerilog combined assignment operators
Symbol Operation

+= Add right side to left side, assign to left side
-= Subtract right side from left side, assign to left
= Multiply left side by right side, assign to left side

/= Divide left side by right side, assign to left side

%= Divide left side by right side, assign remainder left

&= Bitwise AND left and right sides, assign to left side

|= Bitwise OR left and right sides, assign to left side

A= Bitwise XOR left and right sides, assign to left side

<= Shift left side left by number of bits on right, assign to left side
>= Shift left side right by number of bits on right, assign to left side
XK= Arithmetic shift left by number of bits on right, assign to left side

>>= Arithmetic shift right by number of bits on right, assign to left side
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While these operators save a small amount of typing, they do not
add any new functionality. Some examples of their use are shown
in Figure 3.50. In the examples of Figure 3.49, X would end with
a value of 4'b1111,Y with 460010, and Z with 4'b1111.

reg signed [3:0] A, B, C, X, Y, 2;

o

ct
b
w

1l begin
4'b1010;
2 'b0001;
$'d2;

=

B b b b
o
wn
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o
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ct
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o :
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o
=)
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endm

M FIGURE 3.50 Combined assignment operators

Operator precedence

Instead of simply evaluating expressions from left to right, Veril-
og uses precedence as shown in Table 3.19. Depending on opera-
tor precedence can produce obscure code. In the example shown
below, precedence will cause the expression to be evaluated from
right to left. It is unlikely that the casual reader would correctly
interpret it.

X=MA&B>>3;

By judicious use of parentheses, the meaning can be clarified:

X=" (A& (B>>3));

The two expressions are identical, but the meaning of the first
is obscure. Maintenance of a design containing such structures
would be a fraught exercise. The second one is clear and easy to
maintain.
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Table 3.19 Operator precedence, from highest to lowest

Operator Meaning

0on Parenthesis, Bit Select

-1~ & ~&| ~| A ~A A~ - Unary, Autoincrement, Autodecrement
** Exponential

*/ % Multiplication, Division, Modulus
+- Addition, Subtraction

L> K> Shift

L=>= Relational

==l====l== Equality, Inequality

& Bitwise AND

AN ~A A~ Bitwise XOR, XNOR

| Bitwise OR

&& Logical AND

I Logical OR

7 Conditional

=== =/=%P=8= A== <K =>=K=3>=<= Assignment

{3 Concatenation, Replication

This is not to say that parentheses should be used with wanton
abandon. In the following expression, over use of parenthesis
may cause a synthesizer to produce suboptimal circuitry. By forc-
ing a specific order of evaluation, the synthesizer’s flexibility in
adjusting the circuit to signal arrival times will be limited.

SUM <= (A*B) + ((C*D) + (E+F) + G));

The same expression can be written without parenthesis, maintaining
identical logic and allowing optimization for timing as appropriate:

SUM<=A*B+C*D+E+F+G;

Operators at the same level of precedence are evaluated left to
right.

B SUMMARY

Modern design methodology encourages a top-down flow, where
the overall goals of the design are first clarified and the implemen-
tation details filled in later.
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Initial blocks have no meaning in circuit design but are essential
for verification. Several varieties of always blocks are used for
circuit descriptions. Use of continuous assignments is legal but
discouraged.

Several different variable types are useful for circuit design. Tra-
ditional Verilog users have gone entire careers using nothing but
reg and wire operands, but SystemVerilog has added some new
and useful types. There are also some nonsynthesizable floating
point types.

All variable types can be made into arrays. SystemVerilog has
also added structures and unions for gathering together related
operands.

This chapter has presented the operators available in Verilog and
SystemVerilog. Almost all are synthesizable and may be used in
circuit descriptions, but a few are not and their use must be con-
fined to nonsynthesizable verification modules.
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Code readability and maintainability can frequently be enhanced
through the use of mnemonic names and global text substitutions.
Verilog supports several different methods for these techniques,
as well as providing for design reuse and scalability.

GLOBAL DEFINITIONS

The compiler directive “define is used for string substitution.
Once a macro has been defined, it becomes available throughout
the design hierarchy.

As a compiler directive, “define does not follow Verilog language
conventions. It does not need to be inside of any module. Unlike
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a standard line of Verilog code, it is terminated by a new line, not
by a semicolon. If a defined macro does conclude in a semicolon,
the semicolon becomes part of the text substitution string.

The global nature of defined macros is both a strength and a weak-
ness. Because it has the power to change values in any module at
any level of hierarchy, “define must be used with care. A common
discipline is to have a single definitions file that all designers on
a project reference but that only one person maintains. In this
way, values that should be common across the entire scope of the
design will remain so and unexpected changes to values in design
files avoided. In Figure 4.1, a define macro is created and used
inside of a verification module. While syntactically correct, defin-
ing this global parameter more centrally may be a better strategy,
as PERIOD as defined in this module will be global, possibly
overwriting other uses of PERIOD.

module definel (output reg CLK):;
‘define PERIOD 10
inictial begin

CLK = 1'b0;
forever #°PERIOD CLK = ~CLK;
end
endmodule

M FIGURE 4.1 Defining a value

Defined macros do not necessarily have a value at all. The act of de-
fining one can provide all the utility needed. This is a technique used
in conditional compilation. If a macro is defined, regardless of any
value associated with the macro, a section of code will be compiled.
Conditional compilation also uses “ifdef, “ifndef, “elsif, and “endif
directives. The available define directives are shown in Figure 4.2.
In that example, the “elsif clause and the “ifndef clause will work
identically. There are two ways of accomplishing the same selection.

Only one macro can be defined as per use of “define. Attempting
to define multiple macros with one use of “define as shown below
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module ifdirectives;
*define ABC //Define but do not give a value to string ABC
*ifdef ABC //execute the following code if ABC has been defined
if defined code goes here
elsif execute the following code if the previcus “ifdef was false
alternate code goes here
‘endif //end of conditional execution block
*ifndef ABC //execute the following code if ABC has not been defined
//if not defined code goes here
‘endif //needed to terminate “ifndef block
‘undef ABC //ABC is no longer defined
endmodule

M FIGURE 4.2 Define directives

would result in syntax errors whenever STRING1 was referenced.
STRING?2 would remain undefined.

//STRING1 would be defined. STRING2 would not be
‘define STRING1 ABC STRING2 DEF

//This will result in a syntax error, as STRING1 will include 3 strings and 2 spaces
reg ‘STRING1I;

To define both STRING1 and STRING?2, the following syntax
would work.

“define STRING1 ABC
“define STRING2 DEF

In Figure 4.3, if the line “define FAULT is included in the code,
the design unit MYDES_FAULTED will be compiled. If it is

module define2;
*define FAULT
*ifdef FAULT

MYDES FAULTED UUT (A, B, CLK, Q):
‘else
MYDES UUT (A, B, CLK, Q):;
‘endif
endmodule

M FIGURE 4.3 Conditional compilation
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deleted or commented out, a version without faults will be se-
lected. This technique can be used in verification to determine if
a self-checking test fixture is capable of finding inserted flaws. It
can also be used to select between different implementations of
a design, such as the original source code or a synthesized gate-
level representation. Note that FAULT has no value. The only
consideration is whether or not it has been defined.

Negative logic also is supported with defined macros: if a macro
is not defined, an action that would not otherwise be necessary
can be taken. This can be useful in a design environment that is
supposed to have a global definitions file but that file may not
be implemented at the time when some simulations are run. In
Figure 4.4, the period will be defined locally if it has not already
been defined, but the local definition will not be made if the peri-
od has already been defined elsewhere. That example also uses an
initial condition when declaring CLK to be a port and a variable
of type reg. While the initial condition assignment would work in
simulation, it would be ignored by synthesizers if this technique
were used in a hardware design module. Although syntactically
similar to implicit continuous assignments, initial assignments to
register variables are entirely different in that they are transitory
and for simulation purposes only. In contrast, not only is an im-
plicit continuous assignment synthesizable, but the value so as-
signed will be permanent.

module define3 (output reg CLK = 1'bl):;
*ifndef PERIOD
*define PERIOD 10
‘endif

initial forever #'PERIOD CLK = ~CLK:
endmodule

M FIGURE 4.4 Checking if a macro has not already been defined

The contents of a sample definitions file are shown in Figure 4.5.
Note that it does not need to be in any sort of a module structure.
A series of macros is all the file contains.



‘define TRUE 1'bl
‘define FALSE 1'b0
‘define PERIOD 10

M FIGURE 4.5 A definitions file

This file may be referenced by compiling it along with the source
code files that will use the definitions. Alternatively, it may be
explicitly included in source code files by using an “include di-
rective, as shown in Figure 4.6. Note that the quotation marks
are required. The “include directive is not limited to definition
files. Any piece of Verilog code may be so referenced, which will
cause the code to act as if it were typed into the source code. This
technique is most often useful with subroutines where the sub-
routine code is maintained in its own file but is repeatedly used in
other design and verification modules. Subroutines are covered
in Chapter 6.

If the code of Figure 4.6 were to be synthesized, only the hard-
ware inferred in the final “always” block would result. The clock
generator, including the initial assignment of CLK to logic one, is
nonsynthesizable and would be ignored.

Global definitions

module use i
*include "definitions.v"

FIRUE, FPALS

initial forever CLK = # PERIOD ~CLK:;
always @ (posedge CLK)
if (A == "FALSE) C <= A & B;

else C <= A | B:
endmodule

reg CLK *TRUE; //initial assignments are non-synthesizable

M FIGURE 4.6 Including a definitions file

A defined macro can be removed from operation by undefining it
via the “undef directive. This is shown below.

‘undef PERIOD

111
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While some recommend undefining a macro before redefining it
to a new value, this author finds that an eccentric exercise. The
recommendation here is to never undefine or redefine macros.
Their strength is their universality, in that they maintain constant
values across the design hierarchy. Undefining and redefining a
macro makes the values used dependent on the order of compi-
lation, which is likely to lead to unintended consequences and
erTors.

Defined macros can take arguments, although this feature is not
universally supported. The following example only multiplies to-
gether two variables, but the expressions that use the arguments
can be arbitrarily complex.

‘define MUL(M, N) M*N //MUL macro forms the product of two arguments

The macro could then be used in a module to form the product of
two variables, as shown below.

input [7:0] A, B;
wire [15:0] W;
assign W = "MUL(A, B); //Use the MUL macro to multiply A and B

Because defined macros always end with white space, in tradi-
tional Verilog there is no way to use arguments to a macro to
concatenate together strings such that the resultant string does not
have any white space. SystemVerilog extends the define macro
capability by adding a new delimiter that can be used for this
purpose. This new delimiter is two-backtick characters. In the ex-
ample below, use of the macro catname would create variables
with the arguments to the macro concatenated together. The result
would be the declarations of five-bit register variables alphabravo
and charliedelta.

‘define catname(A,B) reg [4:0] A"'B; //two backticks, not a quotation mark
‘catname(alpha, bravo) //note absence of terminating semicolons
‘catname(charlie, delta)
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This technique could be used to create a series of variables with
different index suffixes. However, use of an array for this purpose
would be more common. Arrays are covered in Chapter 3.

PARAMETERS

Parameters are used to create scalable, reusable modules. The
default values for parameters may be overridden to create new
implementations of old designs as well as to create multiple in-
stances of a design with different sizes or other characteristics.

Parameters differ from defined macros in several ways. A param-
eter is only available in the module in which it is declared, unlike
a defined macro, which is global in scope. Parameters may be
changed on an instance-by-instance basis, giving unique values to
each instance but leaving all other instances unchanged. Each pa-
rameter must have a default value, unlike a defined macro, which
can exist without a value at all.

A scalable counter using a parameter is shown in Figure 4.7. If the
parameter is not overridden, the counter will be four bits.

module 3calable_c:::ter(CLK, RST, CNT):
parameter SIZE = 4;
input CLK, RST;
output [SIZE - 1:0] CNT:
reg [SIZE - 1:0] CNT:;

always @ (posedge CLK or negedge RST)
if ('RST) CNT <= 0;
else CNT <= CNT + 1:
endmodule

M FIGURE 4.7 Parameterized (scalable) counter

Taking advantage of Verilog 2001 and System Verilog extensions,
the same counter can be rewritten as shown in Figure 4.8. The two
implementations are functionally identical.
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nodule scalable cou r #(parameter SIZE = 4)
(input CLK, RST, output reg [SIZE - 1 : 0] CNT):

always_ff @ (posedge CLK, negedge RST)
if (!RST) CNT <= 'bO:
else CNT <= CNT + 1;
endmodule

B FIGURE 4.8 Scalable counter using Verilog 2001 and SystemVerilog enhancements

module scalable counter ¥ (parameter SIZE =
input CLK, RST, output reg [SIZE - 1 : 0] CNT):

always ff @ (posedge CLK, negedge RST)
if ('RST) CNT <= 'bO;
else
if (CNT == MAX CNT) CNT <= 0;
else CNT <= CNT + 1;
endmodule

M FIGURE 4.9 Scalable, programmable counter

Parameters can be referenced throughout the module, not just
when establishing size. In Figure 4.9, the point at which the coun-
ter rolls over is set with a second parameter.

Unlike variables, parameters are fixed at compile time. This is
true for both simulation and synthesis. This is the reason the ex-
ample of Figure 3.44 remains synthesizable despite the use of a
nonsynthesizable operator. The exponential operator there only
operates on a parameter, not a variable, so the final value is deter-
mined when the module is compiled. This value does not change
during operation.

In these examples, the value of each parameter is an integer. The
language allows greater flexibility than that. Any type, including
strings, may be assigned to parameters, although the utility in cir-
cuit design of anything other than an integer is limited at best.

The following parameter declarations are all legal, albeit not
useful for hardware description.
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parameter mystring = "hidiho";

parameter PATH = “/usr/synopsys/syn/libraries”;
parameter FLOAT1 = 5.12, FLOAT2 = 45.456;
parameter Pi = 3.14159, e =2.71828;

Multiple parameters may be declared with a single use of “param-
eter.” Multiple parameter declarations are shown in the last two
examples above. Attempts to do something similar with “define
macros would result in compiler errors rather than two macros
per line.

OVERRIDING DEFAULT VALUES

The power of parameters is in their ability to be changed on
an instance-by-instance basis. In Figure 4.10, two instances of
the scalable counter are made. One will be six bits wide, the
other eight. No instance of the default four-bit design will be
generated.

nodule counters (input CLK, RST,

output wire [5:0] CNT1l, output wire [7:0] CNT2):

scalable_counter #(.SIZE(6), .MAXCNT(31)) C1(CLX, RST, CNI1):
scalable_counter #(.SIZE(8), .MAXCNT(255)) C2(CLK, RST, CNI2):;
endmodule

B FIGURE 4.10 Overriding the default value of parameters

In this example, both parameters in each instance are overridden.
There is no requirement to do so. Thus, the following line would
override parameter MAXCNT only, leaving the size at the default
value of four bits.

scalable_counter #(.MAXCNT(13)) C3(CLK, RST, CNT3);

Figure 4.10 uses “named parameter redefinition,” a feature added
to Verilog in the 2001 revision to the language standard. Earlier
ways of overriding parameter values remain available.
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One of such method is “parameter value assignment.” It does not
explicitly say which parameter is being overridden but otherwise
looks similar to named parameter redefinition. The design of
Figure 4.10 is rewritten in Figure 4.11 to use this older method.

module counters (input CLK, RST,
output wire [5:0] CNT1l, output wire [7:0] CNIZ2):
scalable_counter #(&, 31) C1(CLK, RST, CNT1):;
scalable_counter #(8, 255) C2(CLK, RST, CNT2):
endmodule

B FIGURE 4.11 Overriding default values via value rather than named assignment

Besides the obvious lack of name association with each param-
eter, this second method has the disadvantage of not being able to
skip a leading parameter. If only MAXCNT needs to be changed
in an instance of scalable_counter, using value assignments, a
value for SIZE would still need to be specified. However, lagging
parameters that use the default do not need to be repeated. Thus,
the following line would change the size of a counter but leave the
terminal value unchanged.

scalable_counter #(5) C3(CLK, RST, CNT3);

The last method of parameter redefinition is with “defparam.” Un-
like the other methods of changing a parameter value, defparam
has unlimited scoping. Rather than being limited to operating on
instantiations in the current design, defparam can change any pa-
rameter in any module anyplace in the design hierarchy.

Use of defparam to change one parameter in one instance is
shown in Figure 4.12. When used as shown, defparam works just
like the other methods: it changes a parameter in an instance in
the current design.

In Figure 4.13, a more dangerous use of defparam is illustrated.
Rather than operating on a parameter in a module instantiated in
the current design, a parameter in a different module is changed.
This parameter, which is in a nonsynthesizable test fixture, is then
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module counters(input CLK, RST,
output wire [5:0] CNT1l, output wire [7:0] CNT2):

scalable_counter #(.5SIZE(6), .MAXCNT(31)) C1(CLK, RST, CNT1):;
defparam C2.SIZE = 8;

scalable_counter C2(CLK, RST, CNI2):
endmodule

M FIGURE 4.12 (Changing a parameter with defparam

module scale_reg #(WIDIH = 1) (input CLK,
input [WIDTH - 1 : 0] D,
output reg [WIDTH - 1 : 0] Q):

always @ (posedge CLK) Q <= D:

defparam tb_scale reg.SIZE = 16;
endmodule

module tbh scale reg;
parameter SIZE =

4.
=

wire [SIZE - 1 : 0] Q:
reg [SIZE - 1 : 0) D;
reg CLK = 1'bl;

initial forever #1 CLK = ~CLK;

scale_reg #(.WIDTH(SIZE)) SR(CLK, D, Q):
endmodule

W FIGURE 4.13 Risky use of defparam to change a value in a higher-level module

pushed down to the current design. Because the change is made
in a module that is part of the simulation hierarchy but not part
of the design hierarchy, simulation/synthesis mismatch is likely.

When designs and design teams were small, allowing such an-
archistic changes were a feature of the language, much loved by
engineers who chafed under the restrictions of strongly typed
languages. With multibillion transistor designs now being imple-
mented in Verilog, the freewheeling nature of defparam is often
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module counters(input CLK, RST,
output wire [5:0] CNT1, output wire [7:0] CNI2):

defparam Cl1.SIZE = S;

scalable counter C1(CLK, RST, CNT1):
defparam C2.5IZE = §;

scalable counter C2(CLK, RST, CNT2):
//oops: another override of C2 parameter
defparam C2.S5SI2E = 16;

scalable counter C3(CLK, RST, CNT3):
endmodule

M FIGURE 4.14 Last one wins: (2 will be set to 16 wide; (3 will be left at its default value

considered more of a liability, a source of risk, and has gone out
of favor.

Another risk associated with defparam is its property of having
the last call win. In Figure 4.14, two changes are made to one
parameter and none to another, rather than one to each. This is
presumably a typographical error, but it is perfectly legal syntax
and could result in a defective circuit.

Because hierarchical paths to any parameter from any module are
legal, an infinite variety of errors may be introduced maliciously
or carelessly through uncontrolled use of defparam. For this rea-
son, its use is banned in many design environments, although it
remains supported by current simulation and synthesis tools.

LOCAL PARAMETERS

Local parameters, keyword localparam, have the apparently odd
property of not being able to have their values changed. While
this might seem to defeat the purpose of having them, they do
have a use in circuit design. It is to provide mnemonic names
for values. Local parameters were added to Verilog in the 2001
language revision and may be unavailable in some older tools.

A typical use for local parameters is in state variables. While it
would be highly unusual to want to override the value of a state
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module localp(input CLK, RST, output reg [3:0]) STAIE):;
localparam IDLE = 4'b0001;
localparam FETCH = 4'b0010;
localparam DECODE = 4'b0100;
localparam EXECUTE = 4'bl1000;

always ff @(posedge CLK, negedge RST)
if (!RST) STATE <= IDLE;
else begin
case (STATE)
IDLE: STATE <= FEICH;
FETICH: STATE <= DECODE;
DECODE: STATE <= EXECUTE:
EXECUTE: STATE <= FETICH:
endcase
end
endmodule

M FIGURE 4.15 Localparam example

in a state machine, giving meaningful names to states can make a
design easier to understand. An example of using local parameters
is shown in Figure 4.15. That example makes use of a “case” con-
struct, which is a type of multiway branching. Multiway branch-
ing is covered in Chapter 5. The example also uses one-hot encod-
ing. That is not required. As with regular parameters, any value
type may be used with localparams.

Enumerated types, covered below, also provide a method of
creating meaningful mnemonic names while adding error
checking into the variable type, although at the cost of in-
creased complexity and more usage restrictions. Either may
be used to give intuitive names to constants. Enumerated types
tend to be preferred for complex designs done by large design
and verification teams, whereas the simpler local parameters
are often preferred for small designs done by an individual or
small group.

Enumerated types are a SystemVerilog construct unavailable in
standard Verilog.
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SPECIFY PARAMETERS

Specify parameters, or specparams, are the last of the parameter
types. Their use is restricted to specify blocks, which is where
performance characteristics for cell models are set. They will be
covered in Chapter 11.

ENUMERATED TYPES

Enumerated types specify a set of values that can be assigned to a
variable. Only values specified in the set are legal. Any attempt to
assign a value outside of the value set to an enumerated type vari-
able would result in an error. This strong typing represents a com-
plete reversal of the traditional freewheeling assignment rules of
standard Verilog, where anything can be assigned to any variable
type and mismatched or overflow bits will simply be dropped.

In the following line, enumerated type variable STATE can only
be assigned one of three specified values.

enum {FETCH, DECODE, EXEC} STATE;

Enumerated type variables default to integer size, but no matter
how many bits an enumerated type variable is, any assignment of
a value other than the ones specified in the declaration would be
illegal.

The values in the list do have default values. In the above exam-
ple, FETCH would be equal to zero, DECODE one, and EXEC
two. The default values can be changed with explicit value assign-
ments. In the following line, FETCH is explicitly set to one. With
that as a starting point, DECODE will be set to two and EXEC
to three.

enum {FETCH = 1, DECODE, EXEC} STATE;

However, it would still be illegal to directly assign STATE a
value of three. Only FETCH, DECODE, and EXEC would
work, even though EXEC is equal to three. This is illustrated in
Figure 4.16.
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nodule etypes;
enum {FETCH = 1, DECODE, EXEC} STATE:;
initial begin
STATE = FETCH;
#1 STATE = DECODE:;

#1 STATE = 3; //This will produce an error
end
endmodule

M FIGURE 4.16 lllegal assignment to enumerated type variable STATE

Mixing explicit assignments with automatic incrementing of enu-
merated types can lead to more than one type having the same
value. This is illegal and prevents the code containing the dupli-
cate assignment from compiling. An example of this illegal con-
dition is shown below.

enum {ALPHA =1, BETA, GAMMA = 2} LETTERS; //Error: Both BETA and GAMMA are 2

In enumerated type LETTERS, both BETA and GAMMA would
be two. The code would not compile, as values must be unique.

Unlike the standard Verilog “int” type, SystemVerilog integers are
explicitly defined to be 32 bits. While they are legal for synthesis,
this sizing frequently makes them undesirable for circuit design.
Instead, vectors properly sized for each variable are typically used.

Rather than using the default 32-bit integers, enumerated types
can be sized to avoid creating any superfluous hardware. The lo-
cal parameter example of Figure 4.15 could be rewritten to use
an enumerated type as shown in Figure 4.17. Use of a typedef
is necessary when changing the enumerated type from the de-
fault integer. It has the added benefit of allowing any number
of variables of the newly created type to be added. Thus, once
the STATES type has been created, the following lines would
become legal:

STATES STATE, NEXT_STATE; //declare two variables of type STATES
//block structure, etc...
STATE = NEXT_STATE; //assign combinational logic to registers
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module enumsm(CLK, RST, STATE):
input CLK, RST;
typedef enum reg [3:0)] {IDLE = 4'b0001, FEICH = 4'b0010,
DECODE = 4'b0100, EXECUTE = 4'bl1000} STATES:
output STATES STATE:
always ff @ (posedge CLK, negedge RST)
if (!RST) STATE <= IDLE:
else begin
case (STAIE)
IDLE: STATE <= FETICH:
FETCH: STATE <= DECODE:;
DECODE: STATE <= EXECUTE:;
EXECUTE: STATE <= FEICH:
endcase
end

endmodule

M FIGURE 4.17 Sized enumerated type state machine

This construct is frequently found in state machines where the
combinational next state logic is separated from the state registers.
An example of such a state machine is included in Chapter 12.

In Figure 4.17, the STATE variable is four bits wide but only 4
of the possible 16 encodings are enumerated, meaning that only
those 4 values may be assigned to it. This restriction is the primary
difference between using localparams and enumerated types.
With localparams, the anticipated values can be given mnemonic
names, but there is no restriction on values that can be assigned
to variables. With enumerated types, any attempt to assign a value
outside of the specified set will produce an error, which can then
be fixed during the verification phase of a design.

This feature may be bypassed via casting. In the event that a de-
signer is absolutely determined to assign a value outside of the
enumerated set, that value can be cast as shown in Figure 4.18.

Direct assignment of an enumerated value to a variable as is done
in Figure 4.18 will always work, but sometimes optimal circuit
design calls for navigating around the values by incrementing and
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module ety s;
typedef enum {FETCH = 1, DECODE, EXEC} STATE:
STATE STATES:
initial begin
STATES = FETCH;
#1 STATES = DECODE:
#1 STATES = STATE' (3); //Casting to enumerated Ty
end
endmodule

type

0
"

B FIGURE 4.18 (asting an integer to an enumerated type

decrementing the current value. Using normal arithmetic opera-
tors can cause errors if not all possible values have been enumer-
ated. SystemVerilog includes the methods shown in Table 4.1 to
avoid such errors. The last method in the table, “name,” is not
useful for circuit design but may be useful in verification.

Table 4.1 SystemVerilog enumerated type methods

Method Name Function

first returns first value of enumeration

last returns last value of enumeration

next returns next from current value

prev returns previous from current value

num returns number of elements in type

name returns string representation of current value

In Figure 4.19, the enumerated type STATE has only three defined
values. If, instead of using the “next” method, variable STATES
was incremented by adding one to its current value, the first two
increments would work, but the third would result in an illegal
assignment. This is because when STATES is equal to EXEC,
adding one to it would result in a value of three, which is not
one of the enumerated types. Methods, by contrast, wrap back to
the beginning so FETCH follows EXEC. This incorrect method
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module methods (input CLK, RST):
typedef enum {FETICH, DECODE, EXEC} STAIE;
STATE STATES:
always_ff @ (posedge CLK, negedge RST)
if (!RST) STATES <= FETCH:
else STATES <= STATES.next;
endmodule

M FIGURE 4.19 Using a method to step through enumerated types

module methods (input CLK, RST):
typedef enum {FETCH, DECODE, EXEC} SIATE:
STATE STATES:
always_ff @ (posedge CLK, negedge RST)
if ('RST) STATES <= FEICH:
f*Bad idea: will result in STAT
0 3 instead of wrapping back ¢
else STATES <= STATE'{STATES + 1}:
endmodule

-~

1

M FIGURE 4.20 Defective attempt to step through an enumerated type

of incrementing an enumerated type is shown in Figure 4.20. It
could work if all possible bit patterns of the enumerated type were
to be defined, but using methods is still the preferred technique.

Simply adding one to STATES as shown below would not even
compile.

STATES <= STATES + 1; //Error: must use casting to add to an enumerated type

If incrementing or decrementing by one is insufficient, the meth-
ods can take an argument to move by any integer value. This is
shown in Figure 4.21, where incrementing by two, decrementing
by three, going to the first enumerated value, and going to the
last enumerated value are all used. Using these methods, only
the enumerated values will be used. Incrementing from the last
value will go to the first and decrementing from the first will go
to the last.
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module methods (input CLK, RST, input ([1:0] VAL):
typedef enum {FETCH, DECODE, EXEC)} STATIE:
STATE STAIES:
always ff @ (posedge CLK, negedge RST)
if ('RST) STATES <= FETCH:
else begin
//increment by two
if (VAL == 0) STATES <= STATES.next (2):
//decrement by three
else if (VAL == 1) STATES <= STATES.prev(3):
//set STATES to the first value, FEICH
else if (VAL == 2) STATES <= STATES.first:;
//set STATES to the last value, EXEC
else STATES <= STATES.last;
end
endmodule

M FIGURE 4.21 Using enumerated type methods

module COUNT (CLK, RST, CNT):
input CLK, RST:;
typedef enum {ZERO, ONE, TWO, THREE}NUMBERS:
output NUMBERS CNT:

always ff @ (posedge CLK, negedge RST)
if (!RST) CNT <= ZERO;
else CNT <= CNT.next;
endmodule

B FIGURE 4.22 (ounter using enumerated type

Enumerated types can be ports as well as internal variables. In
the example of Figure 4.22, an enumerated type is the output of
a counter. When synthesized, the output will be indistinguishable
from a two-bit counter created with standard binary operands, but
in behavioral simulation the output values will be ZERO, ONE,
TWO, and THREE rather than binary values.

The enumerated type is then used as the input to a decoder in
Figure 4.23. The input is declared to be a variable of type NUM-
BERS rather than a two-bit vector.
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module DECODE (CNI, ONEHOT):
typedef enum {ZERO, ONE, TWO, THREE)}NUMBERS:;
input NUMBERS CNT:
output logic [3:0] ONEHOT:
always_comb
case (CNT)
ZERO: ONEHOT = 4'b0001;
ONE: ONEHOT = 4'b0010;
TWO: ONEHOT = 4'b0100;
THREE: ONEHOT = 4'bl000;
default: ONEHOT = 4'bx;
endcase
endmodule

M FIGURE 4.23 Enumerated type is used as an input

At the top, the enumerated type is passed between the modules.
The variable CNT is again of type NUMBERS. It is an input
to module DECODE and an output from module COUNT. At
the top level of the design, it is a signal that needs to be de-
clared. Otherwise, variable CNT would default to a single-bit
wire, which would be incompatible with the signals in the two
modules.

A test fixture for the design hierarchy of Figures 4.22-4.24 is
shown in Figure 4.25. The enumerated type signal only goes
between modules and is not a primary input or output, so it
does not need to be declared in the test fixture. A simulation
of the system including the internal variable CNT is shown in
Figure 4.26.

module TOP (input CLK, RST, output logic |
typedef enum {ZERO, ONE, TWO, THREE}NUM
NUMBERS CNT;
COUNT C(CLEKE, RST, CNT):
DECODE D(CNTI, ONEHOT):

endmodule

M FIGURE 4.24 Enumerated types must be specified between the modules, too
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o
ct

module

CLK, RST:;

ic [3:0] ONEHOT:

UUT (CLK, RST, ONEHOT):
initial forever #1 CLK = ~CLK:
initial begin

RST = 1'bl;

#2 RST = 1'b0:

#3 RST = 1'bl;
end

endmodule
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M FIGURE 4.25 Test fixture for enumerated type circuit design

W FIGURE 4.26 Simulation of enumerated type design

The test bench uses SystemVerilog variable types bit and logic.
Since bit variables default to zeros, the clock signal does not need
to be initialized before setting it to toggle every time unit. This
feature would present some risk if used in a circuit description,
as the actual value at power up may be different. This risk factor
only applies to synthesizable modules, not test fixtures. The reset
signal is initialized to logic one at time zero, overriding the de-
fault assignment of logic zero.

The logic variable ONEHOT could equally well be declared to be
a standard Verilog multibit wire. The result would be the same.

To avoid declaring the enumerated type in each module, it could
be created in a package. The package would then have to be im-
ported into each module. Packages are discussed later in this
chapter. Using a package is preferable to declaring the same
type in multiple modules, as then the type only needs to be main-
tained in one place.
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CONSTANTS

Constants can be declared with the SystemVerilog keyword
“const.” While useful in verification suites, they are so far not
useful for synthesis as they may only be assigned a value at ini-
tialization. Since initial value assignments are ignored for syn-
thesis, the synthesized hardware ends up with constants that do
not have any specific value. In simulation, const declarations are
assigned their values at the start of run time, rather than at elabo-
ration like parameters and localparams, which can account for
the difficulty in implementing this construct in the synthesizable
subset of SystemVerilog. For circuit descriptions, parameters and
localparams are used to establish constant values.

Values are declared to be constants in conjunction with another
declaration that defines their type. A few examples of constant
declarations are shown below.

//Eight bits, constant value

const reg [7:0] FORTYFIVE = 45;

//Integer, constant value

const integer FIFTYSEVEN = 57;

//Array of four constants, values 1, 2, 3 and 4

//Depends on having parameters WIDTH and DEPTH already declared
const logic signed [WIDTH - 1 : 0] COE [0 : DEPTH - 1] = {1, 2, 3, 4};

For verification modules and other nonsynthesizable code, con-
stants are a convenient way to give meaningful names to numbers.
Since their values are lost in synthesis, they should never be used
in circuit description code. Parameters, localparams, and enumer-
ated types may all be used in circuit descriptions.

PACKAGES

SystemVerilog allows declarations to be shared across a design
hierarchy by use of packages. While much of the same effect can
be accomplished through “ifdef and “include directives, packages
provide a more elegant and comprehensive solution.
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Packages can include localparams, enumerated types, constants,
and subroutine definitions. Packages can import statements from
other packages and export them to other packages.

While parameters also can be included in packages, a parameter
in a package cannot be redefined, which defeats the purpose of
having a parameter. In a package, parameters and localparams
work identically. This is so because packages are not local to any
instance; thus, redefining a parameter on an instance-by-instance
basis is not possible when the parameter is in a package.

To reference a component of a package, a new SystemVerilog
operator, the scope resolution operator, is used. Its symbol is the
“:.” Wildcards may be used with the scope reso-
lution operator to reference multiple components or all compo-
nents. The definitions file of Figure 4.5 is reworked as a package
in Figure 4.27. The package can then be imported into a module
compiled with the package and elements of the package refer-
enced as if they were declared locally, as shown in Figure 4.28. In
this example, all elements of package globe are imported and then
may be used in the module.

double colon, ¢

package globe;
*‘define true 1'bl
‘define false 1'bO
‘define period 10

endpackage

M FIGURE 4.27 Global definitions in a package

module useglobe (input A, output logic B):;
import globe::*; //import everything in package globe
always comb
if (A == true) B = false;
else B = true;
endmodule

M FIGURE 4.28 Importing all elements of a package
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In principle, individual elements of the package may be imported.
However, doing so presents a problem when those elements are
defined macros. In the example of Figure 4.22, if discrete elements
were imported rather than the entire package, the macro substitu-
tion would take place in the import line itself. Thus, the line

import globe:: true;

would be interpreted as “import 1'b1;,” which would be a syntax
error. The macro “true would remain undefined in the importing
module.

Changing the define macros to parameter or localparam declara-
tions avoids this problem. An example of this is shown in Fig-
ure 4.29. After they are imported, true and false may be used
throughout the module as if they had been declared locally, al-
though they cannot be redefined.

package globe;
parameter true = 1'bl:;
parameter false = 1'b0;
parameter period = 10;
endpackage
module useglobe (input A, output logic B):
import globe::true;
import globe::false;
always_comb
if (A == true) B = false;
else B = crue;
endmodule

M FIGURE 4.29 Importing individual elements of a package

Package elements can also be directly referenced without explicit
importation. Thus, the following lines creating a clock generator
could be used in a test fixture as long as the package is compiled
along with the module.

logic CLK =1'b1;
initial forever #globe::period CLK = ~CLK;
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Using this style, period must be referenced with the package name
and scope resolution operator every time it is used.

The hierarchical example of Figures 4.22-4.24 is shown in
Figure 4.30 reworked to use a package. It would work with the

package types;
typedef enum {ZERO, ONE, TWO, THREE}NUMBERS:
endpackage

module COUNT (CLK, RST, CNT):
input CLK, RST:
import types::¥*;
output NUMBERS CNT:

always_ff @(posedge CLK, negedge RST)
if (!RST) CNT <= ZERO:
else CNT <= CNT.next;
endmodule

module DECODE (CNT, ONEHOT):
import types::¥*;
input NUMBERS CNT:
output logic [3:0]) ONEHOT:
always_comb
case (CNT)
ZERO: ONEHOT = 4'b0001;
ONE: ONEHOT = 4'b0010;
TWO: ONEHOT = 4'b0100;
THREE: ONEHOT 4'b1000;
default: ONEHOT = 4'bx;
endcase
endmodule

module TOP(input CLK, RST, output logic [3:0] ONEHOT):
import ctypes::¥;
NUMBERS CNTI;
COUNT C(CLK, RST, CNT):;
DECODE D(CNT, ONEHOT):
endmodule

M FIGURE 4.30 Hierarchical design with a package



132 CHAPTER4 Behavioral coding part II: defines, parameters, enumerated types, and packages

same test fixture shown in Figure 4.25, producing an identical
output to that shown in Figure 4.26.

In Figure 4.30, the wildcard operator is used to import all the
contents of the package. This technique is efficient, as each of
the enumerated types would otherwise need to be individually
imported. Replacing the import line with

import types::NUMBERS;

would be insufficient because the types of type NUMBERS would
remain undefined in the modules. Each reference to ZERO, ONE,
TWO, and THREE would then produce an error.

For the code shown in Figure 4.30 to work, the package needs to
be compiled before any of the modules that reference it.

FILLING A SCALABLE VARIABLE WITH ALL ONES

When a variable’s size is fixed, it is easy to set all its bits to
any value. However, if a variable’s size is a parameter, setting all
bits to logic one can be tricky. In standard Verilog, it can be done
through use of negative numbers, but SystemVerilog has added
some new syntax to make it easy and intuitive. The same Sys-
temVerilog syntax can also be used to set all bits to logic zero,
X, or Z.

In Figure 4.31, methods for setting all bits of a scalable register
are shown [1]. The first three will work in standard Verilog. In
the first one, A is set to negative one, which in two’s complement
arithmetic means each bit will be set to one. Variable B is set to
a bitwise negation of zero, which also results in each bit being
set to logic one. The third method uses the replication operator
to generate SIZE bits of logic one. The fourth method is a new
SystemVerilog option. It too will result in each bit being set to
logic one. Note that this is not the same as setting D to “b1. That
would result in only the least significant bit being set with all oth-
ers equal to zero.
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module ALLONES;
parameter SIZE = 64;
reg [SIZE - 1 : 0) A, B, C, D;
inictial begin

/ and D wil 211 b aatr o 64 b
/A, ana L wWllil aill pe set TOo 69 D

0

ZE{1'b1}}:

(=

R OO W~
I
-
moerw
LT = I

en
endmodul

M FIGURE 4.31 Setting all bits of a variable to logic one

To set all bits of D to high impedance or unknown, the following
lines would work. Similar syntax could also be used to set all bits
to logic zero, but would be unnecessary as simply setting the vari-
able to zero without any size or radix would suffice.

D=2
D="%;
H SUMMARY

The techniques presented in this chapter are primarily used to en-
hance understanding of code through use of mnemonic names.
Define macros should be used with a great deal of care, as they
can redefine elements of modules anywhere in the design hier-
archy. Parameters, localparams, and user-defined types are less
susceptible to accidental misuse.

Parameters are a powerful tool for creating flexible, reusable de-
sign modules. Their capacity for redefinition on an instance-by-
instance basis means that scalable design units may be created
and reused repeatedly.

Localparams are only used for mnemonic reference. Their values
cannot be changed.
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User-defined types share some functionality with localparams but
add error checking. Their use is especially appropriate in state
machines.

Constants work in simulation but their values are not preserved in
synthesis. They should not be used in circuit descriptions.

Packages provide a convenient structure for maintaining and
sharing these mnemonic devices throughout a design hierarchy.

REFERENCE
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Verilog supports two types of multiway branching and five looping
constructs. System Verilog adds two more types of loops that are un-
supported in standard Verilog. Loops are more commonly used in
verification than circuit design, but most looping constructs are syn-
thesizable as long as the number of iterations is fixed at compile time.

Multiway branching is fundamental for all high-level circuit de-
scriptions as well as verification.

All these constructs except generate loops are only legal inside
of functional blocks. Generate statements can exist only outside of
any blocks, although they still must be inside of a module.
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LOOPS
While loop

A while loop evaluates an expression and enters the loop if the
expression is true. The expression can be arbitrarily complex but
must resolve to a true or false state. The loop code will repeat as
long as the condition remains true. Once it turns false, the loop
will be exited.

Unlike the “do while” construct, a Verilog while loop will not run
even once if the condition tests false initially. A practical effect of
this is that operands probably should not be initialized inside of a
while loop.

The essential structure of a while loop is just the keyword “while”
followed by an expression in parenthesis that evaluates to either
true or false, as shown in the following line.

while (MY_EXP)

If the operation to be performed while MY_EXP is true consists
of more than one statement, a “begin” and “end” are needed as
well, as shown below.

while (tempreg) begin
if (tempreg[0]) count = count + 1;
tempreg = tempreg >> 1; // Shift right
end

In the above example, the code in the loop will run as long as tem-
preg is true. Just what true means can be a source of confusion.
The example of Figure 5.1 was written to clarify what counts as
true and what does not. In that example, the test condition is ini-
tialized to unknown (all bits X). That variable is then checked to
see if the loop should be entered.

Simulation of module tb_whileloop reveals that the loop is never
entered. A variable set to unknown is not true. At the end of the
simulation, both count and loopcount are still zero. No display
statements are run.
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The code of Figure 5.1 was then modified to set tempreg initially
to 8'blxxxxxxx, as shown in Figure 5.2. Running that code re-
sulted in the output of Figure 5.3.

module tb_whileloo
reg [7:0] tempreg:

reg [3:0] count:;

integer
initial
count

wnlile

tempreg
loopcount =

ik

loopcount;
begin
0;

B'bx;
(tempreg) begin
10 //delay to

show

count

(tempreg(0])

tempreg = tempreg >> If
loopcount = loopcount + 1;
Sdlsplay("'arxv;;

-

o \.J_, r

tempreg, count,

endmo dale

loopcount);

M FIGURE 5.1 Test fixture for determining true/false evaluation

module tb_w
reg [7:0] tempreg:
reg [3:0] count:
integer loopcount;
initial begin
count = 0
tempreg = 2'Dl1XXXXXXX;
loopcount =
(tempreg) begin
#10 ay to
if (tempreg(0])
tempreg = tempreg >>
loopcount = loopcount + 1;
Sdlsplay(”'erx~ ****
d", tempreg,

o r

e
Ve

whil

/del

//del show

count = count
//

-

count,
end
end

endmodule

loopcount) ;

M FIGURE 5.2 (ode of Figure 5.1 modified to set one bit of tempreg to logic one
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# tempreg = 01xxxxxx, count = 0, loopcount =
# tempreg = 001xxxxx, count = 0, loopcount =
# tempreg = 0001xxxx, count = 0, loopcount =
# tempreg = 00001xxx, count = 0, loopcount =
# tempreg = 000001xx, count = 0, loopcount =
# tempreg = 0000001x, count = 0, loopcount =
# tempreg = 00000001, count = 0, loopcount =
# tempreg = 00000000, count = 1, loopcount =

0 1 N b bW N =

B FIGURE 5.3 OQutput of th_whileloop with tempreg initialized to 8'bTxxxxxxx

The code was then modified again to initialize tempreg to
8'bxxxxxxx1. When that version was run the output was the line
shown below.

# tempreg = Oxxxxxxx, count = 1, loopcount =1

The conclusion that can be drawn from these experiments is that
true means while at least one bit is identically equal to one. It does
not mean while all bits are not equal to 0.

A corollary is that
while (IMY_EXP)

will enter the loop only while each and every bit of the condition
is identically equal to zero. Some examples of values that would
test false for (MY _EXP) are shown below.

tempreg = 8’b10000000;
tempreg = 8" XXXXXXXX;
tempreg = 8'0000000x;

While loops may be synthesizable as long as the number of itera-
tions is fixed at compile time, which is to say that it is not data de-
pendent. However, they are more commonly used in test fixtures
than in circuit descriptions. A generic template for this sort of use
is shown in Figure 5.4.
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parameter MAX OUTER = 1023, MAX INNER = 255;
integer 1 = 0, 1 =
initial begin

while (i <= MAX OUTER) begin

-
’

en
i= i + 1;
en

end

M FIGURE 5.4 Typical usage of a while loop in a test fixture

Do while loop

The essential difference between a while loop and a do while loop
is that the latter will always be entered at least once, whereas the
former will not be entered at all if the condition initially tests
false. Thus, the do while loop allows variables to be initialized
in the loop. While unlikely to be useful for circuit design, local
variables may be created inside the do while structure, as is done
with CMINUS in Figure 5.5. Any attempt to reference CMINUS
outside of the loop, including using it as the test variable, would

module dowhile;
initial begin
int CNT = 0;
do begin
//CMINUS is lo«
int CMINUS:;
£1 CNT++:
§strobe ("COUNT = %d", CNT):
CMINUS = CNT - 1;
$strobe ("CMINUS = %d4d", CMINUS):
end
while (CNT < 10):;
end
endmodule

M FIGURE 5.5 Do while loop
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produce a compilation error. If CNT were replaced with CMINUS
in the comparison (CMINUS < 10), the code would not compile.

Running the code shown for 10 time units or more would result
in displaying the values 1 through 10 for CNT and O through 9
for CMINUS.

Do while loops are a feature of SystemVerilog but are not avail-
able in standard Verilog.

An example of a loop that initially tests false along with its output
is shown in Figure 5.6. Replacing “FALSE” in the condition with
anything else would result in an infinite loop.

module dowhile;

inictial begin

string CONDITION = "FALSE";
do
$display ("This will print anvhow."):;
while (CONDITION != "FALSE"):;
end

endmodule

# This will print anyhow.

M FIGURE 5.6 Do while loops always run at least once

For loop

For loops perform the same jobs as while loops, but tend to be
the construct most favored in both circuit design and verification.
They also tend to be used when no loop is needed at all.

A syntactical example of a for loop is shown in Figure 5.7. The
loop, however, is useless, in that the same results could be ob-
tained without it by replacing the loop and its internal assignment
with nothing but OUT = A & B.

In Figure 5.7, the three-bit variable I is used for loop control.
Even if the loop were not useless, that variable would not result
in any additional hardware being created. There would be no
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three-bit register in any hardware synthesized from the loop. The
loop control simply directs the compiler on how much hardware
to make: four gates, in this case.

module forloop(input [3:0] A, B,
output reg [3:0] OUT):
reg [2:0] I;
always @(A or B) begin
for (I = 0; I <= 3; I =1 + 1)
OUT(I] = A[I] & B[1]):
end
endmodule

W FIGURE 5.7 A syntactically correct but useless for loop

The for loop in Figure 5.7 may look like it is mixing the blocking
and nonblocking assignment operator, but it is not. It is using the
blocking assignment operator and a relational operator.

A design that will count the number of bits set in a register using
a for loop is shown in Figure 5.8. After a value is loaded, the loop
will step through each bit of the target data. Synthesizers will

module forloop2 #(WIDTH = 8) (input CLOCK, RESET, LOAD,
input [WIDTH - 1:0] DATA,
output reg [WIDIH - 1 : 0] COUNT):
reg [WIDITH - 1 : 0) INDEX, TEMP;
always @(posedge CLOCK or negedge RESET) begin
if (!'RESET) COUNT <= 0;
else begin
if (LOAD) TEMP <= DATA:
else begin
or (INDEX = 0; INDEX < WIDTH; INDEX = INDEX + 1) begin
COUNT <= COUNT + TEMP[O]:
TEMP <= TEMP >> 1;
end
end
end
end
endmodule

M FIGURE 5.8 Counting ones with a for loop
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“unroll” loops and generate as much hardware as needed to fulfill
the indicated assignments for each iteration. A surprisingly large
amount of hardware can be created this way.

The code of Figure 5.8 can be modified to end early if there are no
more ones to be found, as shown in Figure 5.9. Instead of iterating
through the loop a fixed number of times, the loop will terminate
as soon as the OR reduction of “temp” yields logic zero. While
this modification could make simulation of the design run faster,
it would also make it nonsynthesizable because the number of
iterations through the loop is now data-dependent. To be synthe-
sizable, the number of iterations through a loop must be fixed at
compile time, which is not the case in the code of Figure 5.9.

module forloop2 #(WIDTH = 8) (input CLOCK, RESET, LOAD,
input [WIDIH - 1:0] DATA,
output reg [WIDIH - 1 : 0] COUNT):
reg [WIDIH - 1 : 0] INDEX, TEMP:
always @ (posedge CLOCK or negedge RESET) begin
if (!'RESET) COUNT <= 0;
else begin
if (LOAD) TEMP <= DATA:
else begin
for (INDEX = 0; |TEMP; INDEX = INDEX + 1) begin
COUNT <= COUNT + TEMP[O]:
TEMP <= TEMP >> 1;
end
end
end
end

endmodule

M FIGURE 5.9 Nonsynthesizable for loop

The index registers in Figures 5.8 and 5.9 are made the same
size as the data registers. This would seem to be inefficient, as it
only needs to be the log, of that size, or a ceiling function of the
log. Making it exactly as big as needed would actually add inef-
ficiency, though. Verilog does not have built-in log functions, so
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one would have to be created for the purpose. Even with such a
function, running it would cost some time. Since the index does
not translate into any additional hardware, making it bigger than
necessary has no penalty. Many designers use integers for indices,
since the size of the variable that holds the index has no effect on
the synthesized hardware and putting in an integer variable with-
out calculating the optimal size is easy.

SystemVerilog has added a ceiling log, function, $clog2. It may
be used in synthesizable code to create optimally sized variables
in scalable designs. Figure 5.10 has the code of Figure 5.8 modi-
fied to use the $clog2 function to size the loop control variable
INDEX. If synthesized, the two would produce identical hard-
ware. Note that INDEX needs to be sized to $clog(WIDTH) : 0,
not $clog(WIDTH) — 1 : 0. With the smaller size, INDEX could
never reach eight and an infinite loop would be created. This
would never terminate in simulation and would be a synthesis

€rITor.
module forloop2 #(WIDIH = 8) (input CLOCK, RESET, LOAD,
input [WIDTH - 1:0] DATA,
output reg [WIDIH - 1 : 0] COUNT):
reg [WIDIH - 1 : 0] TEMP;
reg [$clog2 (WIDTH) : 0] INDEX:
always @ (posedge CLOCK or negedge RESET) begin

if (!RESET) COUNT <= 0O;
else begin
if (LOAD) TEMP <= DATA;
else begin
for (INDEX = 0; INDEX < WIDTH; INDEX = INDEX + 1) begin
COUNT <= COUNT + TEMP[O]:
TEMP <= TEMP >> 1;
end
end
end
end
endmodule

M FIGURE 5.10 Sizing loop control variable with Sclog2
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For loops may be useful in circuit design but are subject to over-
use by inexperienced designers. In Figure 5.11, a for loop is used
to create a scalable shift register. While not incorrect, the loop is
not needed. The second module in Figure 5.11 implements the
same design without a loop.

In the first module of Figure 5.11, the index variable I is declared
as it is assigned. This is legal in System Verilog but not in standard
Verilog.

/ hift register using an unn
modu hiftreg #(DEPTH = 8)
output DATA OUT):;
reg [DEPIH - 1 : 0] SHIFT;
assign DATA OUT = SHIFT([DEPTH - 1]:
always ff @ (posedge CLK) begin
SHIFT([0]) <= DATA_IN;
for (int I = 0; I < DEPTH: I++)
SHIFT[I + 1] <= SHIFT[I]:

end
endmodul
/*Shift register without a loop. Both will
synthesize to the same hardware but this one
will simulate £ r.%)

astce
module SR2#(DEPTH = 8) (input CLK, DATA 1IN,
output reg DATA_OUT);
reg [DEPIH - 2 : 0] SHIFT:
always ff @(posedge CLK)
{DATA_OUT, SHIFT} <= {SHIFT, DATA IN}:
endmodule

M FIGURE 5.11 Shift registers with and without a loop

Foreach loop

A foreach loop iterates over each element of an array. Foreach
loops are not currently supported for synthesis, but that is likely
to change in future releases of synthesizers.

In the code of Figure 5.12, a foreach loop is used to display all
the values stored in a memory. Prior to that, the system task
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$readmembh is used to read hexadecimal data from a text file and
load it into the memory. $readmemh has no meaning for hardware
design and is not synthesizable. There is also a binary version,
$readmemb, which interprets data in the text file as binary rather
than hexadecimal. No other radices are available in $readmem
functions.

Foreach loops are part of SystemVerilog but not standard Verilog.

reg [3:0] MEM [0:7]):

int i;
initial begin

$readmemh ("memdata.ctxt”, MEM):;

foreach (MEM[i]) $display("MEM[3%d] th”, i, MEM[i)):
end

endmodule

B FIGURE 5.12 Foreach loop stepping through a memory array

Forever loop

Forever loops are primarily used in test fixtures to create a repeat-
ing signal such as a clock. Since forever loops do not run for a
fixed number of iterations and cannot be unrolled, they are not
useful for hardware design. An example of using a forever loop to
create a clock signal is shown in Figure 5.13.

module CLKGEN (output bit CLK):
initial begin
CLK = 1'b0;
forever #1 CLK = ~CLK;
end
endmodule

M FIGURE 5.13 Clock generator using a forever loop

Anything following the forever loop in the same “initial begin”
block will never run. Thus, the code of Figure 5.14 is defective.
The module would compile, but CLK2 would never do anything
beyond its initial assignment to zero.
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module CLEKGEN (output bit CLK, CLK2):

initial begin

CLK = 1'b0; CLK2 = 1'b0;
forever $#1 CLK = ~CLK;
//Exrroxr: CLKZ2 will never toggle
forever #2 CLK2 = ~CLK2:;
end

endmodule

M FIGURE 5.14 Defective dual clock generator

Use of a fork join construct can solve the problem, as shown in
Figure 5.15. The same results can be obtained by putting the for-
ever loops in separate initial blocks.

module CLKGEN (output bit CLK, CLK2):

inicial begin

CLK = 1'b0; CLK2 = 1'b0;
fork
forever %1 CLK = ~CLK:

orever #2 CLK2 = ~CLK2;
join
end
endmodule

M FIGURE 5.15 Two forever loops running in parallel

Repeat loop

Repeat loops always run for a fixed number of iterations. The
terminating condition is fixed at the start of the loop. It is not
reevaluated as the control variable changes. This is illustrated in
Figure 5.16, where the loop is repeated four times, despite the
control variable being updated in each iteration through the loop.
The output for the module is shown below the source code. The
loop will terminate after four iterations, although the loop control
variable CNT will increment on every pass through the loop.
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module repeatloop:
initial begin
int CNT = 4, LOOPCNT = 0;
repeat (CNT) begin
CNT++;
LOOPCNT ++;
$display("CNT = %d, LOOPCNT = %d", CNT, LOOPCNT):
end
end
endmodule
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M FIGURE 5.16 A repeat loop

Break and continue
Break and continue are methods of terminating loops early.
Continue will stop execution of the code in a loop and immedi-

ately go on to the next iteration of the loop. Break will end ex-
ecution of the loop. In Figure 5.17, the memory display code of

reg [3:0] MEM [0:7]):
int i:
initial begin
S$readmemh ("memdata.txt", MEM):
foreach (MEM(i]) begin
//skip printing on 4th

3L (1L w= 3 || 1 ™

L rh woard BT Aty awm 1oorm
& 6th words but sta

= 5) continue;
//quit the loop before printing the last element

glse if (i == 7) break:
else S$display("MEM[%d] = %h", i, MEM[i]):
end
end
endmodule

M FIGURE 5.17 Using continue and break to modify loop execution
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Figure 5.12 has been modified to incorporate a break and a con-
tinue statement. When the comparison of the index to values three
or five is true, the next iteration of the loop will begin without
completing the display statement. When the index is seven, the
loop will terminate, again without running the display statement.

Break and continue are System Verilog constructs and are not part
of standard Verilog.

Disable

Standard Verilog has a “disable” statement that can be used for ter-
minating loop execution. Depending on how it is called, it can act
as either a SystemVerilog break or continue. It is also supposed to
remove from the execution queue any assignments already placed
there from the loop but not yet executed by the time the disable state-
ment runs. Because of vagueness in the specification, disable has
been implemented in different manners by different design automa-
tion companies. Disable has been superseded by break and continue.
Its use is not recommended. It is not synthesizable.

Generate

Generate statements are used to create circuitry where either the
quantity or type is not set until compile time. Not having the cir-
cuitry completely defined until compile time typically implies de-
pendency on the value of a parameter.

There is some overlap between what a generate loop can do and
jobs that can be accomplished with one of the other loop types.
If the loop contains nothing but behavioral statements, a gener-
ate loop is not necessary, but if a variable number of instances is
needed, a generate construct is the only practical method.

In Figure 5.18, a scalable binary to Gray converter is coded in two
different ways. In the first module, a generate loop is used. In the
second, identical circuitry is created with a for loop. Syntactical
differences between the two approaches are that the control vari-
able for a generate loop must be a “genvar” and generate state-
ments are always external to any functional block. The begin and
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end statements in the generate block are needed, as the result is
more than one functional statement, even though only a single as-
sign statement has been typed in.

) (input [SIZE - 1 : O] Bin,

module genB
o 0) Gray):

output 1

1]
N
]
-
™~
]
]
= D

always_comb Gray([SIZE - 1] = Bin([SIZE - 1]
generate
genvar I;
for (I = 0; I < SIZE - 1; I++4)
begin: BZG_conv
assign Gray[I] = Bin[I] ~ Bin[I+1]:
end: B2G_conv
endgenerate
endmodule

module loopB2G #(SIZE = 8) (input [SIZE - 1 : 0] Bin,
output logic [SIZE - 1 : 0] Gray):
always_comb begin
Gray([SIZE - 1] = Bin[SIZE - 1]:
for (int I = 0; I < SIZE - 1; I++)
Gray([I] = Bin[I] ~ Bin[I+1];
end
endmodule

M FIGURE 5.18 A generate loop and a for loop creating identical binary to Gray converters

Current synthesis rules require that generate block loops be given
aname, as is done in module genB2G, where the loop is given the
name B2G_conv. Simulators are less strict and will accept un-
named loops. The target of assignment in the generate loop must
not be a register type. Use of the SystemVerilog logic data type
allows the same type to be used in both modules, but in standard
Verilog, Gray would need to be a wire in genB2G and a reg in
module loopB2G.

Another application of a generate statement is to choose be-
tween two different architectures, depending on the value of a
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parameter. This application is unlikely to be useful in practice,
as synthesizers tend to be very good at picking an optimal al-
gorithm based on a variety of characteristics. In the example
shown in Figure 5.19, an arithmetic algorithm is chosen based
solely on the size of the operands. Coding the function behav-
iorally and letting the synthesizer optimize for power, area,
speed, and other operating environment constraints is a more
practical approach than simply picking one of two based on size
alone. For the code of Figure 5.19 to work, scalable models of
both algorithms would also have to be coded, an additional job
that is unnecessary when the function is coded behaviorally with
arithmetic operators.

module generateselect #(WIDTH = 8)
input [WIDTIHR - 1 : 0] A, B,
output logic [WIDTH : 0] SUM):;

generate
if (WIDTH < 8)
RIPPLE #(WIDTH) ADDER(A, B, SUM):
else
CLA # (WIDTH) ADDER(A, B, S5UM):
endgeneratce
endmodule

M FIGURE 5.19 Selecting implementations based on operand size

If generate statements are not useful for either picking an algo-
rithm or creating scalable modules, the reader may be wondering
why they exist. The answer is that their utility lies in creating a
scalable number of instances, as shown in Figure 5.20. Even if the
number of instances is a constant, using a generate loop can turn
long and unwieldy code into an efficient and easy-to-maintain
module. In the example of Figure 5.20, first a scalable counter is
created. Then one counter for each channel is generated. The out-
put of the top-level module includes an array of counts. Allowing
arrays as ports is a SystemVerilog enhancement. When TOPCNT
is instantiated, the number of channels can be set, allowing an
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arbitrary number of counters to be created. Also note that while
each counter has a single-bit enable signal, at the top level there
is one enable bit per channel, allowing each counter to be enabled
individually.

module COUNT #(SIZE = 4) (input CLK, RST, EN,

—~p T

output logic [SIZE - 1 : 0] CNT):

always ff @(posedge CLX, negedge RST)
if (!'RST) CNT <= 'bO:
else
if (EN) CNT <= CNT + 1;
else CNT <= CNT:
endmodule

module TOPCNT # (CHANNELS = 2, SIZE = 4)
(input CLK, RST, input [CHANNELS - 1 : 0] EN,
output logic [SIZE - 1 : 0] CNT [CHANNELS - 1 : 0]):

genvar I:
generate
for (I = 0; I < CHANNELS; I++) begin: CNIGEN
COUNT #(.SIZE(SIZE)) C(CLK, RST, EN[I], CNT[I]):
end
endgenerate
endmodule

M FIGURE 5.20 Using a generate loop to create a variable number of instances

Multiway branching

Two types of multiway branching are included, “if” and “case.”
The main difference between them is that if statements always
infer priority and case statements do not. Multiway branching
statements are also known as decision statements or conditional
statements.

If statements

If statements are so ubiquitous in Verilog that they have already
been used repeatedly in the preceding examples. It is all but
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impossible and certainly is impractical to write high-level code
without this construct. If statements are usually matched with one
else and may have one or more else if clauses. Note that Verilog
uses the two words fully spelled out, not “elsif,” as is used in
some other languages.

The conditions in if statements can be arbitrarily complex, but
must eventually evaluate to a simple true or false state. The fol-
lowing would all be legal code:

if (RESET == 1’b0) //same as if (!RESET)

if (RESET) //if RESET is 1

if (X>Y)

if (STATE == 4’b1010 && START == 1’b1) || (STATE == 4’b0101 && STOP == 1’b1))

The if...else if...else construct implies priority. If multiple
branches are true, the first true one will be executed and the oth-
ers skipped. Thus, the code for an asynchronous reset flipflop as
shown in Figure 5.21 will always produce a flipflop with reset
overriding clock. There is no ambiguity on priority. Priority is
established by the “if”” construct alone. The order of signals in the
port list or sensitivity list is irrelevant.

module flipflop(input CLK, RST, D, output logic Q)
always ff @ (posedge CLK, negedge RST)
if (!'RST) Q <= 0O;
else Q <= D:
endmodule

MW FIGURE 5.21 Asynchronously resettable flipflop inferred with “if” statement

A one-hot to binary decoder is shown in Figure 5.22. In that code,
the final “else” clause is used to catch any non-one hot values
by setting the output to unknown, or Verilog X. In simulation a
non-one-hot input might indicate that something has gone wrong,
but to the synthesizer it means that the output is “don’t care” for
that clause and the most optimal circuit should be created without
regard to output value.
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module decoderl(input [7:0] DATA, output reg [2:0) CODE):
always @ (DATA)

if (DATA == £'b00000001) CODE = 0;

else if (DATA == E£'b00000010) CODE = 1:;
else if (DATA == £'b00000100) CODE = 2;
else if (DATA == E£'b00001000) CODE = 3;
else if (DATA == £'b00010000) CODE = 4;
else if (DATA == £'b00100000) CODE = 5;
else if (DATA == E£'b01000000) CODE = 6;

else if (DATA =
else CODE = 3'bx;
endmodule

8'b10000000) CODE =

M FIGURE 5.22 One-hot decoder using if. . .else if. . . else statements

When synthesized with current tools, a warning is generated say-
ing that the least significant bit of the input is unconnected. This
is because the synthesizer will set the output to zero when the
inputs are all zeros. With both all zeros and seven zeros followed
by a single one both resulting in an output of zero, the two input
patterns are indistinguishable, and the least significant bit is thus
not needed.

The code of Figure 5.22 uses decimal values in the assignments
to the three-bit variable CODE. This is legal in Verilog, but it is
better stylistically to specify not only the value, but also the size
and radix, as is done in the next example.

If the hardware design does require an indicator that the in-
put is not one hot, some additional circuitry would need to be
added. The same decoder with an error flag that is set when the
input is not one hot is shown in Figure 5.23. While the CODE
output by itself would not indicate an illegal value, as all pos-
sible values are legal, the ERROR flag would only be set when
the input is not one hot. Because now there are multiple signal
assignments in each clause, begin and end statements are also
needed.

13

SystemVerilog has added another option for “if” clauses: set
membership, which uses the new keyword “inside.” Examples of
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module decoder2 (input ([7:0] DATA,
output reg [2:0)] CCDE, output reg ERROR):
always @ (DATA)

if (DATA == g£'b00000001) begin
CODE = 3'dO:
ERROR = 1'b0;

end

else if (DATA == £'b00000010) begin
CODE = 3'dl;
ERROR = 1'b0;

end

else if (DATA == 8'b00000100) begin
CODE = 3'd2;
ERROR = 1'b0;

end

else if (DATA == 8'b00001000) begin
CODE = 3'd3;
ERROR = 1'b0;

end

else if (DATA == 8'b00010000) begin
CODE = 3'd4;
ERROR = 1'b0:;

end

else if (DATA == £'b00100000) begin
CODE = 3'dS;
ERROR = 1'b0;

end

else if (DATA == 8'b01000000) begin
CODE = 3'dé6:;
ERROR = 1'b0;

end

else if (DATA == 8'b10000000) begin
CODE = 3'd7;
ERROR = 1'b0;

end

else begin
CODE = 3'bx;
ERROR = 1'bl;

end

endmodule

M FIGURE 5.23 Multiple statements in“if. . . else” clauses must be surrounded by “begin.. . .end”
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its use are shown in Figure 5.24. To be synthesizable, the values
used in the “inside” descriptor must be constants, not variables,
although wildcards are permitted. In Figure 5.24, the output HIT
will be set high if DATA is 0, 2, 4, anywhere from 9 through 15
inclusive and for binary values 10000000, 10000001, 10000100,
and 10000101.

module setinside (input ([7:0) DATA, output reg HIT):
always_comb
if (DATA inside {0, 2, 4, [9:15]), 8'b10000?20?}) HIT = 1'bl;

else HIT = 1'b0O;
endmodule

M FIGURE 5.24 Set membership conditional

For the decoders of Figures 5.22 and 5.23, the branching condi-
tions are all mutually exclusive. The DATA input cannot simul-
taneously be equal to 10000000 and 01000000. With “if” state-
ments, however, many branches may be true concurrently. This is
the case in the pseudo code shown below, where nothing precludes
FLOOR from being equal to 13 when an emergency occurs.

if (EMERGENCY) NEXT_STATE <= STOP;
else if (FLOOR == 13) NEXT_STATE <= DOWN;
else if (REQUEST13 && STATE == STOP) NEXT_STATE ...

else NEXT_STATE <= STATE;

It is because of priority that such a construct will work rather than
yield nondeterministic results.

CASE STATEMENTS

The second method of multiway branching is through use of case
statements. With a case statement, there is one control variable
and one branch is selected according to the value of that variable.
This is illustrated in Figure 5.25, where a four-to-one multiplexor
is inferred with a case statement.
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module mux4 1(A, B, C, D, SEL, OUT):
input A, B, C, D;
input [1:0] SEL;
output reg OUT:
always comb
case (SEL)
2'b00: OUT = A;
2'b01: OUT = B
2'bl0: OUT = C;
default: OUT = D;
endcase
endmodule

M FIGURE 5.25 Four-to-one multiplexor using case

A decoder similar to the one using if statements of Figure 5.22 is
shown in Figure 5.26.

module decoder3(input [7:0]) DATA, output reg [2:0] CODE):;
always comb
case (DATA)
'b00000001: CODE =
'000000010: CODE =
'b00000100: CODE =
'00001000: CODE =
'b00010000: CODE =
'b00100000: CODE
'b01000000: CCDE =
'10000000: CODE
default: CODE = 3°'bx;
endcase
endmodule
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B FIGURE 5.26 One-hot decoder using a case statement

That case statements are limited to a single control variable
and may seem to make case constructs less powerful and flex-
ible than if statements, but the limitation can easily be finessed
with the concatenation operator. By concatenating variables, any
combination of control variables may be used. The four-to-one



(ase statements 157

multiplexor of Figure 5.25 is reworked in Figure 5.27 to use two
discrete variables concatenated together to form a two-bit selec-
tor. It works identically to the design of Figure 5.25.

module catcontrol(A, B, C, D, S1, S0, OUI):;
input A, B, C, D, S0, S1;
output reg OUT:;
always_comb
case ({S1, S0})
2'b00: OUT = A;
2'b01: OUT = B;
2'bl0: OUT = C;
default: OUT = D;
endcase
endmodule

B FIGURE 5.27 (oncatenating variables to control a case statement

Two variations on the case statement allow the use of wildcards
to signify don’t care conditions. Casez treats bits having a Z
value as don’t care and casex does the same for both X and Z.
The question mark can also be used to signify high-impedance
state and it too will work as a don’t care in casex and casez
statements. In the example of Figure 5.28, when the most sig-
nificant bit of the state variable is zero, the least significant bit
does not matter and is not evaluated. This shorthand can pro-
duce circuit description code that is easier to understand and
maintain.

ase 2'b0x covers both state == 00 and state

lle
always @(state)
casex (state)
2’bll: next state = 2'b00;
2'bl0: next_state 2’bll;
2'pb0x: next state 2’b01;
endcase

M FIGURE 5.28 Using a wild card to set a don't care bit
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A result of this dual meaning of X and Z is that they can treat un-
known or high-impedance bits as don’t care conditions in casex
and casez statements. Errors can arise when an uninitialized sig-
nal properly takes on an X value, but the unknown signal is then
treated by a casex statement as a don’t care. The result can be a
simulation/synthesis mismatch, as the synthesized hardware will
only have zeros and ones, never any X values.

Because casez does not treat X values as don’t care, some engineers
prefer to use only casez, never casex. However, an unconnected/
undriven signal will show up in simulation as high impedance and
be treated as don’t care in a casez statement, so that does not en-
tirely eliminate the potential for such errors.

SystemVerilog has introduced a new construct, case inside, to
allow don’t care inputs to case statements without the unin-
tended consequences of casex and casez. With case inside, un-
known or high-impedance inputs are not treated as don’t care,
as they are in casex and casez, allowing error conditions to be
more easily detected and debugged. The difference between
case inside and casex is illustrated in Figure 5.29. In that ex-
ample, the control input is not initialized at time zero, so it
starts off unknown. The casex construct in the second module
treats unknown bits as don’t care conditions, so the first branch
is selected. With the case inside construct of the first module,
3’bXXX does not match any of the enumerated clauses, so the
default branch is taken.

While the distinction is subtle, current best practice recommenda-
tions are to use case inside rather than casex or casez.

Begin and end statements are not needed in any of the preceding
case examples, but they are needed whenever more than one ac-
tion is to be taken in any case clause. Figure 5.30 has a snippet of
code showing this.

A defective attempt to achieve the same results is shown in
Figure 5.31. In that code, only one assignment in each case will
be performed. The other will be skipped.
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module insidedemo (input [2:0] OPCODE,
output logic [3:0] ENABLE BUS):
always_comb
case (OPCODE) inside
3'bOxx: ENABLE BUS 4'do;
3'bl00: ENABLE BUS 4'dl;
3'bl01: ENABLE BUS = 4'd2;
default: ENABLE BUS = 4'd7;
endcase
endmodule

module casexdemo (input [2:0) OPCODE,
output logic [3:0]) ENABLE BUS):;
always_ comb
casex (OPCODE)
3'bOxx: ENABLE BUS = 4'd0;
3'b100: ENABLE BUS = 4'dl;
3'bl01: ENABLE BUS = 4'd2;
default: ENABLE BUS = 4'd7;
endcase
endmodule

module tb_insidedemo;
reg [2:0) OPCODE:
logic [3:0] ENABLE_BUS1, ENABLE BUS2;
insidedemo UUT1(OPCODE, ENABLE BUS1):
casexdemo UUT2(CPCODE, ENABLE_ BUS2):
initial begin
$monitor ("OPCODE = %b, BUS1 = %d, BUS2 = %d", OPCODE, ENABLE BUS1, ENABLE_ BUS2):
OPCODE = 3'bx:;
#1 OPCODE = 3'bOxx;
#1 OPCODE = 3'b000;
#1 OPCODE = 3'b001;
#1 OPCODE = 3'bl00;

"

end
endmodule
/*Resulcts: difference at time 0. Unknown opcode
takes the default clause with case inside but
matches the first branch for casex
# OPCODE = xxx, BUS1 = 7, BUS2 = O
$# OPCODE = Oxx, BUS1 = 0, BUS2 = 0O
2 OPCODE = BUS1 = 0, BUS2 = 0O
# OPCODE = BUS1 = 0, BUS2 = 0
§ CPCODE = BUS1 = 1, BUS2 = 1

M FIGURE 5.29 Using case inside to avoid treating don't know bits as don't care
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always_ccmb
case (ALPHA)
0: begin
OUT1 = A;
OUT2 = B:
end
1: begin
OUT1
OoUT2
end

s
=g
AL T

B FIGURE 5.30 Multiple assignments need to be surrounded by begin. . .end
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always comb
case (ALPHA)

0: OUT1 = A;
0: OUI2 = B;
l1: OUT1 = C;
1: OUT2 = D;
//0nly 1 of each will happen.

M FIGURE 5.31 Erroneous attempt to execute multiple assignments per case

With if statements, any number of branches may be simultane-
ously true without ambiguity. Case statements can also be coded
so that more than one branch is true for a given control value. This
is known as overlapping cases. In the absence of any other direc-
tives, overlapping cases are interpreted as inferred priority, with
the clauses given priority from top to bottom. In the example of
Figure 5.32, when CONTROL is 1111, the ALPHA will be set to
one, and BETA will be set to zero.
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module overlap (CONTROL, ALPHA, BETA):
input [3:0] CONTRCL:
output reg ALPHA, BETA

always comb
/*both enumera

£, AONTDAT
Lor CONIROL

casez (CONTROL
4'bl1??: begin
ALPHA = 1;
BETA = 0;
end
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default: begin
ALPHA = 0;
BETA = 0O;
end
endcase
endmodule

M FIGURE 5.32 Qverlapping case branches

When synthesized, priority circuitry will be generated. Priority
circuitry can be far larger and more complex than a fully parallel
design, when no two branches may be simultaneously true.

LATCH GENERATION

So far all conditional statements have been completely specified.
When they are not, latches are inferred. This is true for both “if”
and “case” structures.

If conditionals are completely specified when each has an else
clause. Case conditionals are completely specified when each has a
default clause. Because of X and Z values, case conditionals may not
be considered to be completely specified by all tools even if all pos-
sible binary values are enumerated in the absence of a default clause.
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In the example of Figure 5.33, an incompletely specified “if” con-
struct is shown. It explicitly says what to do if CONTROL is logic
one. It does not say what to do otherwise. If synthesized, this code
would result in a D latch being generated.

ch D when CONTROL is h
lipft

module DLATCH (input D, CONTROL, output reg Q):
always @ (CONTROL or D)
if (CONTIROL) Q = D;
endmodule

M FIGURE 5.33 D latch with an incompletely specified if clause

Taking advantage of SystemVerilog extensions, the same D latch
code can be written with an always_latch construct, eliminating
the need to have a sensitivity list and instructing the compiler to
issue a warning if the code does not infer a latch. This is shown
in Figure 5.34.
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module DLATCH (input D, CONTROL, output reg Q):
always_latch
if (CONTROL) Q = D:
endmodule

M FIGURE 5.34 D latch using an always_latch construct

A similar result can be obtained with a case statement. In the code
of Figure 5.35, a two-bit latched bus will be created.

Latches are rarely desired in modern digital designs. Usually a
netlist incorporating a latch is an error, not a design technique.
Use of a default clause with every case statement and an else
clause with every if construct will always avoid latch generation.
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module latchstate (STATE, NEXT_STATE);
input [1:0] STATE:
output reg [1:0] NEXT_STAIE:

localparam FEICH = 2'b00, DECODE = 2'b0l1, EXECUIE = 2'blO;

/*This will create a two-bit latch. When STATE is 11,
the previous value of NEXT STATE will be held.*/
always @ (STATE)

case (STATE)
FETCH: NEXT_ STATE = DECODE:
DECODE: NEXT_STATE = EXECUIE:;
EXECUTE: NEXT STATE = FETICH;
endcase
endmodule

B FIGURE 5.35 D latches with an incompletely specified case statement

Another technique for avoiding latch generation is shown in Fig-
ures 5.36 and 5.37. In these examples, an unconditional assign-
ment is made before reaching the multiway branching structure.
If none of the branches is taken, there is still an assignment to the
variable, so it will not be latched. This technique is not accepted
by all tools. Use of else and default clauses to avoid latches are
the recommended methodology.

module nolatches(input [2:0]) OPERAIOR,
input [7:0] ICOUNI, PCOUNTI, XCOUNT,
output reg [7:0] DATA):
always comb begin
DATA = 8'b0; //default assignment
case (OPERATOR)
3'b001: DATA = ICOUNT:;
3'b010: DATA = PCOUNT:
3'bl00: DATA = XCOUNTI:
endcase
end
endmodule

M FIGURE 5.36 Avoiding latches with an unconditional assignment prior to multiway branch
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module nolatches2 (input [2:0] OPERAIOR,
input [7:0] ICOUNT, PCOUNT, XCCUNT,
output reg [7:0] DATA):;
always_comb begin
DATA = 8'b0:; //default assignment
if (CPERATOR == 3'b001) DATA = ICOUNT:
else if (OPERATCR == 3'b010) DATA = PCOUNT:;
else if (OPERATOR == 3'b100) DATA = XCOUNT:
end
endmodule

1= Mn

M FIGURE 5.37 Alternative method of avoiding latch generation

UNIQUE AND PRIORITY

Synthesis tools have long incorporated pragmas, or synthetic
comments, that instruct the synthesizer as to the intent of the de-
signer. These are statements that look like comments to simula-
tors but are read by synthesizers to influence the circuit design at
the gate level. Using them is extremely problematic, as they can
cause synthesis/simulation mismatches [1].

To allow designers to continue to instruct tools as to the desired
functionality but without simulation/synthesis mismatch risk,
SystemVerilog has introduced two modifiers to case and if state-
ments that are interpreted equally by simulators and synthesizers.

When the keyword “unique” is added to a multiway branching
statement, the tools are informed that no two branches are sup-
posed to be simultaneously true, that is, there are no overlapping
cases. If simulation finds that there are overlapping cases, a warn-
ing or error will be reported. In synthesis, use of “unique” in-
structs the tools not to make a priority encoder. This is true for
both types of branch constructs. Because synthesizer algorithms
can detect fully parallel conditions even in the absence of the
“unique” keyword and optimize their output accordingly, there
is often no difference between the synthesis results of code with
and without the unique modifier. This is the case for the code of
Figure 5.38, which produced identical circuitry when “unique”
was removed. While use of the “if” structure indicates that a pri-
ority encoder is wanted, in this case a smaller, faster, fully parallel
decode will work identically and is thus generated.
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module uniquedemo (input [7:0] DATA, output logic [2:0]) CODE):;
always comb
unigque if (DATA == £'b00000001) CODE = 0;
else if (DATA == £'b00000010) CODE = 1;
else if (DATA == 8'b00000100) CODE = 2;
else if (DATA == £'b00001000) CODE = 3;
else if (DATA == §'b00010000) CODE = 4;
else if (DATA == £'b00100000) CODE = 5;
else if (DATA == S'b01000000) CODE = 6:
else CODE = 7;
endmodule

M FIGURE 5.38 “Unique”instructs tools that there should be no overlapping conditions

In the code of Figure 5.39, “unique” was added to the overlapping
case conditions of Figure 5.32. Since the clauses are not mutu-
ally exclusive, compilation of the code will produce a warning in
simulation. In synthesis, the parallel decoder produced with the

module overlap2 (CONTROL, ALPHA, BETA):;
input [3:0] CONTROL:
output reg ALPHA, BETA;
lways comb
/*Clauses are overlapping but adding unique
modifier instructs synthesizer not to make a
priority encoder.*/
unique casez (CONTROL)
4'b11??: begin
ALPHA = 1;
BETA = 0;
end
4'b??211: begin
BETA = 1;
ALPHA = 0;
end
default: begin
ALPHA = 0;
BETA = 0;
end
endcase
endmodule

M FIGURE 5.39 Using “unique” modifier to force parallel circuit synthesis
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unique version is smaller and faster than the original (nonunique)
encoding. This is shown in Figures 5.40 and 5.41.

CONTROL[3:0]
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W FIGURE 5.40 Synthesized priority circuit (no“unique”)
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M FIGURE 5.41 Synthesized parallel circuit (“unique casez”in source code)

The other SystemVerilog modifier is “priority.” When added to
a case statement, it signals that all possible legal values for the
control variable have been enumerated. In simulation, if a con-
trol signal value is encountered that does not match any of the
case clauses, an error will be reported. In synthesis, the result of
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adding a priority modifier is that latches will not be generated
for any missing control values. If a case statement has a de-
fault clause, all possible values are covered, so addition of a
priority modifier will be without effect, as shown in Figure 5.42.
The designer knows that both EN1 and EN2 can never be active
simultaneously, so that condition is left out. The synthesized cir-
cuit will not have any latches. If both inputs are simultaneously
asserted during verification, a warning or error report will be gen-
erated.

module riority_demo (input EN1, EN2,
output logic ALPHA, BETA):;
always_comb
riority case ({EN2, EN1})
2'b00: begin
ALPHA = 0;
BETA = 0;
end
2'b01: begin
ALPHA = 1;
BETA = 0;
end
2'b10: begin
ALPHA = 0;
BEIA = 1;
end
endcase
endmodule

M FIGURE 5.42 Latch avoidance with “priority” modifier

Using priority with a case statement does not ensure that no
latches will be generated under all conditions. In the code of Fig-
ure 5.43, output BETA will still be latched because no assignment
is made to it when the control input is 2'b10. Even adding a de-
fault clause will not prevent the latch from being included in the
synthesized circuit.
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module priority demo (input EN1, EN2,
output logic ALPHA, BETA):;
always comb
priority case ({EN2, EN1})
2'b00: begin
ALPHA = 0;
BETA = 0;
end
/*What about BETA?
A latch will be generated
The priority modifier prevents
ALPHA from being latched but the
missing value from this enumerated
clause will cause a latch to be
generated for BETA.*/
2'b01: begin
ALPHA = 1;
end
2'bl0: begin
ALPHA = 0O;
BETA = 1;
end
2'bll: begin
ALPHA = 1;
BETA = 1;
end
endcase
endmodule

M FIGURE 5.43 Priority modifier does not prevent all latches

B SUMMARY

Loops and branches are the essence of high-level design. Their ju-
dicious use is essential to take advantage of the power offered by
circuit description using hardware description languages. Some care
must be taken to avoid generating unwanted latches when using
branching statements.

Most looping constructs are synthesizable, although loops are
more commonly found in test fixtures than in circuit description.
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When loops are used in circuit descriptions, their end points must
be fixed at compile time. The number of iterations through a loop
must not be data dependent in a circuit description, although there
is no such restriction in test fixtures.
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Verilog has two types of subroutines, tasks and functions. Each
has its limitations and advantages, which will be discussed in this
chapter. The most fundamental difference between tasks and func-
tions is that functions cannot contain any type of delay, whereas
tasks do not share this restriction.

SystemVerilog also has introduced interfaces, which offer another
place where common code can be offloaded to reduce module
complexity and simplify maintenance.

Instances of modules are not considered to be subroutines, even
though they act a lot like them. A common design technique is to
make one scalable model of commonly used components such as
counters, then instantiate as needed. This sounds a lot like calling
a subroutine. Nevertheless, in the formality of the language, an
instance is not a subroutine and a subroutine is not an instance.

Whether tasks, functions, or instances, the use of any of these
constructs can simplify a design by breaking complex procedures
into smaller, more manageable, and reusable blocks. Keeping
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modules short and focused is always good technique. Judicious
use of subroutines can prevent a module from becoming a ram-
bling, incomprehensible mess.

SUBROUTINES

Both task and function definitions must be made within a mod-
ule. Including all the subroutine code in the module can cause the
module to become as long and unwieldy as if subroutines were
not used in the first place. However, the actual subroutine code
can be kept in a separate file and the file referenced in an imported
package or with an “include directive,” keeping each file concise
and focused.

Subroutines define a new level of hierarchy in the design, but un-
like modules, tasks and functions do not have instance names and
are referenced by their design name. For example, if task T_TIME
has a local variable called X23 and the task is enabled in instances
A and B of design MID, which is instantiated in design TOP, the
X23 variables would be referenced from TOP as A.T_TIME.X23
and B.T_TIME.X23. Module instances need instance names, but
subroutine calls do not.

One key distinction between subroutines and instances is that
subroutines cannot contain any instantiations, whereas instanti-
ated modules may contain other instantiations, enable tasks, and
call functions.

TASKS

Tasks are enabled when the name of the task is encountered in
code. They can be enabled from another task or a module but not
from a function. This restriction is needed because tasks can con-
tain delays but functions cannot.

Tasks can have input, output, and bidirectional ports, just like
modules. They can have local variables. They can also operate on
variables of the enabling module or task. When using ports, with
standard Verilog calls to the task must provide arguments in the
same order in which they are declared in the task. SystemVerilog
allows named port association.



Tasks 173

In early versions of Verilog, variable allocation for tasks and functions
was static. In simulation, space for each variable of the subroutine
was allocated when compiled. This meant that multiple, concurrent
calls to a task or function would lead to data corruption, as the same
physical memory locations would be referenced for the overlapping
subroutine reads and writes. To solve this problem, “automatic” tasks
and functions were added to the language. Automatic subroutines
use dynamic memory allocation, allowing concurrent calls to sub-
routines to reference discrete memory locations rather than overwrit-
ing the locations used by other calls to the same subroutine.

To be synthesizable, subroutines defined in packages must always
be automatic. Subroutines defined directly in a module do not
share this restriction.

An example of using a task as a clock generator is shown in
Figure 6.1. Using a repeat loop, the task will toggle the clock as
many times as indicated by the input variable TIMES. This task
is written in standard Verilog. SystemVerilog allows port declara-
tions following the task name, as is done with module declara-
tions. An example of that style is shown in Figure 6.5.

task TOGGLE;
input integer TIMES;
repeat (TIMES) begin

# (PERIOCD / 2) CLK = 1'b0;
# (PERIOD / 2) CLK = 1'bl;
end
endtask

M FIGURE 6.1 A task used to create a clock signal

Task TOGGLE references the variable CLK, which is not local
to the task. Operation of the task depends on the enabling module
having a CLK variable and having defined parameter PERIOD.

Tasks can be enabled in parallel with all other events in a module
or in series with other Verilog assignments and other subroutines.
This is illustrated in Figure 6.2, where there are two calls to task
TOGGLE, one of them commented out.
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module taskdemo;
parameter WIDTH = 4;
parameter PERICD = 10.0;
reg [WIDTH - 1 : 0] COUNT, DATA;
reg CLK, RST, LOAD;

always @ (posedge CLK or negedge RST) begin
if ('RST) COUNT <= 'DbO;
else begin
if (LCAD) COUNT <= DATA;
else COUNT <= COUNT + 1;
end
end

initial TOGGLE (12):; //Parallel execution

f/TCGE 2(12), //Serial execution
DATA = 4'ha;
RST = 1'bl; LOAD = 1'b0;

#PERIOD RST = 1'b0;
# (2*PERIOD) RST = 1'bl;
# (2*PERIOD) LOAD = 1'bl;
#PERICD LOAD = 1'b0;

end

task TOGGLE:;
input integer TIMES:
repeat (TIMES) begin
# (PERIOD / 2) CLK = 1'bO;
# (PERIOD / 2) CLK = 1'bl;
end
endtask
endmodule

M FIGURE 6.2 (alling task TOGGLE in series and in parallel
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Simulation of parallel execution of the task is shown in Figure 6.3.
It works as intended, generating 12 clock cycles, which are used
to increment, load, and increment again a counter.

M FIGURE 6.3 Simulation of parallel call to task TOGGLE

In Figure 6.4, a simulation of serial execution of the task is shown.
Again, the task causes a clock signal to be generated, but this time
the counter does not count. In this setup, task TOGGLE is en-
abled, but it blocks execution of all other signal assignments in its
block until it returns, which is after it has generated all 12 clock
pulses. Only after the clock stops do other signal assignments,
including reset, take place.

{0000

M FIGURE 6.4 Simulation of a serial call to task TOGGLE

In Figure 6.5, task TOGGLE is modified to have a local variable
CLK, which is then set to be the output of the task.

task TOGGLE

input integer TIMES:;
output reg CLK:
repeat (TIMES) begin
# (PERICD / 2) CLK = 1'b0;
# (PERICD / 2) CLK = 1'bl;
end
endtask

M FIGURE 6.5 Task with a local variable
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Figure 6.6 shows module taskdemo modified to use the new task.
Instead of just passing it the number of times it should cycle the
clock, it also has an output port for the local clock. When there

module taskdemo;
parameter WIDIH = 4;
parameter PERIOD = 10.0;
reg [WIDIH - 1 : 0] COUNT, DATA:;

reg CLK, RST, LOAD:;

always @ (posedge CLK or negedge RST) begin
if ('RST) COUNT <= 'bO:
else begin
if (LOAD) COUNT <= DATA:;
else COUNT <= COUNT + 1;
end
end

//Task now has both an input and an output
initial TOGGLE (12, CLK):; //Parallel execution

initial begin
//TOGGLE (12); //Serial execution
DATA = 4'ha;
RST = 1'bl; LOAD = 1'b0;
#PERIOD RST = 1'b0:
# (2*PERIOD) RST = 1'bl:;
# (2*PERICD) LOAD = 1'bl;
#PERIOD LOAD = 1'bO;
end

task TOGGLE; //Operates on local variable CLK
input integer TIMES:
output reg CLK;
repeat (TIMES) begin
# (PERIOD / 2) CLK = 1'bO;
# (PERIOD / 2) CLK = 1'b1;
end
endtask

endmodule

M FIGURE 6.6 (all to task TOGGLE with a local variable
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was no local CLK variable, the task operated on the module CLK.
Now that there is a local one, that one will be used.

Simulation of the new system is shown in Figure 6.7. It does not
work as intended. The problem is that the local task variable CLK
is independent of the module variable CLK. The two are not as-
sociated. The task clock toggles as instructed, but the clock that is
connected to the counter is never driven at all and stays unknown.
Because the task is called in parallel to the other signal assign-
ments, the reset signal does work as intended, setting the counter
to all zeroes. It never moves beyond that, as it is never clocked.

M FIGURE 6.7 Task local variable CLK is not associated with module variable CLK

Simulation of the new task in series yields the waveform of Fig-
ure 6.8. Once again, the task clock toggles 12 times, but this time
it prevents the other signals from being assigned until the task is
through. Only then does the reset take place.

M FIGURE 6.8 Simulation of serial call to task TOGGLE with local variable CLK

The code with the local variable CLK can be made to work by
replacing the reference to the module clock with a hierarchical
reference to the task clock, as shown in the line of code below.

always_ff @(posedge TOGGLE.CLK, negedge RST)

While internally consistent, it offers no improvement over the
first version, where the task does not have a local clock variable.
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Task TOGGLE could be used as part of a test procedure, but
it would not produce any hardware if synthesized. The delays
would be ignored in synthesis, rendering the whole task meaning-
less from a hardware perspective.

Tasks can contain both explicit and implicit delays, but they must
have some specified means of terminating. The implication of this
is that no task may contain an always or initial block. In the ex-
ample of Figure 6.9, there are explicit delays (wait for one and
three time units) and an implicit delay (wait for the rising edge of
CLK). Changing

@(posedge CLK)
to
always @(posedge CLK)

would be illegal and the task would not compile, as adding
“always” turns the implicit delay into a never-ending functional
block, and tasks must have a way of ending, even if the end can
be delayed forever by waiting for an event that never happens.

@(UNOBTANIUM) //unobtainium may never happen, but if it does, the task will end

i

logic POSITIVE, NEGATIV
logic [15:0] DATABUS:;

task automatic PARITY([15:0
@ (posedge CLK)

[ ]
St

DBUS, output POSP, NEGP):

w

#1 POSP = ~DBUS; //output positive parity
$#3 NEGP = ~~DBUS; //output negative parity
endcask

always @ (DATABUS)
PARITY (DATABUS, POSITIVE, NEGATIVE):

W FIGURE 6.9 Delays in a task

Simulation of the code shown in Figure 6.9 illustrates a difference
between enabling a task and instantiating a module. Both parity
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bits in the enabling module will be set four time units after the
rising edge of the clock. This is because the task does not return
values as they are set in the task. Values are returned after the task
ends, which takes (1 + 3) time units.

Synthesizers ignore explicit delays, so whatever values are in-
cluded in whatever order have no impact on the resulting circuit.
The task of Figure 6.9 would not be synthesizable with current
tools, which do not allow event control statements in tasks, but it
can be compiled and simulated.

A sequential circuit using a task can be synthesized by moving the
edge control statement to the module, as shown in Figure 6.10.
The task itself only represents combinational circuitry.

logic POSITIVE, NEGATIVE:
logic [15:0] DATABUS:

task automatic PARITY([15:0] DBUS, output POSP, NEGP):
#1 POSP = ~DBUS:; //output positive parity
#3 NEGP = ~~DBUS; //output negative parity
endtask

always ff @ (posedge CLK)
PARITY (DATABUS, POSITIVE, NEGATIVE):

M FIGURE 6.10 Synthesizable sequential circuit with a task

Tasks may be synthesizable but they find more use in test fixtures
than in circuit descriptions. A typical usage would be to apply
a sequence of values that includes control and data signals to a
device under test.

An example of offloading a repetitive sequence of assignments
to a task is shown in Figure 6.11. In that example, a handshaking
protocol is implemented in a task. Using the task, long sequences
of tests can be implemented by calling the task with new values
for the address and data buses, eliminating the need to include
code for the handshake protocol with every new test value. The
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task uses wait statements, which are not synthesizable, to sus-
pend operation until the indicated signals are set to logic one. The
same effect could be accomplished with more @ statements. In
this example, internally generated signals are set synchronously
with the clock, but response to the external signals READY and
ACK is asynchronous. Since this is part of a test program and not
circuit design, the normal protocols for synchronous design are
irrelevant.

task handshake():
wait (READY):
@ (posedge CLK)
VALID = 1'bl;
DATA = RAWDATA:;
ADDRESS = RAWADDR:
wait (ACK):;
@ (posedge CLKX) VALID = 1'b0;
endtask

M FIGURE 6.11 Using a task to execute repetitive series of commands

With SystemVerilog, the need to enclose a series of commands
with “begin...end” was dropped for subroutines. The beginning
and end are implicit, and evaluation of the statements will be se-
quential. Nonsynthesizable tasks can use “fork...join” to force
parallel evaluation. SystemVerilog also has task ports default to
input in the absence of an explicit declaration and has ports take
the same type as the last declaration of direction and size.

In the SystemVerilog example of Figure 6.10, DBUS will default
to input and both POSP and NEGP will be single-bit outputs. If
the two signal assignments were in a module, they would need
to be surrounded by a begin and end statement, but those can be
left out in a SystemVerilog task. The task is automatic, which
allows it to be imported from a package. Since the task does not
contain any delays, static memory allocation will work as well as
dynamic for simulation, so the original reason for making tasks
automatic does not come into play in this case.
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SystemVerilog has added ‘“return” statements to subroutines.
When a return statement is encountered, the routine will end. This
is another new feature unlikely to be useful in circuit design but
commonly found in verification suites. A task using returns in an
error checker is shown in Figure 6.12. This sort of technique is
often used to reduce the time spent on useless simulation after an
error has been detected. In the task shown, both buses are inputs
and FLAG is a module variable, so it does not need to be declared
in the task. The task has no outputs other than display statements.

task look for X([31:0) DATA_BUS, [23:0) ADDR_BUS):
if (DATA BUS === 'bZ) begin
$§display("Data Bus is high impedance”™);
return;
end
else if (DATA_SUS === 'pbX) begin
$display("Data Bus is unknown"):;
return;
end
else begin
case (ADDR_BUS)
O0: if (DATA BUS != 32'h0) FLAG = 1'bl;
//rest of test cases go here
endcase
end
endtask

M FIGURE 6.12 Task with return statements

FUNCTIONS

The biggest single difference between tasks and functions is that
functions cannot contain delays of any type. They all must run in
zero simulation time. This restriction means that in circuit design,
functions can only be used to infer combinational circuitry, al-
though of course circuitry synthesized from a function will incur
normal gate delays.

A consequence of this rule is that functions can only use the
blocking assignment operator. This restriction is sensible, as the
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reason for the existence of the nonblocking assignment operator
is to ensure correct operation of sequential circuit descriptions.

Because tasks do not share this restriction, functions cannot en-
able tasks, although tasks can call functions. Both tasks and func-
tions can be called from modules, although neither tasks nor func-
tions can instantiate modules or primitive operators.

Functions in standard Verilog were required to return exactly one
value. SystemVerilog adds the option to have multiple outputs
from a function. The single-value restriction was never a seri-
ous limitation, since the concatenation operator could be used to
string together as many operands as needed for the return value
of a function.

SystemVerilog also adds void functions, which do not return any
value. Examples of void functions for use in both verification and
circuit design are included in this section.

The positive- and negative-parity generator of Figure 6.10 is im-
plemented as a function in the code of Figure 6.13. In this code,
the two parity variables are concatenated together to form the re-
turn value of the function, which is then assigned to two concat-
enated variables in the calling module. The size of a function is
the number of return bits, which in this case is two. In the absence
of any range, a function will return a single bit. The range may be

module pargen (input [15:0) DATA, output logic POSP, NEGP):

function automatic [1:0]
input [15:0] BUS:
logic P, N:

P = ~BUS;

N = ~*BUS;

calcparity = {P, N}
endfunction

always_comb {POSP, NEGP} = calcparity (DATA):
endmodule

M FIGURE 6.13 A function returning two one-bit values concatenated together
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implicitly set by specifying a multibit variable type, such as byte
or integer. An example of this is shown in Figure 6.14, where the
function returns a 1-byte value, which is a reordered version of
the data input byte. It is the size declaration alone of the function
that determines how many bits are returned.

function byte scramble;
input byte DIN;

for (int I = 0; I < 87 I++)
if (T & 2)
scramble[I] = DIN[I/2]:
else
scramble[I] = DIN[I/2 + 4]:

endfunction

M FIGURE 6.14 A function returning an eight-bit value

With SystemVerilog, functions also gained the capacity to have
outputs and bidirectional ports. The parity generator function is
reworked in Figure 6.15 to use outputs rather than to assign the
generated values to the function. Because the function does not
return a value, it is declared to be type void. Void functions are
commonly used in verification to initiate processes, but function
calcp? is synthesizable and could be used in a circuit design. As
is the case with instantiated modules, the formal arguments in the
call to the function may be different from the names used in the
function itself. In Figure 6.15, module signals DATA, POS, and
NEG are mapped to function ports BUS, P, and N, respectively.

function automatic void calcp2 (input [15:0]) BUS, output logic P, N):;
P = ~BUS;
N = ~*BUS;

endfunction

logic POS, NEG:
logic [15:0) DATA:
always comb calcp2 (DATA, POS, NEG):

M FIGURE 6.15 A function with outputs and a call to that function
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A standard Verilog function must have at least one formal ar-
gument, but SystemVerilog has eliminated that requirement. A
function that has no arguments, no inputs, no outputs, and re-
turns no values could not only be legal, but often finds a place
in verification suites. An example of such a function is shown
in Figure 6.16, where void function JUSTDISPLAY is called by
module JDF to display an error message when two values in the
calling module do not match.

function void JUSTDISPLAY:;
$display ("ERROR: Unexpected Output Value"):
endfuncction

w

-
(=]
e

always @(A, B)
if (A !'= B) JUSTDISPLAY:;
endmodule

B FIGURE 6.16 A void function having no arguments or return value

A slight modification of the void function is presented in Figure 6.17.
In that code, the function does have two formal arguments, integer
inputs A and B. In function ERRORCHECK, use of formal argu-
ments allows the function to present a more meaningful message
and offloads the logic of checking the variables to the function.

function void ERRORCHECK (input integer A, B):;
if (A !'= B) §display("ERRCR: at time %d A = %b, B = %b", $time, A, B):
endfunction

M FIGURE 6.17 A void function with arguments but no outputs or return value
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Because a task can call a function but a function cannot enable a
task, putting reusable code that does not return any value into a
void function is generally preferable to putting it in a task. This
allows future users to call the function from another function if
that proves to be convenient, whereas putting the code in a task
would make that impossible.

Like tasks, SystemVerilog functions too can have return state-
ments. Their use can speed up simulation but is unlikely to pro-
vide any benefit for synthesized hardware. An example of using
return statements to terminate a function early is shown in
Figure 6.18. The function in this example returns the factorial of
an input value. To accomplish this, the function recursively calls
itself. Recursion is an inherently nonsynthesizable construct, as
the number of iterations is data dependent. This function will
not work for all values even in simulation, as the longest Verilog
variable type, the 64-bit longint, is nowhere near long enough to
hold the factorial of the largest possible input value.

module returndemo (input byte DATA IN, output longint ANSWER):

unction automatic longint factorial (input byte DATA IN):
if (DATA_IN < 2) return 1;

else if (DATA IN == 2) return 2;

else factorial = DATA_IN " (factcrial(DATA;IN - 1))
endfunction

always comb ANSWER = factorial (DATA IN):
endmodule

M FIGURE 6.18 A function with return statements

Functions have an advantage over tasks in that they can be called
within other Verilog expressions. In the following example, a
parity function is called and the result used all in a single line.
Because the parity function is so simple, there is not really any
benefit in using a function, but the same technique can be applied
to functions of any level of complexity. Use of the nonblocking
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assignment operator implies that this code is to be included in a
clocked block. While functions cannot use the nonblocking as-
signment operator, nothing precludes functions from being called
from a line in which that operator is used.

if (parity(DBUS[15:0]) != DBUS[16]) PFLG <= 1'b1;
else PFLG <= 1'b0;

PARAMETERS IN SUBROUTINES

As is the case with packages, parameters declared in subroutines
act like localparams. There is no mechanism for overriding their
initial values. This does not mean, however, that subroutines are
forever stuck with fixed values. Just as an undeclared variable in a
subroutine will operate on a module variable, module parameters
can be referenced in tasks and functions. The solution to mak-
ing scalable subroutines is to simply depend on parameters in the
calling or enabling module.

In Figure 6.19, a function is called with code that looks like a
parameter override. However, it is actually a delay. If the default
value of 32 is overridden for module paramfunc, the new value
will be used in calc_parity, too. When simulated, parity will be

parameter WIDTH
input [WIDTH - 1

-

output reg PARITY;

//%8 i -
/%8 is a delay, not a p

/ a
always @ (DATA) PARITY = #

function ca tys //Uses module p
input reg[WIDIH - 1 : 0) DATA: //Wi
calc_paricy = “DATA;

endfunction

endmodule

M FIGURE 6.19 Function using a parameter from the calling module
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returned only after a delay of eight time units, but it will be calcu-
lated over the entire 32-bit data bus.

In the defective code of Figure 6.20, the function parameter will
not be overridden. Instead of calculating parity over the entire
data bus, it will be calculated only over the eight least significant
bits and that only after a delay of 32 time units. There will be no
indication that the returned parity bit covers only one quarter of
the intended target.

module paramfunc2 (DATA, PARITY):
parameter WIDTIH = 32;
input [WIDIH - 1 : 0] DATA;
output reg PARITY:;

always @(DATA) PARITY = #(32) calc_parity(DATA):

; T 3 3 - . F W7 TH =23 11 - )’ Ty - <~ 3
//Local declaration of WIDIH will not be over-ridden

function 3 H
parameter WIDTH = 8;
input reg[WIDTH - 1 : 0] DATA:; Now WIDTIH is 8
calc parity = “DATA; //Parity calculated only over 8 bits

endfunction

endmodule
1

M FIGURE 6.20 Defective use of a parameter in a function

An alternative to using the module parameters is to create a scal-
able virtual class in SystemVerilog, then defining the class in the
$unit declaration space, a fraught exercise that will not be cov-
ered further.

MANAGING SUBROUTINES

To keep files down to a manageable size, subroutines may be put
into separate files, but then they must be included or imported.
Importing subroutines from packages may seem like the most
elegant solution, but it is not always practical. This is because
a package containing subroutines that have dependencies on
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module parameters will not compile. An example of this is shown
in Figures 6.21 and 6.22. The package (Figure 6.21) will not com-
pile because the referenced parameters and variables are unde-
fined before the module is compiled. The module (Figure 6.22)
will not compile because it can’t find the package, which fails to
compile because the variables and parameters from the module
are undefined. Stalemate.

package parpackage;

//depends on module definitions: will not compile
unction automatic void parity(input [SIZE - 1 : 0] DATA,
output logic P, N):
P = “DATA;

N = ~~DATA;
endfunction

endpackage
M FIGURE 6.21 Package with a parameter. Will not compile
/*This does not work as written. It can easily be modified to
use include, which will then work.¥*,
module include or import #(SIZE = 8) (input [SIZE - 1 : 0] DATA,
output logic POS, NEG):

import parpackage::*;
always comb parity(DATA, POS, NEG):
endmodule

M FIGURE 6.22 Module will fail to compile when it fails to find the package

There is a partial workaround using SystemVerilog references,
but, as will be shown shortly, that too has a limitation.

Fortunately, there is also an easy workaround. The subroutines
can still be offloaded into a separate file and then included. In
standard Verilog, the syntax requires using the “include directive”
and enclosing the filename (and path, if the file is not in the cur-
rent working directory) in quotation marks, but the example
shown in Figure 6.23 works as written in SystemVerilog. This



Managing subroutines 189

module include or import #(SIZE = 8) (input [SIZE - 1 : 0] DATA,
output logic POCS, NEG):
//include, don't import, when subroutine has dependencies

include parpackage.sv;
always _comb parity(.D(DATA), .P(POS), .N(NEG)):

endmodule
//contents of file parpackage.sv: keywords package & endpackage removed,
//making it no longer a package
function automatic void parity(input [SIZE - 1 : 0] D, output logic P, N):
P = "D;
N = ~*D;

endfunction

M FIGURE 6.23 Included a subroutine from a different file

example also uses named port association for the function, which
is legal in SystemVerilog but not in standard Verilog.

SystemVerilog has added references, which allow subroutines in
packages to use module variables. References are used in the code
of Figure 6.24 to allow imported subroutines to do this. In that
code, the TOGGLE task from Figure 6.1 has been modified to
work in a package that can be imported from a separate file. By
using references, the task can use module variables.

The task of Figure 6.24 works as intended, toggling the module
clock as many times as the input variable TIMES says to toggle it.
The rate at which it toggles required a bit of trickery: the period is
a parameter, but parameters cannot be referenced. To finesse this
limitation, an integer variable was created, assigned the value of
the parameter, and then referenced in the package.

This points out the limitation of using references. They work with
variables but not parameters. The second subroutine of the pack-
age would be more useful if it were scalable rather than hard coded
to eight bits. Since setting the size of scalable variables is the
primary usage of parameters in synthesizable code, this limitation
does reduce the utility of offloading subroutines to packages in
separate files.
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module import_subs (output logic P, N):
parameter SIZE = §;
parameter PERIOD = 10;
//convert parameter PERICD to a variable so it can be referenced
int PER = PERIOD;
reg CLK:;
logic [SIZE - 1 : 0] DATA;
import subs::*;
initial TOGGLE (CLK, PER, 12):
always ff @(posedge CLK) par(DATA, P, N):
initial begin
DATA = 0O;
#PERICD DATA
#PERIOD DATA
#PERIOD DATA
#PERICD DATA
#PERIOD DATA
end
endmodule

n
oW N e

I
n

package subs;
task automatic TOGGLE (ref CLK, ref int PER, input integer TIMES):
repeat (TIMES) begin
#(PER / 2) CLK = 1'b0:
#(PER / 2) CLK = 1'b1;

end
endtask
//SIZE parameter cannot be referenced: a value is hard coded
//in the function, limiting its utility. A wvariable cannot be
//used to set the size of another variable, so the workaround
//used in task TOGGLE will not work here.
function automatic wvoid par(ref [7:0] DATA, output logic P, N):
P = ~“DATA;
N = ~“DATA;
endfunction
endpackage

B FIGURE 6.24 Using references in packaged subroutines
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Since this example uses initial blocks, one of which is used to
create a clock signal, it would not be synthesizable. The clock
generator task would itself be meaningless for synthesis, although
the parity generator function could be used in a circuit design.

INTERFACES

SystemVerilog interfaces are a construct for grouping together
related signals. An interface is a design entity like a module,
although with its own rules and protocols. Like modules, as many
instances of an interface can be created as needed. Interfaces
can not only be scaled with parameters, but through the use of
“modports,” they can also be customized for different locations
in a design hierarchy.

Grouping-related signals together form a new hierarchical entity
sounds a lot like structures, which were introduced in Chapter 3.
There is indeed some overlap between what can be done with
interfaces and structures, but interfaces, as their name implies,
are intended to encapsulate the connections and communications
between modules. While structures can be used for that to a lim-
ited extent, interfaces allow port direction to be taken into ac-
count and can include logical constructs, which are capabilities
that structures lack.

Interfaces are hierarchical entities that can contain instances of
other interfaces, parameters, variables, constants, processes, sub-
routines, and continuous assignments. They cannot contain in-
stances of modules or primitive operators.

In Figure 6.25, the flipflop-based register file design from Fig-
ure 3.17 is modified to use an interface. First an interface is cre-
ated. It may be in a separate file that is compiled with the other
design files. Then the interface is instantiated in the port list of the
module. In the example, the name of the interface is BUS and it is
given the instance name of ADBUS, for Address/Data bus, when
instantiated. Interfaces still must follow the rule for multiply driv-
en signals, so the data bus is declared to be a wire, which is a net
type. When referencing interface signals, hierarchical names must
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interface s //interface and endinterface are SV keywords
logic [7:0] ADDR:
wire [7:0) DATA; //bidirectional signal must be a net type

logic OE, WS:
ndinterface

module REGFILE (BUS ADBUS):; //ADBUS is an instance of interface BUS
reg [7:0])] MEM [0:255):;
reg [7:0] DATA_REG;
assign ADBUS.DATA = ADBUS.CE ? DATA REG : £'bz;

always comb
DATA REG = MEM[ADBUS.ADDR]:;

always ff @ (posedge ADBUS.WS) MEM[ADBUS.ADDR) <= ADBUS.DATA:
endmodule

M FIGURE 6.25 Register file with an interface

be used, as is done in the example with signals ADBUS.DATA,
etc. Leaving out the instance name of the interface would be an
error, as the module does not have local copies of the bus signals.

Like modules, interfaces can benefit from being scalable. Rather
than hard coding the widths of the address and data buses, pa-
rameters may be used. The example of Figure 6.25 is reworked
in Figure 6.26 to use parameters in both the module and inter-
face. Although the interface is instantiated in the module port list,
the parameters in the module do not push down to change the
values of those in the interface. Both interface and module need
to be instantiated in a top-level design to have one place where
all parameters may be changed for the hierarchy. This is done
in Figure 6.26 via the addition of module TOP, where both the
interface and module are instantiated. In that example, the width
of four and depth of six will be pushed down to both the interface
and the register file. It would be possible to instantiate TOP in
a still higher-level design and push new parameter values down
from there throughout the hierarchy. Since the default values for
the parameters in the interface and register file differ, changing at
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interface # (parameter WIDIH = 8, DEPTH = 8):
logic [DEPTH - 1:0) ADDR:
wire [WIDTH - 1:0] DATA;

logic OE, WS;
endinterface

module PREGFILE (PBUS ADBUS)

parameter WIDIH = 16;

parameter DEPTH = 16;

reg [WIDIH - 1 : 0] MEM ([0:2**DEPTIE - 1]:
reg [WIDITH - 1 : 0] DATA REG:

assign ADBUS.DATA = ADBUS.OE ? DATA REG : 'bz;
always_comb DATA REG = MEM[ADBUS.ADDR]:

always ff @ (posedge ADBUS.WS) MEM[ADBUS.ADDR] <= ADBUS.DATA:
endmodule

module TOP(input [7:0] ADDR, inout [5:0] DATA, input OE, WS):
parameter WD = 4, DP = 6;
PBUS #(.WIDTH(WD), .DEPTH(DP)) ADBUS(.*):
PREGFILE #(.WIDTH(WD), .DEPTH(DP)) MEM (ADBUS):;

endmodule

B FIGURE 6.26 Scalable register file and interface in a top-level design module

least one of them from above will likely be necessary for proper
circuit functioning.

It might seem logical to just eliminate the parameters from the
interface and have the interface automatically use the parameters
from the instantiating module, PREGFILE in Figure 6.21. This
approach works with subroutines. However, it does not work with
interfaces. As in modules, parameters must be declared in the en-
tity in which they are referenced.

Another unsuccessful idea to avoid use of a top-level module
would be to use the defparam command in module PREGFILE
to change the parameter values of instance ADBUS. This too is
currently unsupported and attempts to use it crash both simulators
and synthesizers.
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In the examples shown, use of interfaces does not offer
any obvious advantages. The interface must be created and
instantiated. It is another file to be maintained. It forces use of
hierarchical names where none were needed before. It compli-
cates the use of parameters. Instantiated once, an interface is
additional work without gain. The power of interfaces comes
from reuse.

A generic computer architecture is shown in Figure 6.27. Six
functional units are connected together via a common bus. By
instantiating one interface in each functional unit rather than
replicating each signal individually six times, not only is the
coding of each module simplified, but design maintenance and
reuse capability are also enhanced. A change to the interface
need be made only in the interface, not in every module that
instantiates it.

Floating
Cache Point 5 |/t0 Timer
Unit ystem
Main Bus
CPU Comm.

M FIGURE 6.27 Generic computer architecture with a common bus

Since each of the blocks is also likely to be a hierarchical design,
the interface may be instantiated dozens of times. Big designs can
have hundreds of ports, with the port list running on for pages.
Such a structure offers many opportunities for errors to creep in.
Instantiating one interface cleans up the design, makes it easier to
understand and maintain, reducing the probability of errors. The
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bigger and more complex the design, the more benefit there is to
be derived from the use of interfaces.

INTERFACE MODPORTS

When an interface is instantiated in multiple modules, there are
likely to be some differences in how individual signals of the in-
terface are needed in the various modules. Signals that are inputs
to one will be outputs from another and vice versa. Also, some
signals will be generated by the modules while others, such as a
primary clock, will be sourced from the outside world.

In order for a synthesizer to be able to create the appropriate driv-
ers for the signals of an interface, circuit description code must
include additional information on direction. These data are speci-
fied in “modports.” Simulation of interfaces in behavioral code
without modports may indicate correct functioning, but that is not
circuit design. A synthesizable circuit description needs modport
direction data.

Adding modports to an interface represents something of a com-
promise from the ideal of interfaces, which is to have one com-
mon structure that need only be instantiated in each device. With
modports, there still may only be one interface, but it will have
different subtypes, complicating the interface and its mainte-
nance. Nevertheless, use of interfaces is highly recommended, as
their benefits still outweigh the additional complication of adding
modports.

In Figure 6.28, the register file interface has been modified to in-
clude two modports, one for the register file itself and one for the
processing unit that will source the address bus, output enable,
and write strobe. The register file then must instantiate not the
interface itself, but a modport of the interface. With signal direc-
tions specified in the modports, synthesizers will be able to infer
the correct drivers for both the bidirectional data bus and the uni-
directional signals driven by the processor.

The modports of Figure 6.28 are fine for a situation where all sig-
nals are internal to the device being designed, but frequently an
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interface # (parameter WIDIH = 8, DEPTH = B);
logic [DEPTIH - 1:0] ADDR:
wire [WIDTH - 1:0] DATA;

logic OE, WS:;
modport MEMSIDE (input ADDR, OCE, WS, inout DATA):
modport PROCSIDE (output ADDR, OE, WS, inout DATA):
ndinterface
module PREGFILE modport (PBUS_modport.MEMSIDE ADBUS):
parameter WIDIH = 16;
parameter DEPTH = 16;
reg [WIDTH - 1 : 0] MEM [0:2**DEPTH - 1]:
reg [WIDTH - 1 : 0] DATA_ REG;

assign ADBUS.DATA = ADBUS.OE ? DATA REG : 'bz;
always_comb DATA REG = MEM[ADBUS.ADDR]:

always_ff @(posedge ADBUS.WS) MEM[ADBUS.ADDR] <= ADBUS.DATA:
endmodule

M FIGURE 6.28 Register file with an interface using modports

interface will also have primary input signals. In the example of
Figure 6.29, the interface has externally sourced clock and reset
signals as well as internal logic signals. In this example, clock
and reset primary inputs go to all modules, the bus master sources

interface (input CLK, RST):;
wire [7:0] DATA;
logic [3:0] STIATIE:;
logic ENABLE, READ, WRITE;
modport MASTER (input CLK, RST, output STATE, ENABLE, READ,
WRITE, inout DATA):;
modport SLAVE (input CLK, RST, STATE, ENABLE, READ, WRITE,
inout DATA):
ndinterface : CLOCKEDBUS

M FIGURE 6.29 Interface with primary inputs
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internal signals STATE, ENABLE, READ, and WRITE and there
is a bidirectional data bus that both master and slave can drive. All
these signals are encapsulated in the interface.

Simulators have no concept as to which files are circuit design
and which are for verification purposes only, so a hierarchy with
clock and reset sourced from a test program and declared simply
as signals in an interface may simulate correctly. However, for
synthesis it will be necessary to make clock and reset signal in-
puts to the interface.

The interface CLOCKEDBUS shown in Figure 6.29 ends with
an optional repetition of the interface name preceded by a co-
lon. While seemingly redundant, use of this feature helps readers
navigate designs as they get more complicated.

Although instantiations of modules and primitives are forbid-
den in interfaces, nearly anything else goes, including functional
blocks. This can prove to be useful, for example, in a situation
where a sequential handshake protocol would otherwise need to
be replicated in each module that uses the interface.

In the example of Figure 6.30, there is an interface that includes
logic for a handshake protocol. One side sources a VALID signal
and the other a READY. When instantiated, each modport will
include only the flipflop that it drives. In this example, no code
is included to drive the bidirectional data bus. Designs DRIVER
and RECEIVER contain no logic beyond that contained in their
interface modport. This simplification was done to emphasize
the procedures for instantiating the modports with their logic.
If the code were to be synthesized, everything related to the
DATA port would be optimized out, as it has no drivers.

To be useful, designs DRIVER and RECEIVER would have to
include code beyond that included in interface HANDSHAKE _
INT. To prevent the synthesizer from optimizing out all the logic,
signals VALID and READY were made into primary outputs and
are thus in the interface’s port list. In a real system, they likely
would be internal signals only.
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interface (input CLK, RST, output logic VALID, READY):;
wire [7:0] DATA:
modport SLAVE (input CLK, RST, READY, output VALID, inout DATA):
modport MASTER (input CLK, RST, VALID, output READY, inout DATA):;

always ff @ (posedge CLK, negedge RST)
if (!RST) VALID <= 1'b0O;
else
if (READY) VALID <= 1'bl;
else VALID <= 1'b0;

always_ ff @ (posedge CLK, negedge RST)
if (!RST) READY <= 1'bl;
else
if (VALID) READY <= 1'bO;
else if (READY) READY <= 1'bl:
else READY <= READY;
endinterface : HANDSHAKE INT

module DRIVER (HANDSHAKE INT.MASTER I):
endmodule : DRIVER

module RECEIVER (HANDSHAKE INT.SLAVE J):
endmodule : RECEIVER

module TOP(input CLK, RST, output VALID, READY):
HANDSHAKE INT H(CLK, RST, VALID, READY):
DRIVER D(H.MASTER):

endmodule : TOP

M FIGURE 6.30 Interface with behavioral code implementing handshake protocol

B SUMMARY

Tasks and functions are useful constructs for offloading com-
monly used and/or complex routines into reusable coding struc-
tures that can be maintained independently from the modules in
which they are used. These subroutine constructs are found more
often in test fixtures than in circuit description, but they are use-
ful in both. Judicious use of subroutines makes modules easier to
understand and maintain.



Summary 199

Because functions need to run in zero simulation time, they can
only be used to represent combinational circuitry. Tasks can have
inferred delays such as waiting for a clock edge, although they
cannot include functional blocks. When it comes to hardware
design, tasks too are generally restricted to representing combi-
national logic. From the restriction on timing statements in func-
tions, it follows that tasks can call functions but functions cannot
enable tasks.

Interfaces are a method of grouping together related signals and
protocols. As with subroutines, use of interfaces can simplify
modules. Instead of replicating commonly used signals and data
transfer protocol in multiple modules, a single interface can be
created and instantiated multiple times. Interfaces can be custom-
ized through the use of modports to allow one standard interface
to be configured for different environments.

Subroutines and interfaces are powerful tools for making circuit
descriptions shorter, more readable, and more reusable. Although
there is not any design that is impossible to do without them, their
use is highly encouraged in all professional environments.
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The previous chapters have covered the parts of Verilog and System-
Verilog that are useful for circuit design. Using them to create reliable
circuits, however, requires more expertise. Lack of understanding of
asynchronous interfaces is one of the most common sources of fail-
ures in digital circuits.

This chapter examines the theoretical basis for circuit failures due
to timing errors and supplies a set of solutions that can be applied
to different types of synchronizing challenges.

LATCH INSTABILITY

One of the primary reasons for unreliable operation in digital cir-
cuits is improper design of asynchronous interfaces. This section
will cover the various categories of asynchronous interfaces and
the techniques for making them as reliable as possible.
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While all circuits worth considering are clocked, not all events
and signals are synchronous with the clock. It is the arrival of an
asynchronous event at a clocked flipflop that causes most tran-
sient circuit malfunctions. There is no way to totally eliminate
any possibility of such events, but there are ways to minimize the
probability that they will cause systemic failures.

The root of all stability problems is the potential instability of an RS
latch when presented with illegal input conditions. For an RS latch
made from NAND gates, having both inputs equal to zero is the
illegal condition and for a NOR RS latch, it is having both inputs
equal to one. Not only are the outputs unpredictable for such input
conditions, but in the worst case they can cause oscillation, ulti-
mately leading to physical circuit failure, not just transient errors.

The two fundamental types of RS latches are shown in Figure 7.1.
Truth tables for their behavior are shown in Table 7.1. Variations

S NAND

n__ja Q
—

)
T

NOR
Q
NOR
Qb
S

M FIGURE 7.1 RS latches
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Table 7.1 RS latch functions

NAND Latch

R S Q Qb

0 0 Unstable Unstable
0 1 0 1

1 0 1 0

1 1 Hold State Hold State
NOR Latch

R S Q Qb

0 0 Hold State Hold State
0 1 1 0

1 0 0 1

1 1 Unstable Unstable

can have more inputs, but the problem of illegal input conditions
remains no matter how many inputs each gate has.

If the latches of Figure 7.1 are simulated, the problem is not ap-
parent. This demonstrates a limitation of digital simulation, not
the absence of problems. The issue is sequential evaluation of
parallel events. When the latches are simulated, first one gate out-
put is calculated and then the other. While there is no guaranteed
order of evaluation that one will be evaluated first and then the re-
sults of that evaluation applied to the second is a certainty. This is
not how the physical circuit would work, where both gates would
be transitioning simultaneously.

In a digital simulation of a NAND latch, application of the il-
legal input conditions of R = 0 and S = 0 results in both out-
puts set to logic one. While improper operation for supposedly
complementary outputs, the outputs are stable and the results
repeatable. There is no indication that circuit failure can result.
However, with physical, silicon gates, the two outputs will be
simultaneously stimulated and the transitioning outputs will be
inputs to the other gate. Possible results include oscillation and
having one or both outputs staying in an illegal, intermediate
level, neither logic one nor logic zero. Since such an intermedi-
ate level would also result in the gate transistors operating in the
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high power dissipation linear zone, both oscillation and indeter-
minate logic level can result in permanent physical damage to
the circuit, as well as the more likely result of transient incorrect
logical operation.

While a NAND or NOR gate without feedback will operate ac-
cording to its Boolean function regardless of the relationship be-
tween input signal arrival times, when feedback is added, as it is
in RS latches, timing matters. When both inputs simultaneously
transition to 00 for a NAND latch or 11 for a NOR latch, circuit
failure is a real possibility.

This potential for improper operation is the heart of all synchro-
nization problems.

FLIPFLOPS, LATCHES, AND VIOLATIONS

A gate-level model of a flipflop is shown in Figure 7.2. In that
model, it is apparent that flipflops can be little more than RS
latches connected in series, although there are many flipflop de-
signs in which the latches are not so clearly differentiated. Unlike
a standalone RS latch, where the only way to have simultaneously
switching inputs is to apply such inputs simultaneously to the R
and S inputs, in a flipflop there are several different paths from the
circuit inputs to the latches. Even if no two signals arrive at any
two primary inputs simultaneously, there may still be simultane-
ous arrivals at one of the latches.

If the flipflop of Figure 7.2 does need to be put into a known ini-
tial state at reset time, the input can be gated with a reset signal
as shown in Figure 7.3 [1]. Such an approach depends on hav-
ing both edges of the reset signal already synchronous with the
master clock, having the clock running when the reset arrives and
having the reset signal be active long enough that it can always
be synchronized with the clock. Since those conditions are often
not met, a synchronous reset may not be an option. A further dis-
advantage of such an approach is that there will need to be an ad-
ditional gate delay in all data paths going to flipflops that need to
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Clock
—_—

M FIGURE 7.2 Gate level D flipflop model

Data Input

AND

‘Synchronous Reset

B

M FIGURE 7.3 Synchronously resetting a flipflop with an active-low reset

be reset, possibly increasing both area and critical path. However,
flipflops with asynchronous reset inputs may be larger and slower
than those without, so there is not necessarily a performance pen-
alty for implementing a synchronous reset.
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SystemVerilog code inferring a flipflop with a synchronous reset
is shown below. The only difference between it and code for a
flipflop with an asynchronous reset is in the sensitivity list. A syn-
chronous reset flipflop has only the clock and not the reset there.

//Synchronous reset flipflop
always_ff @(posedge CLK)
if (IRST) Q <= 1'bO;
else Q <=D;

In Figure 7.4, the flipflop shown in Figure 7.2 was modified to add
an active-low asynchronous reset input. While assertion of this
signal will override whatever the clock and D inputs are doing,

Clock

Re get

W FIGURE 7.4 Gate level D flipflop with reset
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the diagram also shows that reset too is an input to internal RS
latches and that its arrival at those latches may be coincident with
that of the clock even if the two inputs do not transition simulta-
neously. This may be another source of timing problems.

In order to prevent unpredictable and damaging operation, each
flipflop will have operating parameters that specify the relation-
ships between arriving signals. The most common of these pa-
rameters are setup time, hold time, and recovery time, which are
shown in Figure 7.5. These operating parameters specify what re-
lationships must be maintained between signal arrival times. For
setup time, there will be some amount of time before the active
edge of the clock that the data input must be stable. Hold time is
the amount of time after the clock edge that the data input must
remain stable. Release time specifies how long there must be be-
tween deassertion of reset and the arrival of the active edge of the
clock. Violations of these operating parameters are the primary
causes of circuits malfunctioning.

Setup Time: ' '
up_ﬂi — Recovery Time ! !
D ; Reset :
Clock Clock
i :  Hold Time ' '
P — L —

W FIGURE 7.5 HFlipflop operating limitations

When a signal enters a sequential circuit asynchronously, avoid-
ing any violation of the operating limits can be impossible, but
steps can be taken to reduce the probability of damage to an in-
finitesimal figure. One common case is an asynchronous reset.
Registers in control blocks almost always need some mechanism
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for being put into a known initial state, and this is usually done
via a reset signal.

Behavioral code for a D flipflop with an asynchronous reset was
introduced in Figure 5.18 and is reproduced in Figure 7.6. If the
active-low reset is asserted, the proper behavior of the code and
any circuit synthesized from it is to set the output to logic zero,
regardless of clock status and regardless of whether the clock is
running or not. It should remain logic zero as long as reset is
asserted and resume clocked operation as soon as reset is deas-
serted. The desired behavior is shown in Figure 7.7, where the
output is set to zero following assertion of the reset signal. Both
clock and data inputs are don’t care. The Q output starts out as
unknown but goes to logic zero following the assertion of RST.
Both unknown and don’t care are shown as X values.

module flipflop(input CLK, RSTI, D, output logic Q)
always ff @ (posedge CLK, negedge RST)
if (!RST) Q <= 0;
else Q <= D;
endmodule

B FIGURE 7.6 Behavioral code for a D-type flipflop with asynchronous reset

RST
CLK< X
D < X

Q b4 N\

M FIGURE 7.7 Outputis set to logic zero following assertion of reset

In behavioral simulation, that is what will happen. In a physical
circuit, it may not.

The problem is that the reset does not stay active forever, al-
though if it did, the circuit would never do anything useful. At
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some point, reset is released and the flipflop starts operating
synchronously with the clock. If nothing is done to prevent it,
the release of reset can come at an arbitrary time in relation to
the clock phase, which may result in a circuit failure. This is
illustrated in Figure 7.8, where the rising edge of RST is coin-
cident with the rising edge of CLK. When this results in the two
edges arriving simultaneously at one of the RS latches in the
flipflop, a recovery violation occurs and damaging instability
may result. Instead of being put into a known state to start nor-
mal operation, the output is unknown and may not be a stable,
legal logic level at all.

RST

CLK
D |
Q X% i

B FIGURE 7.8 Recovery violation

Violation

ASYNCHRONOUS ASSERT, SYNCHRONOUS
DEASSERT

While reset must be capable of putting the registers into a known
state regardless of clock operation or any other concurrent cir-
cuit operation, to avoid a recovery violation it must be deasserted
synchronously with the clock. This seemingly contradictory set
of requirements is easily met by adding an asynchronous assert,
synchronous deassert (AASD) module between the asynchronous
reset input and the internal reset distribution network. Code for
the AASD system is shown in Figure 7.9, and simulation of the
operation of the AASD system is shown in Figure 7.10.

As soon as the reset signal is asserted, the module output is
also asserted. This is true despite the fact that the clock is not
operating, that it has not even been initialized. Assertion is thus
asynchronous. Eventually the clock does start up, but the AASD



210 CHAPTER7 Synchronization

module aasd(input CLEK, RST, output logic AASD_RST):
reg STAGEL;
always ff @ (posedge CLK, negedge RST)
if ('RST) begin
STAGE1 <= 1'b0;
AASD RST <= 1'b0;
end
else begin
STAGE1 <= 1'bl;
AASD RST <= STAGE1l:
end
endmodule

M FIGURE 7.9 AASD circuit description

M FIGURE7.10 AASD operation

output remains stable and low until after reset is released. Once
reset is released, the flipflops resume normal operation. On the
rising edge of the clock following the release, the internal flip-
flop STAGEI is set to logic one. On the next rising clock edge,
the logic one on STAGE1’s output is propagated to the AASD
output flipflop, which can then be distributed to the entire reset
network of the design. The release of reset will always lag the
clock, avoiding any possibility of a recovery violation at sub-
sequent flipflops. Thus, this module meets the desired standard
of AASD.

In the simulation shown in Figure 7.10, RST is released midway
between rising clock edges. Because it is asynchronous with re-
spect to the clock, it could come at any time, possibly leading to
arecovery violation in the AASD module. If that were to happen,
the output of flipflop STAGE1 could be unstable. This is where
the probabilistic nature of asynchronous design solutions comes
into effect.
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In theory, a recovery violation on STAGE]1 could propagate to the
AASD output flipflop, which could then propagate it to the rest of
the circuit. For that to happen the illegal output condition would
have to persist for a full-clock period and then the illegal output
on the second flipflop would also have to persist until it interferes
with operation at some other register in the circuit.

That is extraordinarily unlikely to happen because the probability
of an output remaining in an illegal state decays exponentially
with time. As will be shown mathematically later in this chapter,
the more flipflops that are strung together before the synchronized
reset is distributed, the lower the probability of an illegal condi-
tion persisting to the point where it causes any damage. Just two
flipflops are almost always enough.

Using an AASD module will solve the synchronization problem
for starting normal operation after a reset, but an external reset
input is far from the only asynchronous signal a digital design
will typically have to deal with. Embedded systems will have
asynchronous signals coming in from sensors, personal electron-
ics will have keyboards and other pushbutton inputs, networked
computers will have asynchronous communications links: All are
examples of data that will need to be synchronized before they
can be used.

SLOW-SPEED SINGLE-BIT CLOCKED
ASYNCHRONOUS INTERFACES

A more general case of an asynchronous input signal is illustrated
in Figure 7.11. In that figure, a signal generated in one system,
synchronous with its own clock, needs to be read into a system
with a different clock. Because there is no fixed phase relation-
ship between the two clocks, sometimes the signal will be read in
correctly and sometimes it will transition too close to an edge of
the receiving clock, resulting in a setup or hold violation and an
indeterminate signal value. There is a high probability that Data
2 will eventually resolve to either a logic one or a logic zero, but
there is no way to predict which value it will settle on.
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Data 1 ‘ Data 2
UD OQ DD DQ
Clock 1 > Clock 2 >

Clock 1

Data 1

uClock 2
X
PM i

W FIGURE 7.11 Setup or hold violation resulting in indeterminate output

In a situation where the input signal changes slowly in relation to
the clock, it may be good enough simply to ensure that unstable,
indeterminate signals are not propagated beyond the asynchro-
nous interface. In the example of Figure 7.12, a signal needs to be
read by a digital system, but the signal moves slowly. It stays in
each state for many clock cycles.

CLK

Asynchronous Input

W FIGURE 7.12 A slow signal being read by a clocked digital circuit

If the asynchronous signal is run through two flipflops before be-
ing used as a logic signal, just as was done with the AASD mod-
ule, the probability of an illegal state propagating to a place where
it will do any damage asymptotically approaches zero. Code for
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a synchronizer module and the hardware it would produce are
shown in Figure 7.13. DATA_IN is an asynchronous input and
DATA_OUT is synchronized with the clock. It will typically have
a vanishingly small, although still theoretically nonzero, prob-
ability of being anything other than a logic zero or logic one.

module synchronizer (input CLK, DATA_IN, output logic DATA OUT):
logic STAGE1l;
always ff begin @ (posedge CLK)
STAGE1l <= DATA IN;
DATA OUT <= STAGE1l:;
end -
endmodule

DATA_IN STAGE1 DATA_OUT

D

CLOCK

M FIGURE 7.13 (Code for a two-stage synchronizer and resulting circuit

HIGH-SPEED SINGLE-BIT CLOCKED ASYNCHRONOUS
INTERFACES

This simple synchronizer will be satisfactory for situations where
the input signal is slow relative to the clock because eventually
the new value will be recognized and any unstable, illegal states
will be confined to the synchronizer.

The need for a synchronizer between signals generated in differ-
ent systems is constant even if both are clocked at nominally the
same frequency.

The overwhelming majority of digital systems have a quartz crys-
tal providing a fundamental time base, although there are other op-
tions with more or less frequency precision. Regardless of which
oscillator technology is used and what the nominal frequency is,
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no two will operate at precisely the same frequency to an infinite
number of decimal places, yet that unobtainable situation would
be necessary for two systems to operate together without syn-
chronizers.

A crystal will typically have a tolerance of single-digit to tens
of parts per million (PPM), varying with temperature. For illus-
trative purposes, assume an overly optimistic situation with two
10 MHz crystals each operating with 1 PPM tolerance. Further
assume that one is fast by one PPM and the other slow by the
same amount, that is, one is operating at 10,000,010 Hz and the
other at 9,999,990 Hz.

With these operating parameters, the two systems would be out
of sync by 20 clock cycles after a single second of operation.
Exchanging data between the two would be utterly unreliable, as
sometimes there would be approximately a clock cycle between
data generation and reception and other times the two would
be simultaneous. The phase relationship between the two sides
would be continuously changing, an impossible situation for reli-
able operation. Even with two systems working at nominally the
same frequency to a precision unobtainable under most circum-
stances, data transfers require synchronization.

Fast and/or parallel data transfers require more complex solu-
tions, which also will be presented in this chapter, but a bit serial
slow interface can be made to work with nothing but a two-stage
synchronizer, as shown in Figure 7.13.

The question remains, however, why two flipflops will be satis-
factory. Why not one or three or something else entirely?

The phenomenon of a logic signal outputting an illegal, indeter-
minate value is called metastability. Using long-obsolescent tran-
sistor—transistor logic (TTL) values for an example, a legal TTL
logic zero input can range from zero to 0.8 V. A legal TTL logic
one input can range from 2.0 to 5 V. If an input is between 0.8
and 2.0V, it is neither a logic one nor a logic zero, but an illegal,
indeterminate state.
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To transition from one legal state to the other, a signal must mo-
mentarily pass through the illegal values. It is when a signal fails
to complete the transition, and it gets stuck somewhere in the
middle, that it enters into a metastable state. There is no theoreti-
cal limit as to how long a signal may stay there, although like a
ball balanced on a knife-edge, it usually does not stay long before
falling off to one of the legal logic levels.

The root cause of a signal getting into a metastable state is always
a violation of the operating parameters of a flipflop. In a synchro-
nous system, avoiding such violations is straightforward. As long
as the sum of the clock to Q time of the driving flipflop, the com-
binational and wiring delay between flipflops and the setup time
of the receiving flipflop are less than the period, there will not be
any violations. For the typical synchronous design as shown in
Figure 7.14, with a flipflop propagation delay (Clock to Q) of #.q,
combinational delay of fiogic and flipflop setup time of #, the total
path is

Path =1, +1, . +1

logic su

There is no metastability risk as long as the clock period is greater

than the path.
Sync. Input
Combinational —
Logic
CLK FF1 > FF2

M FIGURE 7.14 No risk of metastability in a synchronous system when path is less than period

When the input is asynchronous, there is an additional factor. If
the period is not long enough for a metastable output to resolve
to a legal logic level in addition to all the other path factors, the
metastable error will propagate. Figure 7.15 is identical to Fig-
ure 7.14 except that the input is now asynchronous. This system
will only work if the resolution time # is less than the period #,
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Async. Input
_ Combinational

Logic

FF1 FF2

CLK

B FIGURE 7.15 With an asynchronous input, metastability resolution time is added to the path

minus all the other path factors as defined in the path equation
above. The resolution inequality is shown below.

t

- tlogic o

1<t —1,

Because there is no fixed relationship between the asynchronous
signal’s arrival time and the clock, sometimes the new data will
be read in correctly and sometimes they will not be. There will
always be some risk in a system like this of metastability errors,
but as already noted, the probability of staying in a metastable
state long enough to cause a systematic failure decays exponen-
tially with time. The key to reliable asynchronous interface design
is reducing that probability to a minuscule and acceptable level.

In the resolution inequality, each element of the inequality is an
independent variable. Each can be adjusted to achieve a satisfac-
tory design. The only part that cannot be changed is that there is
an asynchronous input coming into a clocked design.

Just as a ball can theoretically stay balanced on a knife-edge forev-
er, the possibility of failure will never go to zero, but the circuit can
be changed to reduce the probability of damaging metastability.

The options are as follows:

1. Decrease the operating frequency. As #, goes up, so does the
time available for .

2. Eliminate combinational logic. Take fiogic Out of the equation
entirely.

3. Use different flipflops, ones operate faster and have greater
resistance to metastability.
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A flipflop risks outputting an illegal, metastable state when
one of its operating limitations is violated, as shown in Fig-
ure 7.5. Such violations are inevitable with an asynchronous
input. However, the illegal state will only cause a circuit mal-
function if it persists long enough to propagate elsewhere in
the circuit. If the metastable flipflop reverts to a legal state
before its signal is clocked in to the next flipflop, there will
be no failure.

While it is impossible to predict how long a flipflop will remain
in a metastable state for any individual occurrence, it is known
that the probability of a flipflop remaining in such a state decays
exponentially over time according to the resolution function
equation

f — e(—tr/’r)
r

where f; is the probability that the flipflop output will remain in
an illegal state, t; is the resolution time introduced in the resolu-
tion inequality above, and 7is a time constant, a parameter of a
specific flipflop.

Resolution time is not a flipflop parameter, although flipflop pa-
rameters are components of it. It is the amount of time available in
a specific circuit for the flipflop to resolve to a legal value without
propagating an error.

In Figure 7.16, t,1, the resolution time of the top path, is shorter
than #, the resolution time of the bottom path. The bottom path
has the entire period (minus the receiving flipflop’s setup time)
for the output of the driving flipflop to turn into a legal value,
whereas in the top path the flipflop output must be at a legal value
with enough time to spare to have it propagate through the com-
binational logic cloud and still arrive at the receiving flipflop, a
setup time before the clock edge.

The standard measurement for circuit reliability is “mean time
between failures,” or MTBF, which is the inverse of the failure
rate. For an asynchronous event entering a circuit as shown for
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M FIGURE 7.16 Resolution time as a function of circuit design

either path of Figure 7.16, the MTBF can be calculated from the
following equation:

e(tr/r)

tofeta

MTBF =

In the MTBF equation, resolution time is again the amount of
time available in a circuit for any metastability to resolve to a
legal logic level without causing any damage. Note that in the
resolution function equation, the exponent is negative, leading to
an asymptotic approach to zero as time approaches infinity. Con-
versely, in the MTBF equation, the time between failures grows
with resolution time: the more time available for the ball to fall off
the knife-edge, the longer the time between failures.

Both 7 and 7y are time constants of the flipflop, which may be
obtained from the semiconductor manufacturer or derived from
experimental data. f; is the clock frequency and f; is the rate at
which the asynchronous data are arriving. These are operating
conditions of the circuit, not semiconductor parameters.

In Figure 7.17, asynchronous data are read into a clocked system.
If the second flipflop outputs an illegal value, it can propagate
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Asynchronous
Data Input

Combinational Logic

DFF1 DFF2

Clock >

M FIGURE 7.17 MTBF demonstration circuit

throughout the system, resulting in a failure. Given flipflop and
circuit operational parameters, the MTBF can be calculated and a
decision made as to whether or not it is satisfactory.

Texas Instruments conducted some investigations into the perfor-
mance of their 7400ABT series components, deriving from ex-
perimental data and SPICE models values of 16.9 ps for 7y and
330 ps for 7 [2]. Using these characteristics, a circuit similar to
the one shown in Figure 7.17 was proposed. In their demonstra-
tion, the worst path through the combinational logic cloud was
set to 9 ns and the second flipflop had a setup time of 5 ns. The
flipflops were driven at 33 MHz, giving a resolution time (#,) of
16 ns. The data rate was set to 8 MHz.

All the necessary data were then available to calculate the failure

rate:
to=16.9 ps
7=0.33ns
t.=16ns
fe=33 MHz
fa=8 MHz

Applying the MTBF equation, it turned out that this circuit would,
on average, fail once every 2.55 X 10" s, or there would be about
eight billion years between failures. Even if tens of millions of
these circuits were to be produced, this is likely to be a satisfac-
tory standard of reliability.

Modest changes in operating conditions can have a dramatic im-
pact on reliability. Increasing the data rate to 12 MHz and the
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receiving clock frequency to 50 MHz, the resolution time goes
down to 6 ns (20 ns period — 9 ns combinational delay — 5 ns setup
time). With f; and f; changed to 50 and 12 MHz, respectively, the
MTBF drops to about 7766 s, or a bit over 2 h. Reliability went
down by 13 orders of magnitude for a 50% increase in operating
frequency.

To improve reliability, a second stage of synchronization before
distribution of the signal can be added. With another flipflop, the
previous MTBF would be multiplied by another factor of ¢!r'®.
The two-stage MTBF equation is shown below.

(rr1/7)
MTBF2 = ——x 2/

t()cd

Adding a second synchronizing flipflop with all other factors un-
changed from the circuit that fails every 2 h, the MTBF goes back
up by 19 orders of magnitude. The dramatic increase is due in
large part to the relatively long 15 ns #; of the second stage (20 ns
period — 5 ns setup time), which is facilitated by the absence of
any combinational logic in the path from the previous flipflop.
If that still produces an unsatisfactory period between failures,
more stages can be added, each one multiplying the reliability
by ',

A further improvement can be obtained by keeping all the com-
binational logic associated with the incoming asynchronous
signal in the clock domain of that signal. This architecture is
shown in Figure 7.18. By keeping all combinational logic out of
synchronizing paths, both stages of the synchronizer will have

Combinational Logic DFF1 DFF2 DFFa

Clock1 > Clock2 > Clock2 >

M FIGURE 7.18 Recommended asynchronous interface architecture
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resolution times that are as long as possible, resulting in the
most reliable asynchronous interfaces. This design style is al-
ways recommended.

Some semiconductor vendors have specialized metastable-
hardened synchronizer cells that may be instantiated in clock do-
main crossings. If such cells are available, their use is preferable
to using behavioral code to infer standard flipflops.

While the performance characteristics from the Texas Instruments
study are from logic families long out of date and clock speeds
have increased by around two orders of magnitude since those
parts were state of the art, the design solutions have not changed.
Even when operating near the practical speed limit for a logic
family, two stages of synchronization are almost always enough
for a single asynchronous interface.

So the answer to the question at the start of this section is that
two flipflops are used because one synchronizing flipflop often is
not enough and three are rarely necessary for adequately reliable
operation.

MULTIPLE HIGH-SPEED SINGLE-BIT CLOCKED
ASYNCHRONOUS INTERFACES

As the number of asynchronous interfaces in a design becomes
large, the MTBF on any given interface may need to be far longer
than would be necessary for any single-clock domain crossing,
resulting in the necessity of adding more flipflops to some or all
of the synchronizers.

Modern circuits may have many clock domains and even more
data paths crossing clock domains. The probability of a circuit
failure is the sum of all the individual probabilities of a failure
on any one crossing. If there are 1000 clock domain crossings
in a design, each one having the same MTBF, the overall MTBF
will be reduced by three orders of magnitude. Therefore, each
synchronizer may need to have more stages in order for the whole
design to have a satisfactory level of reliability. The failure rate
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of a circuit with n clock domain crossings is the reciprocal of the
sum of all the mean times between failures as shown in the equa-
tion below, where MTBFi is the MTBF for the ith clock domain
crossing.

I
Y MTBFi

ASYNCHRONOUS PARALLEL BUSES

A two-stage synchronizer can be added to an interface where only
a single data bit is of concern and it changes slowly. However, that
does not deal with all asynchronous interface challenges.

A multibit bus might also change slowly compared to the receiv-
ing clock. A two-stage synchronizer could then be added to each
bit, as shown in Figure 7.19.

Async. Bit 1 Synchronized Bit |

Async. Bit 2 Synchronized Bit 2
e o o

Asyne. Bitn Synchronized Bit n

M FIGURE 7.19 Synchronizing flipflops added to each bit of a bus will lead to data incoherence

Such a scheme would not work. Even if every bit were precisely
aligned upon arrival, already an impossible situation, there would
still be a difference between rise and fall times. Usually rise times
are slower than fall times. The problem this creates is illustrated
in Figure 7.20. When the transmit clock (XCLK) rises, outputs
start to change. The receive clock (RCLK) slightly lags XCLK in
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B FIGURE 7.20 Rise times are typically longer than fall times

this example, although as they are asynchronous, the phase rela-
tionship between the two will be constantly changing.

As illustrated in Figure 7.20, the receive clock is delayed just
enough from the transmit clock so that it reads all the falling bits
as having completed the transition from logic one to logic zero
and all the rising bits as still logic zeros. Thus, the word read will
be all zeros, regardless of the value of the transmitted word. The
received data word would be incoherent.

A modification of the two-stage synchronizer that will work
under some circumstances for parallel buses is shown in Fig-
ure 7.21 [3]. In that design, an enable signal is synchronized with
a two-stage synchronizer. Once that signal is synchronized with
the receiving side, it is used to allow asynchronous data to be
clocked in.

This scheme is limited to low data rates. If the clock on the send-
ing side ever exceeds the rate on the receiving side, even for a data
burst as small as two words, the system will fail. It also is subject
to errors if the incoming data changes during the enable period.
Since the synchronizer adds two clock cycles of latency to the en-
able signal that are not present on the data path, this arrangement
can only be used when data stability over the entire protocol can
be assured.
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M FIGURE 7.21 Multiplexor synchronization

FIFO

The more general solution for a design with an asynchronous bus
input is to use a FIFO, a First In, First Out queue.

A common occurrence in digital communications is to have a
burst of high-speed data that need to be processed over time. This
is illustrated in Figure 7.22, where the Clock 2 timing domain
sends a byte of data to Clock 1’s domain, where it can be pro-
cessed at a slower rate.

cooct | || L L L LJ LJ LJ |
Clock 2 I ||

M FIGURE 7.22 Data burst crossing clock domains
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A situation like this cannot be handled by the multiplexor syn-
chronizer illustrated in Figure 7.21. A FIFO is required.

A FIFO provides timing isolation between clock domains. Data
may be sent into the FIFO with one clock and read out with a dif-
ferent, asynchronous one. A simple protocol is typically built in
to each FIFO: if the FIFO is full, more data may not be sent. If the
FIFO is empty, nothing may be read from it. Even with a FIFO,
the long-term data rates must be identical. More data can never be
put into one side than is read out from the other.

In a true FIFO, each data word passes through all unused stages
of the FIFO until it either arrives at the output or is blocked
by a full stage. This type of FIFO involves the use of cascaded
latches and a nonoverlapping two-phase clock. The design is
complicated and slow. It is not commonly used anymore. In-
stead, modern FIFO designs use a memory configured as a cir-
cular buffer.

A circular buffer FIFO consists of four subdesigns:

1. Memory, either a RAM or a register file

2. Read pointer

3. Write pointer

4. Control logic and empty/full flag generators.

The top level of a FIFO design of this type is shown in Fig-
ure 7.23 [4].

With such a design, the speed is nearly independent from the
size, unlike a true FIFO, where speed is inversely proportional to
depth. A circular buffer FIFO is as deep and wide as the memory
cell it uses. The memory cell is also likely to be the component
that limits the FIFO’s operating speed, so the FIFO in all prob-
ability will be as fast as memory technology allows.

The FIFO model developed in this section will use a register file
rather than a RAM cell. Although register files have the disadvan-
tages of being larger and more power hungry than memory cells,
they have the advantages of being synthesizable without any
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M FIGURE 7.23 FIFO top-level block diagram

additional tools and matching perfectly to the needs of a FIFO.
They also can be fast. Being made of flipflops, each cell naturally
has an input port and an output port, exactly what is needed for
a FIFO. While a dual-port memory is often used for FIFOs, a
register file simplifies the design. The register file developed in
previous chapters uses a single bidirectional data port, but that
would not be suitable for a FIFO, as that would require arbitrating
access to the port and would make simultaneous reads and writes
impossible. Accordingly, the register file will be modified to have
a data input port and a data output port.

In most commercial designs, only the smallest FIFOs would use
a register file, as the power savings of using a memory cell would
override the other concerns for larger applications.

The algorithm for FIFO operation consists of only three procedures:

1. Initialize to empty.
2. Allow write if not full.
3. Allow read if not empty.
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Reading from an empty FIFO would be an error, as a random
data word would be accepted as valid data. Writing to a full FIFO
would also be an error, as valid data waiting in the queue would
be overwritten by newer data. Reading from an empty FIFO is
known as underflow. Writing to a full one is overflow. Both need
to be avoided.

Because the objective of the FIFO is to bridge two clock domains,
implementing this algorithm will require operations that use data
from the two different domains.

The FIFO will write to and read from every memory location in
sequence. This will require a write address and a read address,
each pointing to locations in the same memory. Comparisons of
the two pointers will be needed to determine if the FIFO is full,
empty, or neither.

Comparison of the pointers is the most complicated part of the
FIFO design, because one is generated from the read side clock
and the other comes from the write side. If the design were syn-
chronous, the comparison would be easy, but if the design were
synchronous, the FIFO might not be needed at all.

Empty and full are determined by comparisons of the two point-
ers. Because the memory is used as a circular buffer, any value of
the pointers can mean empty, full, or something in between.

The following sequence of events illustrates the inadequacy of
simply comparing pointers to determine if the FIFO is full, empty,
or neither empty nor full.

At initialization, the empty flag is set true and the full flag
false. Both pointers are set to zero. Since the FIFO is empty,
write is the only permissible operation.

After the first write, the write pointer will be at one and the
read pointer still at zero. If a read then follows, both pointers
will be at one. The FIFO will be empty again and the empty
flag should be set.

Then there are N writes for an N deep FIFO without

any reads. The write pointer will wrap around and will
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again be at one. The FIFO will be full, so the full flag
should be set.

In the absence of any other information, having the pointers
equal thus means both full and empty. Since it is not possible
for a FIFO to be simultaneously full and empty, something
else needs to be added to the design.

So a match between read and write pointers sometimes means
the FIFO is empty and sometimes means that it is full. If it is a
read operation that causes the pointers to match, then the FIFO
is empty. If the write pointer catches up to the read as a result of
a write operation, the FIFO is full. Simply comparing without
knowing which one changed last is insufficient to determine if the
FIFO is empty or full.

Expanding both pointers by one bit can solve this problem. If
each pointer has an extra bit and if all bits are equal, then the
FIFO is empty. If the most significant bits are opposite but all oth-
ers are equal, then the FIFO is full.

A further complication is that the two pointers cannot be directly
compared, as they are asynchronous. One is a function of the write
clock, the other of the read clock. However, compared they must
be, as that is the only way to determine if the device is full or empty
and if the flag status needs to be changed. Since the full flag needs
to be referenced by the write side and the empty flag by the read
side, each pointer must cross over to the other clock domain.

The whole point of the FIFO is to bridge a clock domain. Since
now it is apparent that internal to the FIFO there need to be two
data buses (the read pointer and the write pointer) crossing clock
domains, this would seem to be a geometrically expanding recur-
sive problem, but in reality it ends with these two crossings and
the problem is manageable.

Assuming that the counters are at least two bits each, then the data
coherence problem illustrated in Figure 7.20 will need to be solved.
As an example of how the problem can occur, consider a four-bit
pointer transitioning from seven to eight. In that case, there would
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be three one to zero transitions and one zero to one. If the faster one
to zero transitions are all read with their new values but the zero
to one transition is caught before reaching its transition threshold,
the pointer would be latched in with a new value of zero instead of
eight, resulting in an incorrect comparison with the other pointer.

In a binary counter, multiple bits can change on every cycle, lead-
ing to the problem of a clock domain crossing corrupting data.
However, binary is not the only possible counter encoding. Gray
counters, which have the distinguishing feature of only having a
single bit change on any increment or decrement, can be used to
cross the clock domain divide.

Gray codes for the values zero through 15 are shown in Table 7.2.

Table 7.2 Decimal, binary, and Gray values

Decimal Binary Gray Decimal Binary Gray
0 0000 0000 8 1000 1100
1 0001 0001 9 1001 1101
2 0010 0011 10 1010 111
3 0011 0010 11 1011 1110
4 0100 0110 12 1100 1010
5 0101 0111 13 1101 1011
6 0110 0101 14 1110 1001
7 0111 0100 15 111 1000

Gray sequences do have a limitation: There are none for odd
numbers. Only even numbers may be represented with a Gray se-
quence. With a binary counter, it is possible to wrap back to zero
after any arbitrary value is reached. With a Gray counter, there is
not any way to do that for odd numbers and retain the defining
characteristic of a Gray sequence, which is that only one bit may
change in any given cycle. This effectively limits FIFO depths to
even numbers. If a memory cell is used rather than a register file,
this is not a serious limitation, as memory cells typically not only
always have an even number of locations, they are a power of two
deep. A register file can be made any size but for use in a FIFO it
must at least have an even number of elements.
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Manually coing a Gray counter of arbitrary size is possible but
tedious. A simple way of achieving the desired result is by using
a Gray to binary encoder, as shown in Figure 7.24. That is a four-
bit example, but it can easily be expanded to any size as long as
the same structure, including the anomalous most significant bit,
is maintained. Code for a binary to Gray encoder was shown in
Chapter 5. The conversion could also be done in a function, as
shown in Figure 7.25.

Binary [3] Gray [3]

L XO(E 2
Binary [2] D_.LV[]
[ XOGRra 1
Binary [1] D—'—y[]
_ [D Xo(gray 0]
Binary [0] s

B FIGURE 7.24 Four-bit binary to Gray converter

parameter SIZE = 3;
reg [SIZE - 1 : 0] BIN, GRAY:
always comb GRAY = B2G(BIN):

function [SIZE - 1 : 0] B2G(input [SIZE - 1 : 0] BIN):
B2G[SIZE - 1) = BIN([SIZE - 1):
for (int I = SIZE - 2: I >= 0; I--)
B2G[I] = BIN[I] ~ BIN[I+1]:
endfunction

M FIGURE 7.25 A function for binary to Gray conversion and a call to that function

A Gray counter could be created by putting a binary to Gray
converter on the output of a binary counter and a Gray to binary
converter on the input. A Gray to binary converter is shown sche-
matically in Figure 7.26. The converter is a ripple process, so its
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M FIGURE 7.26 Gray to binary converter

delays growth linearly with counter size, or logarithmically with
FIFO depth.

As will be seen shortly, there is no need to use the Gray to binary
converter, although its use can be convenient. If a Gray counter is
wanted rather than just a Gray conversion of a binary counter and
coding one of the appropriate size is too tedious, some synthesis
tools will generate one automatically when instructed to do so and
given a circuit description coded as a state machine. A function
for a Gray to binary converter is shown in Figure 7.27. Although
the function appears on both sides of an assignment operator, it is
not recursive and is synthesizable.

function [SIZE - 1 : 0] G2B(input [SIZE - 1 : 0] GRAY):
G2B([SIZE - 1] = GRAY[SIZE - 1):
G2B[SIZE - 2] = GRAY([SIZE - 1] "~ GRAY[SIZE - 2]:

for (int I = SIZE - 3; I >= 0; I--)
G2B[I] = G2B[I + 1) ~ GRAY[I):
endfunction

B FIGURE 7.27 (ode for a Gray to binary conversion function

A Gray count can be sent across an asynchronous divide without
risk of data coherence corruption, but replacing binary address
pointers with Gray would create a new problem.

The issue can be illustrated by the following example using an
eight-deep FIFO with four-bit Gray address pointers. There are
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eight writes followed by seven reads. With both pointers initial-
ized to zero, this will leave the write pointer with a value of 1100
and the read pointer stopped at 0100. They are equal except for
the MSB. According to the empty/full algorithm used with binary
pointers, the FIFO is full, but it is not. It only has one word re-
maining in it.

Even worse, using the three least significant bits of the write
pointer as the write address will cause the ninth word to be writ-
ten to the eighth address rather than the first; thus, overwriting
data and causing irrecoverable errors. This problem arises be-
cause Gray codes are symmetrical about their midpoint rather
than repeating from the beginning as binary does. Comparing
Gray pointers works for determining that the FIFO is empty but
fails for determining if it is full. Further, using Gray codes as an
address leads to data loss.

A solution to making the sequence repeat from the beginning
rather than backtrack about the midpoint would be to replace the
second most significant bit with its inverse when the counter is in
the second half of its sequence. While this sounds complicated,
in practice all it means is replacing that bit with the XOR of itself
and the most significant bit.

The count values, Gray coding, and the desired memory ad-
dresses are shown in Table 7.3. The circuit for accomplishing

Table 7.3 Gray code and repeating address sequence

Decimal Gray Address Decimal Gray Address
0 0000 000 8 1100 000

1 0001 001 9 1101 001

2 0011 011 10 1111 011

3 0010 010 11 1110 010

4 0110 110 12 1010 110

5 0111 111 13 1011 111

6 0101 101 14 1001 101

7 0100 100 15 1000 100
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this is shown in Figure 7.28. Once the Gray count has been made,
the additional cost is only a single XOR gate.

With the second to most significant bit inverted half the time, the
algorithm for determining if the FIFO is full needs another adjust-
ment. When the FIFO is full, the most significant bits should be
opposite. This is unchanged from a binary comparison. However,
when the most significant bits are opposite, using the bit inversion
scheme illustrated in Figure 7.28, the second to most significant
bits of one of the pointers will have been inverted. Thus, when
the FIFO is full, the two most significant bits will be opposite and
rest the same.

This comparison algorithm works, but the modified sequence is
no longer a Gray code. Attempting to use the N + 1 bits of a Gray
counter with the second to MSB inverted to cross the clock domain
boundary would lead to a high failure rate, as there would again
be the potential for catching one bit with a new value and another
with an old one when both are transitioning simultaneously.

However, there is no need to use the same bit pattern for address-
ing the memory and for comparing to the pointers to determine
empty/full status. The two counters just need to run in lock step.
Binary counters can be used for the addresses. Each counter then
needs a Gray converter. Gray signals cross the clock domain
boundary in each direction. Once synchronized with the other
clock, the Gray code can be modified to change the second to the
most significant bit as shown in Figure 7.28. Using plain binary
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for the address has the additional advantage of speed. Since the
memory is likely to be the limiting factor on the entire FIFO de-
sign, any delay on converting the address will be in the critical
path. Using plain binary for the address moves the conversion to
Gray to be parallel with the memory access rather than in series
with it.

A block diagram of an addressing algorithm and full flag logic is
shown in Figure 7.29. The two discrete XOR gates would best be
incorporated into the full flag comparator design but are shown
on the diagram to clarify the intent. In the comparator, the second
to MSB of the Gray buses would be replaced by the XOR gate
outputs. For reliable operation, a two-stage synchronizer will be
needed in the Write Clock Domain on the Gray bus coming from
the Read Clock Domain. It is not shown in the diagram, but one is
included in Figure 7.30 where the data flow in the opposite direc-
tion is illustrated. The memory cell is shown in both diagrams.
There is only one memory cell in the design. It is not replicated
for both paths.

Read Clock Domain Write Clock Domain

MSB XOR XOR
I MSB-1 ﬁ ) Full Flag Binary Binary
74 “Comparator \ o Gray Net e x

Binar Binary
bounLr — To Gray Counter
. Converter Lonverter

N bit Address

_N bit Address

[ IR T S

B FIGURE 7.29 Addressing and full flag logic; synchronizer not shown

An alternative algorithm is to convert the N + 1 bit Gray bus back
to binary after crossing the clock domain divide. This would take
a few more gates but it would not likely slow the circuit down
because it would be done in parallel to the memory access. It has
the advantage of making the flags easy to adjust. The FIFO can
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be designed to signal back to the reading and writing devices its
status before it is totally full or empty. For example, the FIFO
may be set to signal to the write side when only two words remain
free. This feature can be essential in a pipelined operation when
the data flow cannot respond instantaneously to a flag.

Because the empty flag is set when the pointers are equal for both
binary and Gray codes, no extra processing is needed. If only an
empty flag is needed and the receiving side will never need to
know if the FIFO is almost empty, the fastest and easiest thing
to do is to compare Gray codes. Otherwise, converting the Gray
code from the write side back to binary may be the more practical
approach.

FIFO operation and throughput

The FIFO described in this section is designed to bridge the gap
between two circuits or systems operating asynchronously. Sev-
eral different scenarios will be examined here to see if they can
lead to failures when such a FIFO is used.

A common application of a FIFO is to buffer a burst of data for
processing in a slower system. The transmitting clock can be
many times as fast as the receiving clock. Part of the FIFO is

Binary
nCounter
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a multibit two-stage synchronizer, exactly like the one of Fig-
ure 7.19 that will not work in the general case for preventing
errors when changing clock domains. The difference is that the
synchronizer in the FIFO only operates on Gray data rather than
being required to operate on any random bit pattern.

Given that there can be a large difference between the two fre-
quencies, the faster one can change several times before being
read by the slower one. The two-stage synchronizer can be used
on the parallel pointer because only one bit will be changing at
any given time. But with multiple bits of the faster side having
changed between reads of that bus by the slower side, will there
again be a potential for loss of coherency?

The answer is unequivocally no. Since it is a Gray code that passes
through the synchronizer, only one bit can be changing at any in-
stant in time. No matter how many times other bits have changed
in the past, at most one bit risks being caught by the receiving
side clock. All the others will be steady state. Since they are not
transitioning, they have no metastability risk. Loss of coherency
is not a risk.

Passing through the synchronizer will add latency to the point-
ers. Does this add some risk of underflow or overflow, since each
side may be using old, stale pointer values when determining if
the FIFO is full or empty? Even with a synchronizer, can an error
on the one bit that is changing cause a false reading that will lead
to underflow or overflow? These questions will be answered by
examining the operation of each flag under different conditions.

The empty flag is generated on the read side. It uses the synchro-
nized, Gray-coded write pointer. Given that the write pointer
may be operating much faster than the read pointer and it will
go through additional delays in the synchronizer, the empty flag
logic will sometimes be using old values of the write pointer.

The empty flag is set when the read pointer catches up to the write
pointer. If the value of the write pointer used for the comparison
is stale, the only possibility is that more writes have been done.
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Using an old value to set the empty flag means that the empty flag
may be asserted or remain asserted when the FIFO is no longer
empty, but it can never result in the empty flag failing to be set
when the FIFO really is empty.

It is failure to set the empty flag when needed that leads to under-
flow error. Keeping it set when it could be cleared can only lead to
reduced throughput, never to data corruption due to reading from
an empty FIFO.

The full flag is set when the write pointer catches up to the
read pointer. It is generated on the write side, so it may be us-
ing stale read data. A stale read value can only mean that fewer
reads are indicated than have actually been performed, so when
the write pointer catches up to the old value of the read pointer,
the full flag may be set prematurely but it can never fail to be set
when it needs to be set. Once again, the only possible risk is loss
of throughput, not loss of data.

Using possibly stale pointers is pessimistic, in that it can indicate
that the FIFO is empty when data are available or full when space
is available, but it does not add risk of the systematic failures that
would happen if overflow or underflow were to occur.

Because only one bit at a time is changing in each synchronizer,
there is no risk of loss of data coherency in the pointers, but syn-
chronizers do not guarantee anything other than a low probability
of a metastable output. What comes out of a synchronizer will
be a legal logic value, but it could equally be the old value or the
new one.

There are then four scenarios: on both the read and write side,
either the pointer coming through the synchronizer will have an
updated value or it will have the previous value. Because of the
Gray code, those are the only possibilities. With only a single bit
transitioning at a time, having a garbled, random value coming
out of the synchronizer is never a possibility.

If the new values come through the synchronizers, then the
flag logic will be using the latest data available, which is what
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is intended. If either or both synchronizers pass through the old
value, the only penalty is an additional cycle of latency before
the new value comes through on the next cycle. Following the
same logic as just described for stale pointers, the worst that a
synchronizer can do is make a pointer one cycle more stale, again
decreasing throughput but nothing worse. The synchronizers can
never output a value that would cause a FIFO to fail to set a flag
when needed or clear a flag when still needed.

FIFO depth

Once the generic, scalable FIFO has been made, using it requires
calculating how big it needs to be. Width is generally obvious: it
needs to be as wide as the data paths. Depth requires some cal-
culation.

In the long term, data into the FIFO must be equal to data out.
In the short term, there can be vast differences between the data
rates. A FIFO must be deep enough to buffer the worst-case short-
term discrepancy between the two rates.

A typical application for such buffering would be in a communi-
cations system where many devices receive a burst of data from
a single high-speed link, which they must process before the next
burst comes along. The amount of data that needs to be buffered
in the FIFO is the total data burst minus the amount that gets
processed during the data burst. The number processed during the
burst time is

N:B><ﬂ
T2

where B is the number of elements written during the burst, 7'1
the period of the write clock, and 72 the period of the read clock.

A numerical example of this would be a burst of 10 bits at 10 MHz,
which is read by a 1 MHz system. In this system, a nine-bit deep
FIFO would be needed, as only one bit would be processed during
the burst and the other nine need to be buffered in the FIFO until
the receiving side can get to them.
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Because engineers work more often with frequencies than with
periods, the formula for how deep a FIFO needs to be is com-
monly written as a function of frequencies

Deptth—BxE

f1

where B is again the number of elements in a burst, f2 the output
frequency, and f1 the input frequency.

Using the depth equation and some frequencies found in telecom-
munications systems, if the common bus is operating at 192 kHz
and subscriber cards are operating at 8 kHz, each subscriber card
would need to buffer (B — B/24) elements. Assuming a burst is
192 bits, in the absence of any other complications the FIFO
would need to be able to store 184 bits. Rounding up to the near-
est power of two, a 256-bit deep memory or register file would
most likely be the practical choice.

A common complication is clock jitter. Jitter is a short-term vari-
ance on the clock frequency. It may be intentionally introduced,
as is done in spread-spectrum systems, or there may just be some
required tolerance for jitter that occurs naturally with tempera-
ture variation and other circuit noise. An example of the latter is
the PCI Express standard, which calls for components to tolerate
up to 6000 PPM (0.6%) of jitter.

If the system must be able to tolerate 1% jitter on each side, in the
worst case there will be a 2% difference between the transmit and
receive sides. Assuming again the worst case, that the sender is oper-
ating 2% faster than the receiver, the buffer depth will need to be in-
creased by that amount. This only works for short-term jitter that self-
corrects. If there is any long-term frequency discrepancy, no amount
of buffering will do. Overflow or underflow will be inevitable.

Since FIFOs typically are sized to the next-biggest power of two,
it is rare for jitter to actually force an increase in FIFO depth.

A complete, hierarchical implementation of the FIFO is included
in Chapter 12.
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HIGH-SPEED ASYNCHRONOUS SERIAL LINKS

Previous sections in this chapter have provided design solutions
for slow-speed single-bit asynchronous inputs and parallel clock
domain crossings when there are asynchronous clocks on both
sides.

A very common situation is to have a single-bit-serial data link
with only the data being sent. No clock signal is sent along with
the data. This arrangement is used in all long-distance links,
whether long distance in terms of a few meters of cable connect-
ing computer peripherals over a Universal Serial Bus or interplan-
etary radio communications. Some method of asynchronous se-
rial communications is built into virtually every computer system
OI Processor.

With low-speed data, simply avoiding metastability propagation
via a two-stage synchronizer is good enough. If the new datum is
not caught in one-clock cycle, it will be caught in the next. Such
an approach will not work as data rates increase. While a FIFO
could be made to work if the incoming serial data were accompa-
nied by a clock, transmitting a clock along with the data stream
is not viable either technically or economically. A circuit that will
lock onto the data frequency is needed, and the design principles
for creating such a circuit will be discussed in this section.

In order for such a data link to work, it must operate within some
specified set of parameters. Without knowing even the nominal
operating frequency, it would not be possible to lock onto the data
stream. Both sides of the data link will need to stay within some
percentage of the nominal frequency. There will also of necessity
be some sort of a framing protocol.

Although the two sides of the link will be operating at the same
nominal frequency, they will never operate at precisely the same
frequency. Each will have its own time base, normally provided
by a quartz crystal. As discussed earlier in this chapter, two crys-
tals will never match to infinite precision. One will always be a
little faster than the other. In the absence of a protocol for locking
onto the transmitted frequency, inevitably either some bits would



High-speed asynchronous serial links 241

be read twice (if the receive clock were faster than the transmit)
or some bits would be skipped (if the transmit clock were faster
than the receive).

There are many protocols for serial data transfer. While differing in
detail, they all have the common elements of a specified frequency
tolerance and a framing protocol. An example of such a system will
be developed here based on the DMX512 standard [5], which is a
serial protocol maintained by the United States Institute for The-
atre Technology. The choice of this particular standard is arbitrary.
There are many others that would do as well. The full DMX512
specification contains numerous subtleties and electrical require-
ments that will not be examined in this example, which will deal
with the logic of locking onto an asynchronous serial bus without
getting bogged down in all the minutiae of any specification.

The DMX512 protocol calls for a 250 kHz bit rate. Both trans-
mitters and receivers can have up to 2% variance from the center,
meaning that there can be as much as 4% skew between them. In
a DMX512 system, there is one transmitter. There is no feedback
from receivers. Each receiver is programmed to extract data from
one time slot. It is up to each receiver to lock on to whatever the
transmitter sends.

A DMX512 frame starts with a “Space for Break,” which is at
least 23 bits of logic zero. It may continue indefinitely. Following
that sequence, there are at least two bits of logic one. Then the data
slot sequence starts. Each data slot has a logic zero start bit, then
eight bits of data and at least two logic one-stop bits at the end.
There may be many more stop bits between data slots. The first
data slot is reserved for a start code that may be used to send sig-
naling information to all the receivers. Following the first data slot
there can be up to 512 more data slots. The number of data slots
can change on the fly, all the way from zero to the full 512, as can
the number of stop bits between slots, the length of the Space for
Break and the Mark for Break. The structure of a DMX512 frame
with two time slots is shown in Figure 7.31. Table 7.4 has a key for
interpreting the components of the frame.
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Table 7.4 DMX512 frame components

Code Meaning

1 Space for Break: Logic 0, at least 23 clock cycles
2 Mark for Break: Logic 1, at least two clock cycles
3 Start bit: Logic 0

4a-h Data byte

5 Stop bits: Logic 1, at least two clock cycles

Because the transmit and receive clocks will not be operating at
precisely the same frequency, a receiver detecting at least 22 logic
zero bits in a row will interpret such a sequence as a valid Space
for Break.

The framing sequence described here will always have a mini-
mum number of logic zero to logic one and logic one to logic zero
transitions. While the data packets would not necessarily have
any transitions (all zeros and all ones being legal values for data
packets), the combination of Space for Break, Mark for Break,
Start bits, and Stop bits is enough for the receivers to lock onto
the transmitter’s frequency.

If all time slots are used along with the required minimum num-
ber of stop, space, and mark bits, the entire frame will be 5668
bits. Under worst-case skew conditions, a transmitter and receiver
pair would have a discrepancy of over 226 bits by the end of the
frame. Without locking onto the transmitter’s frequency, extract-
ing data packets would be impossible.

The general solution to this class of problem is to have a fast
clock in each receiver. A counter is incremented on each rising
edge of this clock. When transitions on the incoming data stream
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are detected, as a result of either data transitions or the framing
sequence, the count is zeroed, thus, adjusting itself to the trans-
mitter’s frequency.

The Nyquist theorem would seem to allow this fast clock to be as
little as twice the bit rate, but such a low multiplier would only
work if the transmit clock could never be faster than the receive
clock. This is not the case, as the DMX512 specification allows it
to be up to 4% faster. In practice, almost all such locking circuits
use a multiplier of 16, although slower and faster internal clocks
could work. Figure 7.32 uses a factor of 16 for the fast clock.

Recovered Data —| | \ I_

Recovered Clock | | ;I I-
16 X Clock |||||||||| | | | | | | | H ”” |JUULIUUUUUUUUUUI

M FIGURE 7.32 fast internal clock is used to lock on to incoming frequency

If the transmit and receive clocks were perfectly aligned, the re-
ceiver’s counter would always roll over from 15 back to zero pre-
cisely when a new data bit arrives, as illustrated in Figure 7.33.

Data In Data Bit N X Data Bit N + 1

grock Count X 123 1373 143 15 X 0 X 1 X 2 X 3 X
Bit Count Enable I_

M FIGURE 7.33 Fast clock tracking input data transitions

In order to keep them aligned when the two frequencies do not
exactly match, the count is set to zero when a data transition is de-
tected. If the frequency differential is at its maximum of 4% and
data constantly alternate between zero and one, it would result in
the count being adjusted by one about every other data bit. If the
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transmit clock were faster, the count would jump from 14 to zero,
and if the receive clock were faster, there would be a double zero
each time an adjustment was made.

The received data, however, will not always alternate between
zero and one. Within the data packets, there may not be any tran-
sitions at all. Although the data may stay constant, each data slot
will still have at least one transition: If data are all zeros, there
will be the zero to one transition of the stop bits; and if data are
all ones, there will still be the logic zero start bit before the data
packet. Thus, there is a limit to how long there can be between
transitions that are used to adjust the count.

It is that limit that determines how much frequency tolerance the
system can support. Data of all zeros following the logic zero start
bit gives nine bits in a row of zeros. With a frequency difference
of 4%, by the time the stop bit arrives the internal count will be
off by 36% of a bit.

The calculation is similar for a data packet consisting of nothing
but logic ones, but that condition can persist indefinitely as there
may be many stop bits. However, there is no need to track which
bit is being received when the packet is padded with additional
stop bits. The data slot will always end eventually with either the
logic zero of the next slot’s start bit or the logic zero of a Space for
Break. Whenever the next logic zero arrives, the counter can be
reset. With the data packet set to all ones, it only matters that the
internal count track the entire data packet of 8 bits plus two stop
bits, for a total of 10 bits in a row of logic one.

After 10 bits with maximal frequency error, the two sides would
be off by 40% of a bit. That too is a recoverable error. Anything
less than 50% is recoverable.

Fifty percent is the limit because that is where the clock count
adjustment algorithm would fail. This algorithm says to advance
the bit count if a new data bit arrives when the clock count has
exceeded its midpoint, but the clock count should return to zero
without advancing the bit count if the clock count has not reached
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its midpoint. If the skew between the clocks builds up to more
than 50% between data input transitions, the adjustment will
come out backwards and the position in the frame will be lost. By
keeping the maximum skew that can build up between transitions
to 50% of a bit, adjustment to the count will always be in the right
direction when the bit counter “springs forward” when the count
is more than 50% and “falls back” when it is less. The algorithm
is illustrated in Figures 7.34 and 7.35. In Figure 7.34, the trans-
mitting clock is faster than the receiving clock. The internal fast
count has only reached 13 when a new bit arrives. The response is
to jump ahead to zero, incrementing the bit counter.

DataIn Data BitN X Data Bit N + 1

uCIockCountX 10 12X X o X i X2 X 3 X
Bit Count Enable I_

M FIGURE 7.34 Spring forward: advance the bit count

Date In Data Bit N X Data Bit N + 1

Clockcount 33 X a4 X5 X8 X 9 X1 X2 X3 X

uBit Count Enable

M FIGURE 7.35 Fall back: do not change the bit count

In Figure 7.35, the opposite situation is illustrated. The faster re-
ceiving clock has wrapped around and counted back up to six
before a new data bit comes in. Because six is still less than half-
way through the count, it falls back to zero when a new data bit is
detected and does not send an enable to the bit counter.
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Keeping the frequency tolerance to 2% ensures that the spring
forward/fall back algorithm will always work. If the frequency
tolerance were 3%, or a total of 6% difference between transmit-
ter and receiver, after 10 bits in a row without a transition the
skew could be up to 60% of a bit. Recovery then would be impos-
sible: there would be no way of knowing if the bit counter should
be incremented or not.

Because skew can also build up during the framing sequence, the
standard requires that at least 23 bits of logic zero be sent, but
states that receiving 22 is adequate to determine that a frame has
started. This allows the slowest legal receiving clock to still detect
the shortest legal framing sequence.

A block diagram of an asynchronous serial bus interface is shown
in Figure 7.36. A complete implementation of a DMX512 receiv-
er is included in Chapter 12. The DMX standard is somewhat
more complicated that many serial protocols, since the number of
time slots can change in every frame, as can the length of Space
for Break, Mark for Break, and the number of stop bits.

Asynchronous Frame

Datain Synchronize Edge Detect Detect |

|

Clock Count Bit Count Frame
Count
Packet Extraction Synch rongus
& Validation Data Out

M FIGURE 7.36 Asynchronous serial bus interface
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B SUMMARY

At least one of the techniques discussed in this chapter should be
adaptable to any asynchronous interface problem.

Keeping designs totally synchronous will result in more reli-
able and robust products than the alternatives, but pressures to
maximize performance and minimize power consumption some-
times lead designers to compromise on this principle. By at least
keeping blocks locally synchronous and using the techniques de-
scribed here when passing signals from one clock domain to an-
other, circuit failures can be minimized. Chapter 9 includes more
information on reducing power consumption while keeping cir-
cuits as synchronous as practical.
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ASIC design methodology using a hardware design language is
dependent on digital simulation. This simulation is an imperfect
representation of how a real circuit will perform, but it is the most
practical technique for initial design verification.

Over the years numerous simulation algorithms have been devel-
oped. The thrust has always been to increase speed. The first digi-
tal simulators were time driven, where each node was evaluated at
each instant of time. Since at any given time, only a small percent-
age of nodes will have changed from the previous instant, most
of the computing effort was wasted. More modern algorithms are
vastly more computationally efficient and modern simulators are
capable of taking advantage of multiprocessor platforms, but all
simulators share some fundamental characteristics.

Most fundamental of all is the concept of simulation time mono-
tonically advancing from zero.

SIMULATION QUEUES

To advance monotonically from zero, simulators have a series of
queues. All events that would occur simultaneously in the circuit
under simulation are scheduled by being pushed into a queue.

Digital Integrated Circuit Design Using Verilog and SystemVerilog 978-0-12-408059-1
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The simulator will sequentially evaluate each, assigning the com-
puted value to each node and working through the queue until it is
empty. It will then be able to move on to the next time step, where
the whole procedure will begin anew. A sequence of five queues
with six events in each is shown in Figure 8.1. The host computer
running a simulation will take real time to execute all the events
in each queue, but simulation time will only advance each time a
queue has been exhausted.

The order in which events are pushed into queues is indetermi-
nate. While it will be deterministic in that the order of execution
will be repeated if the simulation is run multiple times without
any changes to the source code, the user cannot directly specify
any preferred scheduling order.

Queues are dynamic in that events of one queue can cause new
events to be scheduled in later queues. Once a time slot has been
exhausted, however, it will never be revisited. Simulation time
can only advance.

The diagram in Figure 8.1 is vastly simplified from what goes on
inside a simulator. A SystemVerilog simulator has over a dozen
queues for each time slot, each dedicated to different categories

of events.
Real Time
: |
Simulation

t+1 Time

t+2 ’

t+3

» |

M FIGURE 8.1 Simulation queues: simulation time only advances after a queue has been emptied

The conceptual diagram of Figure 8.1 shows all queues being
the same length. There is no requirement that they be so and
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having such a symmetrical sequence of events in reality would be
extraordinarily rare.

Figure 8.1 illustrates a fundamental difference between simula-
tion of a circuit description and physical circuits. The events in a
simulation queue run sequentially. In a physical circuit, compo-
nents can change state simultaneously.

RACE CONDITIONS

The implications of sequential simulation of parallel events can
be seen with the RS latch models introduced in Chapter 7. For the
NAND latch shown in Figure 8.2, setting R and S simultaneously
from one to zero is entirely deterministic in simulation. First one
of the gates will be evaluated, then the other. That a silicon de-
vice will have a race condition is not a factor for the simulator.
Simulation will always show Q and Qb set to logic one. This does
not match reality, where the actual outputs could take any value,
including illegal, intermediate states.

S NAND

M FIGURE 8.2 NANDRS latch

Race conditions are not limited to instances of primitives. The code
of Figure 8.3 also has a race. The outputs will both be the same, but
whether they end up at logic one or logic zero will be determined
by which signal propagates quicker, which will primarily be de-
termined by circuit layout. Circuit behavior cannot be determined
through behavioral code simulation for this class of problem.
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‘timescale 1 ns / 1 ns

module race (CUT1, OUT2, CLK, RST):
output OUT1, OUT2:

input CLK, RST:;

reg OUT1, OUT2:

always @ (posedge CLK or negedge RST)
if ('RST) OUIl1 = 0;
else OUT1 = QOUT2;

always @ (posedge CLK or negedge RST)
if (!RST) OUI2 = 1;
else QUT2 = QOUT1;

endmodule

M FIGURE 8.3 Race condition in behavioral code

Simulation of the code in Figure 8.3 will indicate that both out-
puts will always be logic one. However, simulation of the code of
Figure 8.4 will show that both outputs will always be logic zero.
Synthesis of the two modules will produce identical netlists.

‘timescale 1 ns / 1 ns

module race (OUT1l, 0OUT2, CLK, RST):
output OUT1l, OUT2;

input CLK, RST:

reg OUT1, OUT2;

always @ (posedge CLK or negedge RST)
if (!'RST) OUT2 = 1:
else OUT2 = OUT1;

always @ (posedge CLK or negedge RST)
if (!RST) OUT1l = 0O;
else QUT1 = QUT2:

endmodule

M FIGURE 8.4 Same race, different outcome
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Simulation races are not limited to feedback loops as shown in
Figures 8.2—-8.4. Another race is shown in Figure 8.5. In that ex-
ample too, the simulation results can be changed by reordering the
functional blocks. As written, the display message will execute.
If the second initial block is made the first, the display statement
will not run. The issue is the order in which events are pushed
onto the queue for simulation time 10. With sequential blocks in
a single file, one can be reasonably confident that the events will
be scheduled in the same order in which they appear in the source
code, although there is no guarantee that this will always be so.
When multiple files are involved, the order of execution becomes
less obvious.

module race2;

reg az2;

initial begin

a2z = 1'b0;
$#10 a2 = 1'bl;
end
initial
#10 if (a2) Sdisplay("This may not print"):;
endmodule

M FIGURE 8.5 Results will depend on queuing order

In the example of Figure 8.5, changing the display task to a strobe
will not help, despite the fact that strobe statements go in a differ-
ent queue, one that runs after the register assignments, although
still at the same simulation time [1-3]. If the evaluation of a2
comes before a2 is assigned a value of logic one, the message will
not be printed regardless of which task is used. Neither a display
task nor a strobe task will be scheduled when the order of the
blocks is reversed, although both would be scheduled with the
code shown in Figure 8.5.

The evaluation of a2 can be forced into a different queue by add-
ing an infinitesimally small delay, even a zero delay, as shown in
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initial
#10 #0 if (a2)
$display("This one is different. It will print"):

initial

#10 if (a2) $strobe("This may not print"):

endmodule

M FIGURE 8.6 Addition of a zero delay will put the evaluation into a different queue

Figure 8.6. Although the evaluation and subsequent display state-
ment of the first initial block will still be at simulation time 10,
the first block will not be scheduled until after both the second
and third blocks are executed. “This one is different. It will print”
will be displayed no matter what the order of the blocks is in the
source code. Adding a zero delay moves it to a separate “inactive”
queue that is evaluated only after all events in the “active” queue
are assigned. It is still at simulation time 10, but not the same 10
as the other assignments.

DERIVED CLOCKS AND DELTA TIME

Figure 8.7 illustrates another scheduling issue, the use of a derived
signal as a clock. The module has a master clock input, but it cre-
ates internally a logic signal of one half the master clock frequency
and uses that signal as a clock. Two blocks are clocked with the
master clock and one is clocked with the derived logic signal.

In simulation, it would appear that CLK and CLK?2 are perfectly
aligned. However, not only would there be some skew between
them if this circuit was to be built, but there is also a difference in
how signals from the different blocks are scheduled.
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module race3 (input CLK, RST, output logic [3:0]) CNT,
output logic MATCH):
logic CLK2;
const int TC = 15;

/*When this block is last, MATCH is asserted when CNT = 15.
When it is first, MATICH is asserted when CNT = 0.

If all sequential assignments are made with non-blocking
assignment operators, the order of the blocks does not
matter and MATCH is always asserted when CNT is 15. That
is alsc the case when all blocks use the master clock

rather than having one use CLK2.*/

always_ff @ (posedge CLK, negedge RST) begin
//Derived clock, 1/2 frequency of master clock
if ('RST) CLK2 = 1'b0;
else CLK2 = ~CLK2:

end

//This block uses the derived clock
always ff @ (posedge CLK2, negedge RST) begin

if (!'RST)
CNT = '0;
else

if (CNT == TC) CNT = '0;
else CNT = CNT + 1;
end

//This block uses the master ¢

always ff @ (posedge CLK) begin

//Match signal is "and"ed with CL

//will be active for only one master
if (CNT == TC && CLK2) MATCH = 1'bl:;
else MATCH = 1'b0;

end

endmodule

M FIGURE 8.7 Using a logic signal as a clock

Without any gate delays in the behavioral circuit description,
there is nothing in the code to indicate when signals triggered
from a clock signal should change. However, it would be incor-
rect behavior to have a signal triggered by a derived signal change
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before the original clock signal, even if all are nominally at the
same simulation time.

In the code of Figure 8.7, it would be illogical and incorrect for
CNT, which is a function of CLK2, which is itself a function of
CLK, to change state before CLK. To avoid that sort of illogical
evaluation order, CLK?2 is a “delta cycle” later than CLK. A delta
cycle is a vanishingly small time period that puts events into a
new queue without advancing simulation time.

CNT is also updated a delta cycle after CLK. This means that
there is a race between updating CLK2 and CNT. Which gets
updated first is a matter of which gets queued first. In simula-
tion, this can be controlled by changing the order in which blocks
appear, if they are all in the same module. If they are scattered
across a large design hierarchy and subject to different enabling
events, controlling or predicting behavior will be harder.

In a physical circuit, behavior would be layout-dependent.
MATCH might be asserted when CNT is 15. It might be asserted
when CNT is zero. The circuit might not work at all due to setup
or hold violations.

While delta cycles are a software concept, physical circuits also
have delays that can cause havoc when designs are done without
keeping delays in mind. Using a logic signal such as CLK2 in
Figure 8.7 as a clock will create a second clock domain in the
module. It will not be possible to reliably read signals created by
one clock with the other.

In Figure 8.7, seemingly correct operation can be obtained in sim-
ulation by changing all the assignment operators to nonblocking
ones. With nonblocking assignments, evaluation of the right-hand
side of equations is done in one queue with the results assigned
in a later nonblocking assignment queue, so there is never any
mixing of old and new values in the assignments. While use of
nonblocking assignment operators for sequential blocks is recom-
mended, doing only that would still leave the circuit description
with two incompatible clock domains.
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Instead of using CLK2 as a clock signal, reliable operation can
be obtained by using it as an enable. The circuit description is
reworked in Figure 8.8 to be fully synchronous and to use the
recommended assignment operators. To have the MATCH signal
active for the second half of CNT = 15, the phase of the signal
used to validate MATCH was also changed.

The synchronous design of Figure 8.8 accomplishes what the de-
sign of Figure 8.7 intended to do without race hazards. Simulation

module race4 (input CLK, RST, output logic [3:0] CNI,
output logic MATICH):;
logic CLK2;

const int TC = 15;

//Enable every other clock cy
always_ff @ (posedge CLK, n
if ('RST) CLK2 <= 1'b0;
else CLK2 <= ~CLK2;
end

1egedge RST) begin

always ff @ (posedge CLK, negedge RST) begin
if (!'RST)
CNT = '0;
else
if (CLK2 && CNT == TC) CNT <= '0;
else if (CLK2) CNT <= CNT + 1;
else CNTI <= CNI:;
end

always ff @ (posedge CLK) begin
ne

//Match signal is "and"ed w CLKZ so it
//will be active for only one master cleck cycle
if (CNT == TIC && !CLK2) MAICH <= 1'bl:;

else MATCH <= 1'b0;

end

endmodule

M FIGURE 8.8 Synchronous design with nonblocking assignment operators
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4 [tb_raceS/CLK
4 Jtb_raceSRST

b~ [th_race5/CNT
4 [tb_raceSMATCH

M FIGURE 8.9 Simulation of the final synchronous design

of the design is shown in Figure 8.9. While the same output can
be obtained with the code of Figure 8.7, not only will the code of
Figure 8.8 simulate as shown, but a circuit synthesized from it
will perform identically.

ASSERTIONS

Assertions are a SystemVerilog construct added to the language
to simplify verification code. They are not synthesizable and are
most commonly used in verification programs. They can, how-
ever, be embedded in design code, where they will trigger events
during verification but be ignored by synthesizers.

There are two fundamental types of assertions, immediate and
concurrent. Immediate assertions, such as standard Verilog as-
signments, are triggered when they are encountered in the code.
Concurrent assertions operate over multiple clock cycles. That is,
they run concurrently with the design being verified.

An application for immediate assertions could be to determine
if the flags on a FIFO are operating properly. Using the FIFO
described in Chapter 7 and implemented in Chapter 12 as an ex-
ample, the following assertion would display an error message
when the EMPTY flag was not set but the pointers indicate that
it should be.

always_comb assert (RD_GRAY == WR_GRAY && !EMPTY)
Sdisplay("Error: at time %d empty flag should be set but is not", Stime);

Like blocks, assertions can be named. In the lines below, the as-
sertion that checks the EMPTY flag is given the name CHECK _
FLAG.
always_comb CHECK_FLAG: assert (RD_GRAY == WR_GRAY && |EMPTY)
Sdisplay("Error: at time %d empty flag should be set but is not", Stime);
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An application for a concurrent assertion could be to check a
handshake protocol between two modules. For example, one
module could set a Data Valid signal high. The other module
would be waiting for that to occur. When it does, it would set
its Acknowledge line high. The first module would then respond
to that by clearing Data Valid, after which the Acknowledge line
should be cleared. Concurrent assertions could be used to verify
that the protocol is completed in a given number of clock cycles.

In concurrent assertions, delay times are given in numbers of
clock cycles, indicated by ##. In the following assertion code,
after DATA_VALID goes high, ACK should go high two cycles
later. Then DATA_VALID should be removed after no less than
one cycle and no more than five. Finally, ACK should be cleared
after three more cycles.

Concurrent assertions work with “properties.” The property spec-
ifies the sequence of events for a concurrent assertion. Both assert
and property are System Verilog keywords.

always @(posedge CLK)
assert property (DATA_VALID ##2 ACK ##[1:5] IDATA_VALID ##3 1ACK)
else Sdisplay("Error: handshake failed at time %d", Stime);

B SUMMARY

Simulation does not always accurately represent circuit behavior.
The discrepancies are particularly insidious with race conditions,
where simulation will often indicate a stable, predictable outcome
that does not reflect reality.

Such discrepancies can be minimized through use of synchronous
design techniques. Avoiding any use of logic signals as clocks can
eliminate most such issues. Using the proper assignment operator
can eliminate most of the rest.

A fully synchronous design that always uses nonblocking assign-
ment operators for sequential blocks and blocking assignment
operators for combinational ones will not normally experience
simulation/synthesis mismatches, but combinational feedback
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such as is used in the RS latch of Figure 8.1 will still have a po-
tential for such problems. For this reason, many fabricators forbid
combinational feedback loops outside of instantiated components
such as flipflops. Even the use of latches is often discouraged,
despite their inclusion in many component libraries.

Assertions and their associated properties are used to simplify
verification code. They may be embedded in circuit description
source code, where they can print error messages or trip an abort
to the simulation when the design is not working as intended.
They are ignored during synthesis and have no impact on the cir-
cuit produced.
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Many implementations of a design concept may be logically cor-
rect, but some will be better than others when more factors are
taken into account. Power consumption, area, speed, reliability,
and time to market are some of the considerations that can influ-
ence architectural choices.

FPGA VERSUS ASIC

Verilog and SystemVerilog are equally useful for ASIC and
FPGA designs, but not all design techniques will apply equally to
both. FPGA designs are typically more constrained than ASICs.
Examples of this are that some FPGA technologies do not support
internal Tri-state buses, some do not have latches in their libraries
of components, and combinational feedback may be totally pro-
hibited. The designer will need to be cognizant of the limitations
of the targeted technology.

Because clock routing is built into FPGAs before the design be-
gins, an FPGA will have a hard limit on the number of clock
domains. While this number may be large, it cannot be exceeded.
Custom circuits have no such limitation. Again, the FPGA de-
signer must know the limit to avoid creating a design that cannot

Digital Integrated Circuit Design Using Verilog and SystemVerilog 978-0-12-408059-1
Copyright © 2015 Ronald W. Mehler. Published by Elsevier. Inc. All rights reserved

261



262 CHAPTER9 Architectural choices

be implemented. Because the built-in clock networks are de-
signed to have low skew, deliberately delaying a branch of the
clock to allow a difficult path to have more time is not an option
in an FPGA, whereas the ASIC designer can sometimes do this in
layout to allow a design to meet timing.

Coding examples throughout this book have assumed that an
asynchronous reset is the proper method of putting registers into
an initial, known state. This does not necessarily apply to FPGAs,
as FPGA registers may be configured into their initial state at
power up. Furthermore, some FPGA constructs are optimized
to work without resets (Xilinx® shift registers are a well-known
example of this) and adding a reset will prevent the optimized
configurations from being used, consuming far more hardware
resources than necessary.

ASIC libraries typically support both asynchronous preset and
reset inputs on flipflops. The top-level design can have as many
asynchronous preset and reset inputs as is convenient. In an
FPGA, the number of such inputs may be severely limited and
an individual register may be limited to one such input. In some
FPGA technologies, a register may have an asynchronous preset
or a reset, but not both.

FPGA sequential blocks are often written with just a clock sig-
nal with other controls done synchronously. This is illustrated in
Figures 9.1 and 9.2, where the ASIC style is written first, followed

//ASIC style: asynchronous active low reset and preset inputs
//EN is a synchronous logic signal
module ASIC P R(input CLK, RST, PRE, EN, D, output logic Q):

always_ff @ (posedge CLK, negedge RST, negedge PRE)
if (!RST) Q <= 1'b0O;
else if (!PRE) Q <= 1'bl;
else if (EN) Q <= D;
else Q <= Q:
endmodule

M FIGURE 9.1 ASIC coding style for a D flipflop with asynchronous preset and reset inputs
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'B ey - b | - 2 K . r
//FPGA style: for optimal resource usage, always code
//registers so that reset overrides preset and both have
/ s - > % CrE
//priority over clock enable (CE)
//Preset and reset are active HIGH in this example. ASIC
//style almost always has asynchronous preset and reset
//active low
//No final "else"™ clause needed. If the clock is not
//enabled, no action will occur.

module FPGA_P_R(::pu: CLEK, RST, PRE, CE, D, output logic
always_ff @ (posedge CLK)
if (RST) Q <= 1'bO0;
else if (PRE) Q <= 1'bl;
else if (CE) Q <= D;
endmodule

©
.

B FIGURE9.2 FPGA style flipflop

by the FPGA style. An FPGA that does not follow this coding
template may be highly inefficient, as it will use logic resources
to implement reset and preset functions that would otherwise be
done with a dedicated preset and reset. The FPGA example also
takes advantage of the built-in clock enable (CE) signal that is
present in some FPGA technologies. Rather than use a multi-
plexor to feed back the output when no output change is desired,
with this type of technology, if the clock is not enabled, the
register will hold state.

FPGA designers may be tempted to instantiate cells that are spe-
cific to the target technology, but an ASIC designer will tend to
write portable code that can be reused when the design migrates
to a newer semiconductor process. Since FPGA designs also
sometimes migrate to higher-performance ASIC technologies,
limiting the use of instances of vendor-specific cells may be more
productive in the long run. However, resisting that temptation is
not always the best procedure, as the FPGA-specific cells may be
higher performance than anything the designer will come up with
and will allow the design to be completed sooner.
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An FPGA design may need more pipelining stages than an ASIC.
This is because FPGAs typically have their random logic func-
tions configured into blocks with four or five inputs, which are
associated with a flipflop. While an ASIC can have as many com-
ponents as are needed in a combinational path, going from one
FPGA logic block to another is a slower process. Accordingly,
using the flipflops associated with each logic block may allow the
FPGA to run at the required clock speed, but at the cost of more
latency.

Clock-gating techniques for power reduction described later in
this chapter may be unavailable in FPGAs. Even if they are pos-
sible, they tend to be less effective in FPGAs than in custom-mask
devices, as the clock routing in an FPGA is fixed when the die is
created and the static to dynamic power ration tends to be higher
in an FPGA than in a custom-mask device.

DESIGN REUSE

Time to market is intertwined with design reuse. Reusing an ex-
isting design or piece of a design, even if it is not a perfect fit,
can be a rational choice if it can get a working product onto store
shelves quicker and reduce development costs. A corollary is
that partitioning designs into scalable, reusable subdesigns with
standard interfaces may incur additional costs the first time the
strategy is implemented but will result in savings in subsequent
iterations.

Design reuse can range from something so simple as instantiating
two existing four-bit counters instead of writing a model for an
eight-bit counter to buying and instantiating an entire processor
core. In the first example, the savings would be trivial, as writing
an eight-bit counter in Verilog is trivial for an experienced user,
but creating an application-specific processor can be a major un-
dertaking.

One of the keys to facilitating design reuse is to partition sub-
designs into blocks that have a high potential for reuse in other
systems.
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PARTITIONING

Keeping each circuit description file down to about two pages
makes the files easy to maintain and understand, but in a design
with tens of millions of gates, that makes a lot of files. Guidelines
for organizing designs and files are presented here.

Standard design methodology calls for registering module out-
puts and keeping combinational logic in the same module as their
destination registers. Operational necessity will sometimes cause
this guideline to be violated, but such necessity is rare. Follow-
ing it will almost always allow synthesizers to produce optimal
results.

An example of poor partitioning is shown in Figure 9.3 [1]. If
the modules are synthesized individually, optimization across the
entire logic path will not be possible. The result will all but in-
evitably be a circuit that is both big and slow. All the irregularly
shaped blocks in the following diagrams represent combinational
logic gates.

Block A Block B Block C

OO T [0

B FIGURE 9.3 Poor partitioning with combinational paths split between modules

The partitioning shown in Figure 9.3 can be improved by moving
combinational logic from Blocks B and C into Block A, elimi-
nating Block B entirely. This keeps each combinational path in
a single file, where the entire path may be optimized. Figure 9.4
shows this better approach to partitioning.

While it does keep all associated combinational logic together, it
still fails to register block outputs, which is usually recommended
practice. Doing so provides a standard interface, allowing the de-
signer of each block to depend on having the full cycle for arriving
signals rather than having just some unknown portion of a cycle.
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Block A Block C

@ - " ‘S "

W FIGURE 9.4 Better partitioning: no combinational paths split between blocks

If Block B contains a lot of complex logic that would make the
other files too long and unwieldy if merged, offloading the com-
binational circuit descriptions to tasks or functions that can be
called from Blocks A or C would be a practical approach. Task
and function subroutines are covered in Chapter 6.

Figure 9.5 shows the recommended method: keep combinational
logic with associated registers and register all outputs.

Block A Block C
Qﬁ FF1 FF2 @ FF3

M FIGURE 9.5 Recommended design partitioning: all block outputs registered, no split logic

Another recommended methodology is to avoid any “glue logic”
at the top level. Having only instantiated blocks there often means
that the top level does not need to be synthesized at all, and if it
does, it will just be to insert buffers as necessary to meet electrical
requirements. However, rigorously following this guideline can
make it impossible to reuse existing blocks.

An example is shown in Figure 9.6, where a single gate is used
at the top level to connect together three blocks. It is generally
desirable to move any such combinational logic into the receiv-
ing block, as shown in Figure 9.7. That would require changing
both the internal code of Block C as well as its ports, which is not
always possible. Writing a separate wrapper module for Block C
in which the original design is instantiated along with the code
for the logic from the top level is a way of finessing this problem,
although at the cost of some design elegance.
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B FIGURE 9.6 Top-level design with glue logic

Design A Design C

C Logic
& Glue Logic

FF1 FF3

Design B

Q FF2

M FIGURE 9.7 Top-level design as a purely structural netlist

When partitioning a design, it is also wise to anticipate where dif-
ficult timing paths are likely to be and isolate them into as small
as possible modules. Those modules can then be synthesized for
optimal speed, which will cause their area to expand. The rest of
the design can then be synthesized for optimal area.

When care is not taken in doing the initial design, particularly if
a bottom-up approach is used, ending up with a system like the
one shown in Figure 9.8 is possible [2]. With a chaotic commu-
nications structure such as is shown there, design maintenance
becomes difficult. When the design gets to layout, performance
too will suffer, as routing will necessarily require long and con-
voluted interconnects. A change in one module may necessitate
changes throughout the entire structure, instead of being local-
ized to one block and its nearest neighbor. The implications of

Partitioning 267
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Block D

@

B FIGURE 9.8 (haotic communications lead to difficult design maintenance and layout

changing one subdesign will not be obvious and the full impact of
a change may not be found for a long time.

The partitioning of Figure 9.8 also violates all the guidelines of-
fered in Chapter 8. Some outputs are registered, some are not.
Combinational paths are split between design units. There is a
combinational feedback. While no one would set out to produce
such a design, failure to follow established top-down methodol-
ogy with consistent intermodule interfaces does end up with a
structure looking altogether too much like that shown.

Instead of such an incoherent structure, a more idealized flow is
shown in Figure 9.9. While not all designs will be amenable to
such a simple and straightforward flow, making an effort at the
start of a project to partition it for simple data interchange will
pay off before the design is finished.

To facilitate creation of such a regular structure, the number of
any design units at any given level of hierarchy is best limited to
a modest number. Psychology experiments dating from the 1950s
have shown that seven discrete objects, plus or minus two, is what
the human brain can keep track of at a time [3]. This leads to the
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B FIGURE 9.9 Design partitioned for optimal connectivity and ease of maintenance

“rule of seven,” that the optimal number of instances at any level
of hierarchy is seven, plus or minus two.

Small as it is, even the FIFO design developed in Chapter 7 and
implemented in Chapter 12 has enough functional blocks that cre-
ating one flat design would make it awkward and hard to under-
stand. Figure 9.10 shows all the functional blocks of the FIFO in

one flat array.

Full
AASD ; - Gray
Write Register File Flag To Binary
Logic
AASD Full Empty Binary
Flag Flag To
Read i :
Logic Logic Gray
Address Address Pointer Pointer
Pointer Pointer Synchronizer Synchronizer
Write Read Write Read

M FIGURE 9.10 All functional blocks at one level
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e Register File i
Pointer g Pointer
Reset Fla Reset
Synchronizer Gener;gtors Synchraonizer
Write Read

B FIGURE9.11 Following the Rule of Seven makes the design easier to visualize

In Figure 9.11, the FIFO hierarchy is reworked to follow the rule
of seven. This is the structure that is implemented in Chapter 12.
There are six top-level blocks, with the others instantiated in one
of these six. Such a structure is easier to visualize and maintain.
It also provides reusable design modules that may prove useful in
other projects.

Following the Rule of Seven at all levels of hierarchy is another
recommended design technique.

AREA AND SPEED OPTIMIZATION

Engineers have long known that speed can be traded for area.
With different optimization constraints set, synthesizers can pro-
duce a myriad of different implementations from one set of Ver-
ilog files. In general, the tradeoffs involve adding redundancies
and stronger drivers to get greater speed at the cost of increased
area. The classic if somewhat idealized “banana curve” is shown
in Figure 9.12. In reality, such a smooth line is highly improb-
able and there may be local minima, but getting a 2:1 improve-
ment in either speed or area is within the realm of probability. Not
all designs will do that well. The greater the ratio of registers or
memory to combinational logic, the less the synthesizers will be
able to move along the banana curve, changing the implementa-
tion to gain either area or speed.
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M FIGURE 9.12 Trading area for speed

That much optimization can be achieved without any change to
the circuit descriptions. Coding changes can provide far more
optimization. An example of how a small change in a circuit de-
scription can produce a significant change in the implementation
is shown in Figure 9.13 [4]. In the two modules shown, the first
will cause eight 16-bit adders to be generated. By removing the
addition operation from the loop, the second will only make one.
Minimizing code in a loop can produce outsized gains in area
reduction.

The code in Figure 9.13 was simplified from the original design
of [4] to emphasize the benefit of reducing logic in loops. The
design is part of a computer interrupt controller. If implemented
as shown in Figure 9.13, when there are multiple concurrent in-
terrupts, the one with the highest numerical value will be the one
selected. This may not suit all designs.

In both implementations, latch generation is avoided by assign-
ing a variable a default value before the loop is encountered. This
coding style may not be accepted by all synthesis tools. Remov-
ing the default assignment and adding an “else” clause following
the “if” inside the loop will always work.
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module IRQ ADDRI1 (input [7:0] IRQ, input [15:0)] BASE ADDR,
output logic [15:0] ADDR):
const logic [15:0)] OFFSET [0 : 7] = {4, 8, 12, 16, 20, 24, 28, 32}:
always comb begin
ADDR = BASE_ADDR;

or (int I = 0; I < 8; I++)
//Eight adders will be made
if (IRQ[I]) ADDR = BASE ADDR + OFFSET[I]:
end
endmodule

module IRQ ADDR2 (input [7:0] IRQ, input [15:0] BASE_ADDR,
output logic [15:0] ADDR):;
const logic [15:0) OFFSET [0 : 7) = {4, 8, 12, 16, 20, 24, 28, 32}:
logic [15:0] TEMP;
always comb begin
TEMP = '0;
for (int I = 0; I < 8; I++)
if (IRQ[I)) TEMP = OFFSET(I]:
//This is NOT part of the "for" loop: Only one adder will be made
ADDR = BASE ADDR + TEMP:;
end
endmodule

M FIGURE 9.13 Minimizing logicin a loop prevents redundant circuitry from being created

The coding change in module of IRQ_ADDR?2 in Figure 9.13
does a lot for circuit optimization, but the two circuit architectures
are essentially the same. Architectural optimization can provide
orders of magnitude differences in performance [5].

Finite impulse response (FIR) filters are a class of design where
vastly different architectures can perform the same logic function.
FIR filters have been extensively studied and many architectural
implementations have been proposed. The following examples will
present and contrast four architectures, two large and fast, the third
small but slow, and a fourth in between in both area and speed.

All FIR filters satisfy the equation

y[n]= ibk *x[n—k]

k=0
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where y[n] represents the filter output, x[n] represents the filter
input, bk represents the filter coefficients, and N is the number of
filter coefficients, that is, the order of the filter, or the number of
taps. The convention of calling the order of a filter, its number
of taps come from viewing the data input shift register of a filter
as a delay line with outputs, or taps, at every multiplication stage,
analogous to a water pipe with output taps spaced at regular inter-
vals along its length.

This convolution equation may appear to be complicated, but in
practice all it requires is a multiply accumulate function, which
may be implemented in hardware or in software running on a
standard microprocessor or specialized digital signal processor.
The architectural tradeoffs are about deciding how many arith-
metic units of what type to make and how to arrange data storage.

The required arithmetic can all be done with a single adder. On
the other extreme, it can be done with N multipliers and N — 1
adders. In the latter case, one data sample can be processed per
clock cycle. In the former, each sample will need many clock
cycles, at a minimum one for every nonzero bit of the coefficients.

A diagram of a filter that can process a data sample every clock
cycle is shown in Figure 9.14. This style is known as “direct”
architecture. There is an M-bit wide shift register, N words deep
for an order of N filter operating on M-bit data. In each clock

Datal
M—> Data Register Data Register Data Register Data Register
Coefficient Coefficient Coefficient Coefficient

Output Data Out

Register

M FIGURE 9.14 Direct architecture FIR filter
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cycle, a new M-bit wide data word is shifted in and oldest word is
discarded. Each data sample is multiplied by a stored coefficient
and the resulting products are summed.

The operating frequency of a direct architecture filter will be lim-
ited by the time it takes to multiply a data sample by its coefficient
and then sum all the products. The direct architecure can be modi-
fied to build pipelining into it at the cost of increased register size:
Instead of storing M-bit wide data samples, the transpose archi-
tecture shown in Figure 9.15 needs to store products and sums of
products, with the required register size growing as more products
are added to the cascade. However, the cycle time will be reduced
to that of a multiply operation alone when a stage of pipelining is
added after each multiplication or a multiply followed by a single
addition without any extra pipelining.

Dataln

Coefficient Coefficient Coefficient

Data Out
Data Register Data Register Data Register [——>

W FIGURE 9.15 Transpose architecture FIR filter

As the filters get large, direct architecture becomes an impractical
implementation, as the final summation has too many terms to run
in a reasonable amount of time. Transpose architecture can be ex-
panded to any size, but a single source code file with hundreds of
arithmetic operators may be impossible to synthesize with avail-
able computers. Creating a hierarchical transpose implementation
is a solution to excessive computing power requirements. With
hierarchical encoding, adders and multipliers of the appropriate
size can be synthesized once and instantiated in the top-level de-
sign, minimizing the computing resources needed to synthesize
large filters.

The same arithmetic functions can be done with nothing but a
single adder. In Figure 9.16, a processor style filter is shown. It
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M FIGURE9.16 Single adder processor architecture FIR filter

does have some hardware overhead not present in either of the
preceding two design styles, meaning that for a very small filter,
the processor style can be both bigger and slower than the pre-
ceding design styles, but its size will grow far more slowly than
the others as the order of the filters increases. In Figure 9.16, an
output selector is shown to allow the final output to be only the
desired number of bits, which will usually be the same number of
bits as the input data width. To keep full precision, the entire ac-
cumulator can be output instead.

A modification of the processor style filter is shown in
Figure 9.17. Instead of using just a single adder and making mul-
tiple shifts and additions to perform each multiplication, it uses a
hardware multiplier and an accumulator. It is slightly bigger than
the first processor style filter but processes data faster, albeit at a
slower clock rate.

While all architectures perform the exact same signal processing,
performance can differ by orders of magnitude, far more than the
variability that can be obtained by varying synthesis parameters
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M FIGURE 9.17 Processor architecture FIR filter with hardware multiplier

or by minor coding technique changes. Table 9.1 gives area and
speed data for representative examples of direct and processor
style filters as width and depth are changed. These data are based
on synthesis reports from a 90nm standard cell library. Coef-
ficients were pseudorandom, generated with a PERL (pattern
extraction and recognition language) script, which is included in
Chapter 12. Synthesis was performed without any constraints be-
yond specifying a clock that was too fast to be realized. Greater
effort at optimization could be expected to improve both area and
speed. All performance parameters given are for worst case oper-
ating conditions. More information on operating conditions will
be given in Chapter 11.

In Table 9.1, the Filter Size column is width by depth, or the data
sample size in bits by filter order. Area is given in square microm-
eters. Frequency is the maximum clock speed. Throughput is the
rate at which data samples can be processed. For these implemen-
tations, transpose style filters always operate single cycle. Multi-
plier processor filters always take DEPTH cycles to process each
sample. Processor style filters always take (WIDTH X DEPTH)
clock cycles per sample. Throughput of processor style filters can
be improved by skipping all cycles in which the coefficient bit is
zero, at a cost of significantly more complicated controls.
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Table 9.1 Performance and architecture

Frequency  Throughput
Filter Size Architecture Area (MHz) (MHz)
4X8 Processor 4,248 148 4.625
4Xx8 Mult. processor 5,002 136 17
4X8 Transpose 15,096 277 277
8X 16 Processor 14,010 120 0.9375
8X 16 Mult. processor 15,976 90 5.625
8X 16 Transpose 88,549 200 200
12X 24 Processor 23,034 92 0.32
12X 24 Mult. processor 29,817 82 3.41
12X 24 Transpose 225,270 146 146
16 X 32 Processor 47,805 31 0.06
16 X 32 Mult. processor 55,215 25 0.78
16 X 32 Transpose 474,777 133 133
20 X 36 Processor 53,478 26 0.036
20 X 36 Mult. processor 67,864 22 0.61
20 X 36 Transpose 778,614 121 121
24 X 40 Processor 68,992 25 0.026
24 X 40 Mult. processor 89,716 19 0.475
24 X 40 Transpose 1,186,718 108 108
28 X 48 Processor 92,240 21 0.015
28 X 48 Mult. processor 121,202 9.8 0.20
28 X 48 Transpose 1,897,965 108 108
32 X 64 Processor 147,770 23 0.011
32 X 64 Mult. processor 190,598 9.6 0.15
32 X 64 Transpose 3,121,180 99 99

The direct architecture, requiring as it does a combinatorial path
with a cascade of DEPTH adders following a multiplier, is an im-
practical architecture for all but the smallest designs. Synthesis of
such an impractical design would take more computing resources
than may be available, while a hierarchical transpose format of
the same design will quickly run on a modest computing platform
and give far higher throughput.

Table 9.1 shows that the smallest but slowest design for a 32-bit,
64-tap filter can only process data at a rate of 11kHz, and the
transpose format filter can process data at 99 MHz, nearly 9000
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M FIGURE 9.18 Silicon area as a function of arithmetic units

times as fast, although with an area 21 times as big. This sort
of performance tradeoff can only be accomplished with archi-
tectural optimization, not by varying synthesis parameters or
tweaking coding style. These same data are shown graphically
in Figures 9.18 and 9.19. In the former, area for processor style
filters, where the number of arithmetic units remains constant re-
gardless of filter dimensions, is shown to increase far more slowly
than that of parallel processing algorithms. In the latter graph,
the price for small size is shown: parallel-processing architectures
can be orders of magnitude faster than serial.

Filtering can also be done in software on a general-purpose pro-
cessor. ARM assembly language code for a FIR filter is shown
in Figure 9.20. Running on an NXP LPC3152 ARM9 processor
at its maximum 180-MHz clocking rate, the loop would run in
an even 100 ns. The LPC3152 is also constructed from 90 nm
CMOS technology.
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LOOP LDR COEF. [COEF_ADDR]. #4 :Fetch coefficient
LDR DATA.[DATA_ADDR]. #4 :Fetch datum
SMLAL PRODO. PROD1. COEF. DAT :Signed long multiply-accumulate
STR  PRODO. [RESULT_ADDR]. #4  :Store lower word
STR  PRODI. [RESULT_ADDR]. #  :Store upper word
SUBS COUNT. COUNT. #1 :Decrement loop
BNE LOOP :Repeat if not done

W FIGURE9.20 ARM assembly language for a multiply accumulate loop

If the processor can be 100% dedicated to filtering with zero cycles
for anything other than running the loop shown in Figure 9.20, a
32-tap filter function could then process data at 312 kHz, less than
half the rate of the multiplier processor and over 400 times slower
than the transpose architecture. Because 32-bit data with 64-bit
products would risk overflowing the ARM processor’s double preci-
sion capabilities, running the last example, a 64-tap filter with 32-bit
data, would be impractical on that processor without compromising
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accuracy. The hardware algorithms have no such limitations. Their
data paths can be made as wide and deep as desired.

Although a rather silly comparison, the area of the various filters
can also be contrasted to that of a dedicated processor-integrat-
ed circuit. In a fine pitch ball grid array package, an LPC3152
processor takes 108 mm?. The largest 16 X 32 filter would take
substantially less than 1% of that much real estate while process-
ing data over 400 times as fast.

Complete, scalable implementations of direct, transpose, hierar-
chical transpose, and both processor style filters are included in
Chapter 12.

Filters are just one example of trading off operator reuse to
optimize speed or area, one at the expense of the other. Another is
shown in the code of Figure 9.21. In module “share_adder,” only

module share adder #(SIZE = 4) (input CLOCK, SEL,
input [SIZ2E - 1 : 0) A, B, C, D,
output logic [SIZE : 0] SUM):

always ff @ (posedge CLOCK)
if (SEL) SUM <= A + B;
else SUM <= C + D;

endmodule

module dont_ share adder #(SIZE = 4) (input CLOCK, SEL,
input [SIZE - 1 : 0] A, B, C, D,
output logic [SIZE : 0] SUM):
logic [SIZE : 0] SUMO, SUM1;

always ff @ (posedge CLOCK)
if (SEL) SUM <= SUMO:
else SUM <= SUM1:;

always_comb SUMO = A + B;
always comb SUM1 = -
endmodule

|
0O
+
3

M FIGURE 9.21 Resource sharing makes smaller but slower circuitry
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one adder will be made. In module “dont_share_adder,” two will
be made. The module with two adders runs nearly twice as fast
as the one with only one and takes nearly twice the area when
synthesized.

POWER OPTIMIZATION

In the early days of integrated circuit design, the number of tran-
sistors that could fit onto a die was often the limiting factor on
what could be produced. When a die could only hold 5000 tran-
sistors, it did not matter what else might be good about a design
if it took 6000. If it could not be implemented in existing technol-
ogy, the design was not useful.

Accordingly, synthesis tools in those days were set to aggres-
sively pursue area optimization, with speed only optimized if it
would not cause the area target to be missed.

With the exponential increase in transistor density that has been
achieved in subsequent decades, area became plentiful and operat-
ing frequency became the most important design parameter. It would
not matter what else was good about a 10-GHz networking card if
it would only run at eight. This change in emphasis was reflected in
synthesis tools, where the first priority became meeting frequency
constraints and area was relegated to a secondary concern.

As transistors continued to shrink and ever more could be fit into
a given area of a circuit, heat dissipation became a limiting fac-
tor in how fast a circuit could run. If the flipflops in a design can
toggle at 20 GHz but having them all toggle at that speed would
cause the device to overheat and fail, running at full speed all the
time is not an option.

With the rise of portable electronics, power optimization to in-
crease battery life has also become an important design consid-
eration. Instead of featuring processor-operating speed as the pri-
mary measure of a device’s comparative value, advertisements for
today’s consumer electronics are far more likely to prominently
display battery life as a key selling characteristic. Long battery
life depends on power optimization.
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The following discussion of power dissipation in integrated cir-
cuits will assume that all circuits of interest are built from comple-
mentary metal oxide semiconductor (CMOS) technology. While
this is the case for almost all current production semiconductors
used for digital circuits, it has not always been true and may not
remain true forever.

The central characteristic of a CMOS device is that it is built from
pairs of N and P channel transistors, with one off when the other
is on during normal operation. A pair of such transistors is shown
in Figure 9.22. When used as a logic device, this pair will be an
inverter, a logical NOT gate. A logic zero input will cause the
top transistor to turn on and the bottom one to turn off. This will
allow current to flow from the power rail to the output, but not to
ground. In the opposite case, a logic one input will cause the bot-
tom transistor to turn on and the top one to turn off, meaning that
output will have a low impedance path to ground while the path
from the power supply to the output will be cut off. A logic zero
input becomes a logic one output and vice versa. More complex
arrangements of such transistor pairs can be used to create any
Boolean logic function.

Power

Input Output

M FIGURE9.22 (MOS transistor pair

In a CMOS circuit, loading is typically modeled as an ideal
capacitor. While not perfect, this simplification gives adequately
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accurate results for most purposes. Going back to Ohm’s law for
power,

P=VI

and Ohm’s law for current through a capacitor

i=C—
dt

the instantaneous power consumed in a gate will be

p=cvil
dt
When integrated over a cycle, the power consumed by a gate then
becomes CV2. Operated continuously at frequency f, the power
consumed by a gate is

P=CV*f

In the general case, for N gates switching simultaneously at fre-
quency f, each one having a dynamic parasitic capacitance of Cpq
and using a voltage supply of Vcc, the capacitive component of
transient power for a CMOS circuit is [6]

Prc chdxvczcfoNsw

Although there are several different sources of parasitic capaci-
tance, some internal to the gate and some external load, all can be
lumped together to form Cpq when it comes to calculating overall
power consumption.

In the ideal case, inputs would instantaneously switch back and
forth between logic one and logic zero. The outputs would follow
the inputs, also in zero time. In reality, inputs have rise and fall
times. While the input is in an intermediate transitory state, both
transistors can be partially turned on. With both transistors allow-
ing some current flow, there is a path from power to ground. This
transient current, also known as short-circuit current or crowbar
current, is another component of dynamic power [7].
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Short-circuit current will be proportional to the frequency at
which the input changes. Unlike the capacitive component, short-
circuit power is also proportional to input switching times. Total
transient power is then the sum of the two transient components,
or

Pr=Coy X Vi X f X Ny +Vee X I X f X Ngy,

where Isc is the short-circuit current and the other terms are as in
the capacitive transient power equation above. This equation as-
sumes all gates have the same loading and short-circuit current,
which implies that all transition times are identical. If that is too
crude of an estimate, summation of individual gate values rather
than multiplication by the number of gates switching would be
necessary.

The other component of power consumption in a CMOS gate
is static dissipation, a result of current leakage from power to
ground. It is not frequency dependent. It is proportional to the
overall size of the circuit and the power supply voltage.

In short, dynamic power is proportional to area and frequency.
Static power is proportional to area.

Static power can be minimized by switching off the power to
components that are not being used and using the lowest pos-
sible voltage for the entire design or block. The CMOS device
of Figure 9.17 is modified in Figure 9.23 to add a power down
transistor. When the power down signal is asserted, the logic cir-
cuit is put into sleep mode, consuming far less power than when
in normal operating mode. Some design automation tools are ca-
pable of adding power down controls to individual gates or entire
logic blocks, although this is not something that can be done in
circuit description code. The power down transistor will be a high
threshold device with lower leakage current than the normal logic
transistors, which will be optimized for switching speed. Adding
this type of power gating will add a significant area penalty.
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M FIGURE 9.23 Power down input and control transistor added to logic circuit

In years past, short circuit and static dissipation were so small
in relation to the capacitive component of dynamic power dis-
sipation that they could be ignored. As circuit geometries have
shrunk, they have become far more significant.

In a clocked circuit, around 50% of the total dissipation will
typically be in the clock distribution network. This is high in
proportion to the area of clock networks compared to all the
rest of the circuit, but clock networks by definition change state
twice per period and random logic signals on average only
change their values in a few percent of clock cycles.

One way to reduce power in the clock tree is to shut off branches
of it on cycles when the active clock edge would not produce any
state change. This technique, known as “clock gating,” has shown
average power reductions of 40% in some studies [8] although
others report 20% as more realistic [9]. It is even less effective
in field programmable gate arrays, where clock distribution net-
works are fixed.
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Two versions of a flipflop circuit with an enable are shown in
Figure 9.24. In the top version, feedback is used to maintain the
stored value if the enable is false. In the clock-gating version at
the bottom, the same function is accomplished via clock gating.
The clock-gating circuit includes an active-low D latch to prevent
glitches from the AND of the enable logic signal and the clock
from creating spikes on the gated clock. A simple logical AND
of the master clock and enable would result in short clock pulses
and unreliable operation.

2:1
Data Out
DataIn Mux B Q
Enable >
Clock
Dataln D Q Data Out
Enable |
D >
Latch

M FIGURE 9.24 Sequential feedback and gated clock flipflops

Since a D latch plus an AND gate are likely to be larger than a two
to one multiplexor and the clock fan out doubles with clock gat-
ing added, for a single flipflop adding clock gating would increase
both power consumption and area. A further disadvantage of the
clock-gating design is that it introduces skew. The clock that ar-
rives at the flipflop is delayed from the input clock and the flipflop
output will be correspondingly skewed. Clock gating creates new
clock domains. Reading a signal from the original clock domain
into the new one could result in a timing violation. Going the
other direction, from a gated clock flipflop to a flipflop clocked
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by the master clock, is less likely to present any problem, as the
clock delay of the gated clock system will just add to the normal
combinational and wiring delay of the path.

For a single flipflop, then, adding clock gating is entirely nega-
tive. It tends to be beneficial, at least from a power standpoint,
when three or more flipflops operate with the same enable signal,
although the added clock skew remains. Having three or more
flipflops operating from the same enable is very common. An ex-
ample of this would be a four-bit counter with enable, as shown
in the code in Figure 9.25. By default, the clock would fan out to
each flipflop and each flipflop would have a feedback path to hold
state. When clock gating is used, the feedback paths and associ-
ated hardware are all eliminated and clock distribution stops at
the clock-gating circuit in cycles when the count is not enabled.

The code of 9.25 could be explicitly modified to add clock gat-
ing, but modern synthesis tools can do that automatically when
so instructed, although none will add it by default. Automating
such tasks is highly recommended. Putting it into the code would
likely result in errors and long debugging sessions.

module ca:nt‘w;:h_e:able #(WIDTH = 4) (input CLK, RST, EN,
output logic [WIDTH - 1 : 0] COUNT):

always_ff @(posedge CLK, negedge RST)
if (IRST) COUNT <= 0;
else
if (EN) COUNT <= COUNT + 1:
else COUNT <= COUNT;

endmodule

M FIGURE 9.25 Scalable counter with enable, a good candidate for clock gating when WIDTH > 2

Adding clock gating is not limited to pieces of a design where
there is an explicit enable signal. XOR self-gating is a tech-
nique that can block clock propagation when there is no change
on incoming data to a flipflop. In this arrangement, shown in
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D Flipflop

——D ] - }—>

D Latch

Clock

C

M FIGURE 9.26 XOR self-gating clock distribution

Figure 9.26, flipflop outputs are compared to incoming data via
an XOR gate. If they are the same, the clock is blocked [10,11].

XOR clock gating can also be automatically inserted by synthesis
tools.

Both these clock-blocking techniques turn a synchronous design
into one that is something less than fully synchronous. Each of
the gated clocks becomes a new clock domain, delayed from the
master clock and skewed from each other. Without resynchroni-
zation, reliability of data transfers between gated domains will be
compromised.

Clock gating can cause timing errors in a circuit that worked
perfectly before gating was added. Despite violating the rules of
synchronous design, it is often used in modern designs because of
the power savings it offers.

Clock gating and minor code manipulation may gain some tens
of percent improvement in power consumption, but architectural
optimization can do far more. Again using FIR filters for archi-
tectural comparison, increasing functional units and decreasing
clock speed will be shown to provide orders of magnitude de-
creases in dynamic power consumption.

Audio processing typically uses a minimum of 16-bit data with a
44.1-kHz sampling rate. Using a 40-tap low-pass filter with those
parameters for an example, the difference between lowest and
highest dynamic power was greater than a factor of 20. Because
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the power consumption for these designs at such low clocking
rates is so insignificant and with the relative increase in leakage
current with more advanced technologies, it would be a mistake to
assume that a fully parallel solution is always best from a power
standpoint. The transpose format design is more than a factor of
10 larger than the others, so when leakage power is added in, the
total power consumption of the bigger design could become
larger than that of the smallest even with the low clock speed.
However, the story does not end there. Instead of operating con-
tinuously at the data rate, it may be possible to process data in
parallel at a faster rate and then shut off power to the design until
the next sample is needed. There is no single solution that can be
blindly relied upon to always give the lowest power consumption.

Power consumption data for the 16-bit 44.1-kHz filter are shown
in Table 9.2. In Table 9.2, clock speed is the rate at which it is nec-
essary to clock the design to achieve a 44.1 kHz data throughput,
not the maximum rate at which the synthesized circuits can run.
All are capable of much higher clock speeds. Because dynamic
power consumption is proportional to clock speed as well as area,
operating at the slowest possible clock speed yields the lowest
power consumption, despite the area penalty.

Table 9.2 Power consumption and architecture for a 16-bit, 40-tap
filter

Dynamic
Architecture Area Clock Speed Power (nW)
Single adder processor 37,313 28.2 MHz 47
Multiplier processor 47,631 1.7 MHz 59
Transpose 505,575 44.1 kHz 2.16

A standard microprocessor could also be used to perform the fil-
tering function. An LPC3152, running at its standard 180 MHz,
would consume about 6 W: low for a general-purpose processor,
but thousands of times higher than any of the custom solutions.
This unfair comparison assumes that the custom-designed filters
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would fit into a small area of an integrated circuit that was going
to be built anyhow and would not be a standalone device in its
own package. It is beyond unlikely that building a small func-
tion like this as a complete integrated circuit performing no
other functions would make sense from an economic or technical
standpoint.

B SUMMARY

The same source code often can be used to target both FPGAs and
custom-mask ASICs, but there are some hardware considerations
that influence coding style and limit design options.

Partitioning to keep combinational paths within a module yields
better results than splitting paths across multiple modules. Reg-
istering module outputs and providing standardized data inter-
change protocols will help with design reliability and reuse.

Following the Rule of Seven helps make a design comprehensible
at all levels of hierarchy. Keeping the intermodule communica-
tions to a minimum makes a design maintainable and simplifies
debugging.

Design automation tools can move a design along the area/speed
curve, but choosing the right architecture for design goals will
have far more impact than anything that can be done by circuit
optimization. Creating multiple functional units that operate in
parallel can greatly increase operating speed at the expense of
area.

Circuit techniques can also help with power reduction, but archi-
tectural choices again have far more impact than anything that can
be done with gating. Clock gating also changes a synchronous de-
sign into one with many skewed clock domains, increasing the risk
of timing errors.

If time to market is the only consideration, general-purpose pro-
cessors can sometimes be substituted for circuit design, although
the performance in both throughput and power consumption will
be orders of magnitude better in a custom solution.
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Once a design has been completed, layout files are sent out for
fabrication. Despite the best efforts of the foundry, not all the de-
vices produced will be usable. Some will be defective. The bad
ones should be screened out through testing.

A dense, pin-limited integrated circuit can be difficult to test. To
facilitate testing, such circuits are almost always modified to add
incorporate test circuitry.

Testing a device is not the same as verifying a design, although
engineers frequently use “test” when they really mean verifica-
tion. Verification ensures that the design is logically correct. Test-
ing the physical circuits attempts to ensure that no defective de-
vices are used in products.

FPGAs have testability built into them without any effort by the
designer. FPGA designers do not need to modify their designs to
make them testable.

Digital Integrated Circuit Design Using Verilog and SystemVerilog 978-0-12-408059-1
Copyright © 2015 Ronald W. Mehler. Published by Elsevier. Inc. All rights reserved
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YIELD, TESTING, AND DEFECT LEVEL

The yield of any manufacturing process — that is, the percentage
that is usable — will never be 100%. With a new semiconductor
process, the yield will start off closer to zero, rising as the process
matures. To avoid putting defective components into products,
a mechanism for differentiating the good parts from the bad is
needed.

Soldering all the parts, good or bad, onto a board and determining
later if some of the integrated circuits are defective because the
systems they are in do not work is not a viable business plan. A
rule of thumb is that the cost to find and fix a defective part rises
by a factor of 10 at each level of design integration: if finding
and rejecting a defective integrated circuit before use costs one,
putting it onto a circuit board only to find out the board does not
work because of the defective component costs 10. Putting the
untested board into a system and finding out at that stage it does
not work due to the defective chip costs 100, and shipping the
whole untested system out to a customer and waiting for the cus-
tomer to discover that it does not work costs 1000 [1].

In the earliest days of integrated circuits, the ratio of pins to gates
was approximately one to one. An example of this would be a
TTL 7400 package, invented by Texas Instruments and shown in
Figure 10.1. This device has four NAND gates, and every sin-
gle input and output is directly accessible from package pins.

Ve 4B 4A  4Y 3B M3
14| 13| 12| 11/ 10{ |9 |8

.

—
[y%]
©w
-1
(4]
(=]
-]

M FIGURE 10.1 TTL 7400 package (courtesy Texas Instruments)
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Determining if the part works correctly is not challenging, as each
gate can be fully controlled and observed from primary inputs and
outputs.

The situation has changed drastically since such small-scale TTL
components were state of the art. An integrated circuit package
now can have over 2000 pins and tens of millions of gates, reduc-
ing the pin to gate ratio by four orders of magnitude. Determining
if every internal node is correct with so little visibility into the
circuit ranges from challenging to impossible.

Although determining that precisely 100% of a design has been
manufactured correctly may not be possible, modifying the de-
sign to make it more testable usually will allow something accept-
ably close to 100% to be realized.

The foundry will attempt to produce only good devices. Once the
devices have been produced, with some inevitable defect rate, en-
gineers and technicians will test them in an attempt to differenti-
ate the good parts from the bad. There too, inevitably some bad
parts will slip through.

How many bad parts slip through the testing process is a func-
tion of how thoroughly the parts are tested. The rate at which bad
parts are accepted as good is the defect level. It is the probability
of accepting a bad part. The idealized version of testing is shown
in Figure 10.2: New parts come in, they are tested, the good parts
are accepted, and the bad parts are rejected.

New Parts

l

Acceptance
Testing

Good Bad
Parts Parts

M FIGURE 10.2 Idealized testing, how it would work if fault coverage were 100%
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Reality is somewhat less than ideal. Mixed in with the good parts
will be some that are actually bad but still pass all acceptance
tests.

If all possible manufacturing flaws are detected, the fault cover-
age is 1. If no effective testing at all is done, the fault coverage
is 0. If the manufacturing process is perfect, the yield is 1. If no
good parts are made, the yield is 0.

The relationship between these parameters is expressed in the
Williams model [2], shown in the equation below. In it, D is the
defect level, Y the yield, and T the fault coverage of the test pro-
tocols used.

D=[1-Y""]x100

From the Williams model, it is apparent that no matter the yield,
if T is 1, the defect level is zero. This is never achieved. A de-
fect level of a few hundred parts per million (PPM) is typically
all that can be reached in a large, pin-limited design before the
costs of modifying the design for testability and running the tests
become prohibitive. How hard it is to approach a defect level of
zero can be inferred by rearranging the Williams model to solve
for the needed fault coverage with a given yield and defect level,
as shown in the equation below.

_1- log(1-D)
logY

For a yield of 90%, which is typical of maturing technologies,
achieving a defect level of 300 PPM would require fault coverage
of over 99.7%.

For a newer process with a yield of only 50%, the fault coverage
would have to go up to 99.957% to stay with a defect level of only
300 PPM.

Getting fault coverage of the last gates and flipflops can be dif-
ficult, leading to some temptation to cut short the generation of
tests when the effort produces small and diminishing returns. The
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costs of doing so, however, can be substantial. If fault coverage
only reaches 90% of the design in a process where the yield is
50%, the defect level goes up to 6.7% — 67,000 of every million
parts accepted will actually be defective. A graph of defect level
versus fault coverage as yield varies is shown in Figure 10.3. For
the small ranges shown, the defect levels appear to be straight
lines, but the exponential function defined by the Williams model
is nonlinear.

Defect Level, %

Fault Coverage, %

B FIGURE 10.3 Defect level as yield and fault coverage change

Figure 10.4 shows defect levels for a wider range of yields and
fault coverage, going as low as 0.01% for yield and down to
no-fault coverage at all. While such low levels of working parts
would never be acceptable for regular production, new processes
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M FIGURE 10.4 Defect levels for wider ranges of yields and fault coverage

in development can have very small levels of successful output.
The graph also illustrates the importance of effective test. As the
fault coverage goes down, the number of defective parts that are
accepted and available to be put into products goes up.

When multiple components used on a board have some probabil-
ity of being defective, the probability of having a working board
declines exponentially with the number of potentially bad com-
ponents, discounting any probability that the board itself is manu-
factured incorrectly.

If all components have an equal probability of being defective,
the probability P of having a defective component on the board is

P=(1-D)"
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where D is the component defect level from the Williams mod-
el and N the number of components. The practical effect of this
is that when multiple integrated circuits are put on a board, the
probability of the board working is exponentially less than the
probability of any individual component working. For example,
to achieve a board defect level of 300 PPM on a board with 10
integrated circuits, each integrated circuit needs a defect level of
about 30 PPM. Figure 10.5 shows how the expected board defect
level varies with the number of components N with each compo-
nent having a defect-level probability ranging from zero to 10%.
The ranges of the graph are expanded beyond anything likely to
occur in a production environment to emphasize the nonlinear na-
ture of the relationships.

0.9 —
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N = 1000
0
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Component Defect Level

B FIGURE 10.5 Probability of a board working as number of components and component defect level rise
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FAULT MODELING

There is no end to the manufacturing flaws that can lead to a de-
fective integrated circuit. While the majority of flaws are short
circuits in metallization layers and most of the rest are opens, or
breaks in metallization, even if there were no other possible flaws,
characterizing and devising a test for every possible flaw would
be a never-ending quest.

To keep the number of tests down to a manageable number, ab-
stract models that mimic effects of manufacturing flaws are em-
ployed.

The most common is the single stuck at (SSA) fault model. In
this abstraction, each pin of each gate is assumed to be held to a
constant logic zero or logic one, but only one line at a time is so
faulted. The difference between a correct circuit and one with a
single pin stuck at a constant value is the fault effect. If the fault
effect can be seen at a primary output, then that fault, or any real
manufacturing flaws that would cause similar behavior, is cov-
ered. This is the coverage that needs to approach 100% to achieve
a defect level in the PPM range.

Inherent in the SSA fault model is the assumption that only one
pin at a time will be faulted in the circuit under test. This un-
realistic simplification is done entirely for reasons of computa-
tional complexity. The SSA fault model has twice as many faults
as there are wires in the design. While not necessarily a small
number, twice the number of pins is smaller than that produced
by other fault models. If any number of lines can be simultane-
ously stuck, the number of stuck-at faults balloons to 3" — 1 for
a circuit with NV lines, since each node can be any of three states:
Stuck at zero, stuck at one, or normal operation. Testing for so
many possible fault conditions is unrealistic. Other fault models
include transistor stuck on or stuck open, bridging faults causing
wired AND or wired OR operation and delay faults. Computa-
tional complexity and lack of metrics for determining fault cov-
erage limit the practicality of using these fault models, although
they may be encountered.
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A two-to-one multiplexor with internal node labels N1 through
N3 is shown in Figure 10.6. To fully test it with the SSA fault
model, each input, output, and internal node would be sequen-
tially set to stuck at one and stuck at zero. A sequence of input
vectors would then be applied. When there is at least one test
that can distinguish between a faulted condition and the error-free
case, all faults are covered.

: N2
SEL > N1
N3
B

M FIGURE 10.6 2:1 multiplexor with internal nodes labeled

Dﬂrﬂ

An example of a test vector that covers a fault would be apply-
ing all ones to the inputs with A stuck at zero. A fault-free circuit
would output a logic one, but the faulted model would output
logic zero. Thus, the test vector A, B, SEL = {111} covers the
fault A stuck at zero.

Since the design has three inputs, exhaustive testing would require
23, or eight, vectors. However, some vectors will detect multiple
faults. In addition to detecting input A stuck at zero, input vector
{111} will also detect the output stuck at zero and the output of
the top AND gate stuck at zero. For this design, only four vectors
are needed to detect all SSA faults. The four vectors and the faults
they will detect are shown in Table 10.1.

Some vectors will detect multiple, independent faults. Another
reason that only four vectors are needed to achieve 100% fault
coverage for all 14 possible SSA faults of the multiplexor is that
some faults are equivalent to others. With the SSA fault model,
an AND gate input stuck at zero produces the same fault effect as
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Table 10.1 Single stuck at fault detection for 2:1 multiplexor
Vector/Fault 100 111 010 011
ASAO X

ASA1 X
BSAO X

BSA1 X

SELSAO X
SELSA 1 X X

N1SAO0 X

N1SA1 X
N2SA 0 X

N2 SA1 X X
N3SAO X

N3 SA1 X X
OUTSAO X X

OUTSA 1 X X

the gate output stuck at zero. Table 10.2 shows fault equivalents
for standard Boolean gates. Table 10.1 has no entries for XOR/
XNOR gates, as they do not have any such equivalent faults.

Table 10.2 Fault equivalence

Gate Fault Equivalent To
AND Any input SA 0 Output SA 0
OR Any input SA 1 OutputSA 1
NAND Any input SA 0 Output SA 1
NOR Any input SA 1 Output SA 0
NOT Input SA 0 Output SA 1
NOT Input SA 1 Output SA 0
BUF Input SA 0 Output SA 0
BUF Input SA 1 Output SA 1

Using fault equivalence to prune the test vector sets is commonly
done to reduce test time. This technique, known as fault collaps-
ing, seems to make sense but can actually reduce the number of
bad parts that are screened out. The reason is that the SSA fault
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model does not accurately model all defective circuit behaviors
and covering faults multiple times with different vectors increases
the probability that defective operation will be detected.

With the vector set shown in Table 10.1, some faults will be de-
tected multiple times. This partially compensates for the imper-
fect match between the SSA fault model and real faults in physi-
cal circuits.

Logically redundant gates present a particular problem for the
SSA fault model, as they can be defective without changing cir-
cuit outputs. An example of this is the glitch-killing multiplexor
first introduced in Chapter 2 and reproduced in Figure 10.7. Any
of the faults that would result in the third input to the OR gate be-
ing stuck at zero could not be detected by the SSA fault model if
the fault does not cause any other erroneous behavior.

= D }—Iﬁ ouT,
2
a L —
)

I

M FIGURE 10.7 Logic circuit with undetectable faults

Another limitation of the SSA fault model is shown in Figure 10.8.
In that transistor-level model of a NOR gate, there is a break in
the metallization that leaves the gate of one transistor floating [3].
This manufacturing flaw would not lead to an input or output be-
ing stuck at either logic level. There is no one vector that will
detect the flaw, but a sequence of vectors can. If the vector {00}
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is first applied, the output will go to logic one, as it should. If the
next vector is {01} or {11}, the output will go to logic one, again
operating as it should. With this sequence of tests completed, it
would be easy to conclude that the gate was operating properly.
However, the sequence {00}, {10} would result in the output re-
maining at logic one for the second vector, at least until the charge
from the first vector drained away. It would take this specific se-
quence for the fault to be detected with the SSA fault model.

Power
Input 1 i
A
Input 2 ~
A
Output
Break —> j P

M FIGURE 10.8 NOR gate with a breakin a line

Despite its limitations, the SSA fault model is used for testing
most circuits, as it does detect a majority of error conditions, it
can be run in an acceptable amount of time and it gives clear
metrics for what has been tested and what has not. Because of its
limitations, SSA testing is often supplemented with other types
of tests, some of which will be covered later in this chapter. Use
of fault models other than the SSA fault model would not change
any of the design considerations in making a device testable.

ACTIVATION AND SENSITIZATION

For a fault to be detected, it must be active and a path to propa-
gate the error to an external output must be sensitized. For the
multiplexor of Figure 10.6, errors on input A could be activated
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by setting it stuck to either logic one or logic zero, but the faults
could not be detected as long as SEL was logic zero. With SEL set
to zero, no path is sensitive to A being stuck.

With a two-to-one multiplexor, activating all possible faults and
sensitizing the output to each can be done with minimal effort.
However, when many layers of logic and flipflops separate a gate
from a primary output, activating a fault from a primary input,
and then finding a path that can be sensitized for an error on the
buried gate to propagate to a primary output can be difficult and
require numerous cycles.

LOGIC SCAN

Because activating and sensitizing deeply buried faults is so dif-
ficult, logic circuits typically are modified to increase test access
to internal nodes. The primary method for doing this is adding
logic scan.

A digital circuit will typically have a structure similar to that
shown in Figure 10.9. Data arrive on the primary inputs and pulse
through the circuit, propagating through combinational logic
between registers. The deeper the pipelines in the design, the
more difficult it becomes to control and observe every node in
the design, as is needed for testing. Designs with this structure
are known as systolic arrays, as data pulsing through them with
the clock are analogous to a heartbeat pumping blood through a
living organism.

To reduce clutter, clock signals are not shown in the following
diagrams. It is assumed in each case that there is one common
clock distributed to each flipflop.

Adding logic scan to a design allows flipflops throughout the de-
sign to be set and read without going through any combinational
logic. This facilitates checking deeply buried combinational gates.
A systolic array modified for scan is shown in Figure 10.10. Mod-
ifying a design for logic scan involves adding a data selector, or
two-to-one multiplexor, in front of each flipflop. When test mode
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ata In 1
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7 Data Out 0, Test Data Qut
Test Data In
ey >

M FIGURE 10.10 Logic scan added to design

is enabled, Test Data In is selected as the input to the first flipflop
in the chain.

With scan added, each flipflop can accept data from two differ-
ent sources: the normal data path or test data via the scan chain.



Logicscan 307

When in scan mode, the entire design is one shift register. Serial
test data are input from one pin and then pulse through the entire
circuit as long as the circuit is left in test mode.

To test both the registers and combinational logic with scan, first
a vector is threaded through the scan chain, setting up the initial
conditions. Then, for just a single-clock cycle, the circuit is put
back into normal operating mode. With logic scan disabled, the
normal gate-level functions will be performed, resulting in the
registers being updated.

Once the new data are clocked into the registers, test mode is
again asserted. The modified data are shifted out for analysis.
This procedure is repeated for each test vector.

An example of a piece of a systolic array that could be modi-
fied for test is shown in Figure 10.11. If the Data In signals were
primary inputs, there would be no benefit derived from adding
scan to the design, as the flipflops could be directly set from those
inputs. However, if those flipflops were deeply buried, making
them into part of a scan chain would allow them to be set to spe-
cific values without taking into account all the circuitry preceding
them in the device.

Data In 1 25
)) .| Data Out 1

Data In 0 L o > Data Out 0

> >

M FIGURE 10.11 Gate-level systolic array
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Data In 1

Data In O

Test Data In

M FIGURE 10.12 Testing with logic scan

In Figure 10.12, the gate-level design of Figure 10.11 is modi-
fied for logic scan. To reduce clutter, the test-enable signal is not
shown. It would be connected to the select line of each multi-
plexor.

Data Out 1

7> |

g

/ Data Out 0, Test Data Out

An example of a test vector for the scan chain of Figure 10.12
could be {XX11}. The first two bits are “don’t care” for testing
the two gates shown, as they will be propagated all the way to the
output flipflops. The last two bits will set both input flipflops to
logic one.

Once the vector is in place, test enable would be deasserted and
the circuit clocked one time. If the circuit is working correctly,
the top output flipflop would be set to logic zero and the bottom
to logic one. The circuit would then be put back into test mode
and the vector would be shifted out. If there is any discrepancy
between the expected and received values, the circuit is deemed
defective.

If that test passes, a second vector, perhaps {XX10}, could be
shifted in. After this vector is shifted in and clocked in normal
mode, the output flipflops should be opposite to their previous
states. Again, if they are not, the circuit is defective.
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With all the flipflops organized into a scan chain and enough vec-
tors run through it, all SSA faults can be detected for a nonredun-
dant systolic array circuit.

In practice, multiple scan chains will be created and run in paral-
lel, as doing so reduces test time. For optimal test efficiency, the
number of scan chains made should be the same as the number of
parallel paths the test equipment has.

Modifying a circuit for scan is now highly automated. Instead of
laboriously adding multiplexor functions, a modern synthesizer
can replace all the flipflops with scan flops, which already have
the extra test inputs built in. Some test implementations use dual-
clock flipflops, with a separate clock distribution network for the
test clock, or latch-based scan cells that require nonoverlapping
two-phase test clocks.

While modifying a systolic array for scan insertion may be done
automatically, not all designs are purely systolic arrays with a
single clock. Some design techniques can make a circuit impos-
sible to fully test and others can require modification to facilitate
scan insertion.

Using an internal logic signal as a clock reduces test coverage.
An example of this design technique is the ripple counter shown
in Figure 10.13 [4]. It appears to offer some advantages: it is a

v T S e T O e

Clock > = > g >

Count 0 Count 1 Count 2

M FIGURE 10.13 Uncontrollable clocks leading to untestable components
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binary counter but it does not require any gates, just flipflops. It
would be small and fast.

Only the first flipflop would be controllable for scan. Even if a
dedicated test clock is also routed to every flipflop, when switch-
ing back to normal mode the second and third flipflops would not
advance in step with the other registers in the design. Any gates
connected to the outputs of these flipflops could not be controlled
during scan testing, reducing fault coverage.

Figure 10.14 shows a similar situation. With a logic signal driving
an asynchronous input to a flipflop, again there is no way to di-
rectly control the state of the flipflop. The result would be reduced
fault coverage.

DD DQ DD DQ
Clock > “Qb > “Qb

Y

Both of these asynchronous design techniques need to be avoided
for optimal fault coverage. Keeping designs fully synchronous
maximizes test coverage and minimizes the number of defective
components that will pass testing.

M FIGURE 10.14 Asynchronous reset controlled by a logic signal reduces test coverage

Internal Tri-state buses present another challenge for test. The
issue with them is avoiding bus contention during testing. The
problem is illustrated in Figure 10.15. While there is nothing
wrong with the design, care must be taken in creating test vec-
tors to ensure that there is always exactly one active driver. This
can be a very computationally expensive exercise, leading to
acceptance of a small vector set that does not achieve full fault
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M FIGURE 10.15 Ensuring exactly one enable is always active is a challenge with test vectors

coverage. Minimizing the number of Tri-state buses in a design
minimizes the problems associated with achieving high coverage
without bus contention.

Combinational feedback loops may be simply prohibited by
the semiconductor manufacturer. If they are used, they present
a problem for test, as they can induce oscillation. An example
of a combinational feedback loop is shown in Figure 10.16.
The circuit shown will oscillate for A =0, B=1, and C = 1.
The designer may know that this input combination will never
occur in normal operation, but a test pattern generator can still
use it.

—D— ]

M FIGURE 10.16 Combinational feedback loop

Some test pattern generators will detect such feedback loops and
break them, at a cost of fault detection for the circuitry discon-
nected from the loop.
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An awkward workaround for a design that must have combina-
tional feedback would be to put a flipflop in that path that is mul-
tiplexed in only when in test mode, as shown in Figure 10.17.
Adding this extra circuitry will cause additional delay in the loop
during normal operation. Avoiding all combinational feedback is
the best plan.

Test Clock >

=—D—1)

M FIGURE 10.17 Feedback loop broken with a flipflop for test

‘ol >

Gated clocks, introduced in Chapter 9, also may present a test
problem, since they cannot be directly controlled from an external
pin. Because of the skew they introduce to the clock distribution
network, putting a gated clock flipflop in the same scan chain as
an ungated one or one with a different gating structure can also
lead to setup and hold violations when in scan mode.

To mitigate the controllability issue, the gated clock line can be
multiplexed with a test clock, as shown in Figure 10.18. This cure
has side effects, as it will increase the delay on both clocks, caus-
ing even greater skew between the gated clock flipflops and the
rest of the design in both test and normal operating modes. Add-
ing the multiplexor is unnecessary if the targeted library supports
flipflops with a dedicated test clock input.
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M FIGURE 10.18 Gated clock with test clock input

The clock gating circuit includes a latch. Use of latches in gen-
eral reduces test coverage, as latches cannot be turned into scan
cells like flipflops for most semiconductor technologies. The
most common test procedure for latches is to hold them in their
transparent state throughout testing. This leaves some lines un-
tested. For maximum test coverage, latch-based design should be
avoided.

BOUNDARY SCAN

Boundary scan, also known as JTAG (Joint Test Action Group,
pronounced JAY-tag) and by its IEEE standard name, 1149.1, is
similar to logic scan except that it only operates on top-level ports.

When boundary scan is inserted, each input and output is changed
into a scan cell as shown in Figure 10.19. In normal operation,
the scan cell adds the delay of a two-to-one multiplexor to each
port but does not otherwise change functionality. In test mode, the
entire perimeter of the design may be used as a shift register. One
point on the device is connected to a port called TDI, or Test Data
In. Another is connected to a TDO, or Test Data Out, port. All the
other input and output cells are arranged such that the input from
one cell is the output from another, until the entire perimeter of
the design is included in one chain. Signals Update DR, Clock
DR, Shift DR, and Mode are generated by the JTAG controller.
Mode is not quite the same as the Test Mode Select (TMS) input
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M FIGURE 10.19 JTAG boundary scan cell

shown in Table 10.3. When executing the BYPASS instruction,
Mode must be logic zero to allow the device to operate normally.
Otherwise, Mode will generally follow TMS.

Table 10.3 Test access port pins

Pin Direction Function

TDI In Test Data In

TDO Out Test Data Out

TMS In Test Mode Select
TCK In Test Clock

TRST In Test Reset (optional)

JTAG cells are frequently depicted with various control lines used
as clocks. This is conceptually correct but does not represent best
design practices. Using an enable signal or at least a gated clock
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as shown in Figure 9.22 will increase design reliability. Bound-
ary scan registers (BSRs) have no special immunity to setup and
hold violations. Following the rules of synchronous design is still
advised. Other JTAG cells in this chapter are shown with logic
signals used as clocks. This is done to simplify diagrams but does
not reflect actual design practices, where they are typically used
as flipflop enables or to gate the test clock.

In test mode, test data may be shifted into each scan device and
throughout the entire system. Multiple JTAG-compliant compo-
nents are typically arranged so that the test data output for one
component is the test data input for the next, until the entire board
or system is arranged into one chain, with one serial input and
one serial output. The boundary scan chain of flipflops is called
the BSR.

Boundary scan was invented to facilitate board, not integrated cir-
cuit, testing. By having a mode in which the pins of each device
could be arranged into a shift register, it became possible to de-
termine that connections to each component were correct and that
each component was installed and at least minimally functional
without need to probe the board.

Nothing prevents the scan data from being used for other pur-
poses besides board test. They can be used for other internal tests
and even configuring field programmable gate arrays or program-
ming processors embedded in other devices. Almost all current
digital designs incorporate JTAG.

Besides the BSR, a JTAG-compliant component requires a test
access port (TAP), a state machine to control the various test sig-
nals, an instruction register (IR) and a bypass register. All must
be added to the design. There are other, optional JTAG features
such as a device identification (ID) register, an electronic chip
ID register, an initialization data register (DR), and several status
registers.

The TAP, also called the test access point, consists of inputs and
outputs as shown in Table 10.3. All are required except test reset.
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When pins are scarce, these signals may be multiplexed with oth-
er functions.

JTAG has three mandatory instructions, shown in Table 10.4. More
instructions may be added, including user-defined instructions. In
order to be able to decode at least the minimum instruction set, the
IR must be at least two bits wide. The depth, that is, the number of
instructions that may be loaded concurrently, must be at least two,
so that a new instruction can be loaded while an older one is still
valid. A new instruction is shifted into the active region of the IR in
Update IR and Test Logic Reset states of the controller. Controller
states are shown in Table 10.6 and Figure 10.21.

Table 10.4 Mandatory JTAG instructions

Instruction Function

BYPASS TDl and TDO are connected to each other via a
single-bit bypass register.

EXTEST The BSR is connected between TDI and TDO. The

device acts as a shift register with data scanned in
via the TDI port and out via TDO.

SAMPLE/PRELOAD The BSR is connected between TDI and TDO. The
device operates normally but test data may be
scanned into the BSR.

The IR will typically be implemented as an N-bit wide shift reg-
ister, where N is the ceiling log, of the number of instructions
implemented. The output stage of the shift register will be de-
coded to generate JTAG control signals. If the IR has more pos-
sible values than those needed for the implemented instructions,
all extra combinations must be decoded as BYPASS.

A legal, minimal encoding for instructions is shown in Table 10.5.
With only three instructions implemented, there must be two bit
patterns that decode to BYPASS. No matter the IR width, a value
of all ones must decode to BYPASS. The two least significant bits
must be 01 for the SAMPLE/PRELOAD instruction.

Other common but optional JTAG instructions are HIGHZ, IN-
TEST, and IDCODE.
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Table 10.5 Minimal instruction register encoding
Bit Pattern Instruction

00 EXTEST

01 SAMPLE/PRELOAD
10 BYPASS

1 BYPASS

HIGHZ places all the outputs other than TDO in high-impedance
state and connects the bypass register between TDI and TDO. In
this mode, data shift from TDI to TDO via the bypass register
without changing any other outputs.

In INTEST mode, internal registers may be set and shifted out via
TDI and TDO. This mode is similar to logic scan testing but is
limited to a single logic scan chain.

In IDCODE mode, the optional ID register is shifted out via the
TDO port least significant bit first.

One bit of an IR is shown in Figure 10.20. The IR must be at least
two bits wide. In its minimal configuration, the “From Last Cell”
input of the first bit would be connected to TDI and the “To Next
Cell” output of the second bit would be connected to TDO.

To Next Cell
Pl Data
0
D Q D Q IBn.itructlon
From Last Cell " :
Shift IR
—0C
Clock IR
Update IR

M FIGURE 10.20 One bit of a JTAG instruction register
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The PI Data input is optional. It may be used to load other parallel
test data from the device under test. It, and its associated two-to-
one multiplexor, may be left out and the test data input connected
directly to the D input of the first flipflop.

An asynchronous test reset may also be connected to IR flipflops.
If a reset is used, some bits must be set rather than reset, as one
of the JTAG requirements is that upon receipt of an asynchronous
reset, the output of the IR must be set to IDCODE if that optional
instruction has been implemented and to BYPASS otherwise.

When the IR updates normally, it does so on the falling edge of
TCK. To facilitate this while violating the rules of synchronous
design as little as possible, the logic signal Update IR may be
used to gate TCK or as an enable with a negative edge-triggered
flipflop. Clock IR too can be used as an enable for TCK rather
than a clock signal to maintain synchronous operation.

So that operation may continue while new instructions are scanned
in and to prevent a partially loaded instruction from sending out dis-
ruptive control signals, it is required that the IR have at least two flip-
flops per bit. The IR may be organized as a deeper shift register, with
several intermediate stages between the final output stage, which
is decoded to generate the JTAG control lines, and the input stage,
which receives data from TDI. Figure 10.20 shows the minimal con-
figuration, with only one shift stage before the final output stage.

The output of the IR is decoded in conjunction with the control-
ler state to generate the JTAG control signals Shift DR, Update
DR, Shift IR, Update IR, and any other signals needed to enable
optional features.

If an ID register is implemented, it must have the structure shown
in Figure 10.21. The least significant bit is always one. The next
11 bits are a manufacturer ID code, which is assigned by the
IEEE. The following 16 bits are for the manufacturer’s part num-
ber and the most significant four bits allow the manufacturer to
add a version number for the part. An implementation of one bit
of the ID register is shown in Figure 10.22.
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B FIGURE 10.21 JTAGID register
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M FIGURE 10.22 JTAG ID register cell

When the IDCODE instruction is run, the 32 bits of the ID will
be loaded into each ID register cell and scanned out via TDO.
By requiring this instruction to be loaded at reset, the part can be
identified at the start of testing. As with the other JTAG registers,
the logic signal Clock DR would typically be used to enable the
flipflops or gate the TCK rather than being actually connected to
the clock input.

Another optional instruction is USERCODE. If this instruction is
implemented, a second code is embedded in the device and can
also be scanned out to TDO via the ID registers. This option is
only used with programmable devices. When the USERCODE
instruction is not implemented, there is no need for the first multi-
plexor and each ID code bit can be connected directly to the zero
input of the only remaining multiplexor. The ID code bits would
be hardwired to form the 32-bit ID value for the component.
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JTAG-compliant devices must have a controller, which primarily
consists of a 16-state state machine. States transition solely by
reference to the TMS input, as shown in Table 10.6. State transi-
tions are always on the rising edge of TCK. Figure 10.23 shows
the transitions in a state diagram.

Table 10.6 JTAG controller state transitions

Current State Next State, TMS =0 Next State, TMS =1
Test Logic Reset Run-Test/Idle Test Logic Reset
Run-Test/Idle Run-Test/Idle Select DR Scan
Select DR Scan Capture DR Select IR Scan
Capture DR Shift DR Exit 1 DR

Shift DR Shift DR Exit 1 DR

Exit 1 DR Pause DR Update DR
Pause DR Pause DR Exit 2 DR

Exit 2 DR Update DR Shift DR
Update DR Run-Test/Idle Select DR Scan
Select IR Scan Capture IR Test Logic Reset
Capture IR Shift IR Exit 1 IR

Shift IR Shift IR Update IR

Exit 1 IR Pause IR Update IR
Pause IR Pause IR Exit 2 IR

Exit 2 IR Shift IR Update IR
Update IR Run-Test/Idle Select DR Scan

When the 16-state controller is implemented as a four-bit binary
state machine, every possible state is covered and all possible
conditions for the state register represent a legal value. The state
transitions are specified such that whatever the initial state of
the flipflops, Test Logic Reset state will be reached by holding
TMS high for five TCK cycles. This is why the Test Reset (TRST)
input is optional. If the controller is implemented in some other
manner, such as a one-hot machine, it may initially take on an il-
legal value and a reset would be necessary to commence normal
operation. Needing the extra speed of a one-hot machine is highly
unusual for a JTAG controller. A four-bit binary state machine is
most commonly implemented.
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M FIGURE 10.23 JTAG controller state transition diagram

Once in the Test Logic Reset state, all test logic is disabled. The
JTAG controller will remain in this state as long as TMS is held high.

If TMS is then set low, the controller transitions to Run-Test/Idle
state. No JTAG action is required in this state, but design-specific
testing may be enabled. Often it is used to enable some form of built
in self-test (BIST). No other JTAG testing is enabled in this state.

Run-Test/Idle state will be maintained as long as TMS is held low.
If it is again set high, one of two parallel paths may be chosen,
although continuing to hold TMS high will result in returning to
Test Logic Reset state after two more TCK cycles.

The two parallel paths operate on either the IR or DR. The DR
in this context consists of the BSR, the Bypass Register, and the
optional ID Register together.
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Once one of the paths is chosen, the next state is Capture.

In Capture state, a word is parallel loaded into the lowest stage of
the selected register on the rising edge of TCK. If operating in the
IR path, the two least significant bits, which may be the only bits,
must be 01. There is no such requirement for the DR.

In Shift state, the register is connected between TDI and TDO. A
previously loaded pattern may be scanned out and a new pattern
scanned in via TDI.

In Update state, previously loaded data are transferred into the
output flipflops of the chosen register on the falling edge of TCK.

The Exit states provide methods of exiting the path or going back
to Shift in the same path. Other JTAG registers are not changed
in these states.

Figure 10.24 shows a design modified to include boundary scan.
The core design is surrounded with boundary scan cells. In normal

B B B B Br—18B
B B
Core
Logic
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TDI ]
Register I
TDO
Instruction
Register
Optional
Registers
L TAP
Controller !
TCK B = Boundary Scan Register

M FIGURE 10.24 Top level of a JTAG-compliant design
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operation, the scan logic in these cells passively transmits data
into and out of the core. It is only in test mode that they work as
registers. The TAP controller, JTAG registers, and TAP inputs and
output all need to be added to make a design JTAG-compliant.

Modifying a design for JTAG adds area, slows down paths, and
requires pins. Although the performance penalties are substantial,
JTAG is added to almost all digital integrated circuits to facilitate
testing at the integrated circuit, board, and system levels.

Manually modifying a design to include JTAG testability is rarely
necessary, as modern synthesis tools can automate the process.
Field programmable gate arrays typically come with JTAG built
in. Often they are configured via the TAP when the system is pow-
ered up.

BUILT IN SELF-TEST

Boundary and logic scan give external testers a view into the de-
vice under test. BIST adds circuitry so that the device can test
itself and only report the results. BIST is most commonly used on
embedded memories but also may be used to test random logic.
BIST is typically enabled via a JTAG instruction.

Effective memory testing requires checking for more fault effects
than logic testing. Some of the common memory faults are Ad-
dress Decoder Faults, Stuck Open Faults, Coupling Faults, Dis-
turb Faults, and Data Retention Faults.

Address Decoder Faults can manifest themselves in several dif-
ferent ways. For a given address, no cell might be accessed. A
given cell might not be accessed for any address. An address
might access several cells simultaneously. A cell might be ad-
dressed by several different addresses.

When a Stuck Open fault is present, a cell cannot be accessed due
to a broken line. This may result in the previously accessed cell’s
data being redisplayed.

Coupling faults cause a victim cell to take on an erroneous value
as a result of operation on an aggressor cell when the aggressor
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cell is accessed. The victim cell may take on the same value as the
aggressor, the inverse of the value a value related to transitions in
the aggressor cell.

Disturb faults cause an erroneous value to be set in a cell when the
cell is read or when another cell is read.

Data retention faults allow charge to leak away, resulting in loss
of stored data.

Given how many permutations are possible, exhaustive memory
testing is not a serious option. A small subset of all possible tests
is typically chosen. Writing a checkerboard pattern of zeros and
ones is a common pattern, but will leave many errors undetected,
including most address faults. Walking ones patterns and diag-
onal ones patterns have also been used. A test that will detect
coupling faults is to set one cell to logic one and then surround
it with cells containing zeros or the inverse and then accessing
each cell. The cell being tested is then changed with each iteration
through the test, which requires setting up and running the test for
each cell. An address test involves writing sequential numbers to
each address and then correctly reading back the entire memory
array. This will guarantee to a high degree of probability that each
address uniquely specifies one cell as long as the memory width
is at least as great as the address bus size.

Each pattern will add some fault coverage at the cost of greater
hardware overhead and test time. Figure 10.25 shows some com-
monly used memory test patterns applied to an eight-byte mem-
ory cell. Many others have also been used. Writing several patterns
in sequence is often required to get an adequate level of fault
coverage.

The general hardware strategy for BIST is to create a test pattern
generator and a checker, as shown in Figure 10.26. When in self-
test mode, data from a pattern generator are selected instead of
normal operating data. When the device under test is a memory,
the pattern generator will have to create addresses and control
signals as well as test data.
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M FIGURE 10.25 Memory test patterns. From top: walking ones, checkerboard, and address test

Memory self-test will typically use defined patterns such as those
shown in Figure 10.25. Logic BIST will more often use pseudo-
random patterns. Self-test pseudorandom pattern generators are
usually formed with linear feedback shift registers (LFSRs). A
three-stage LFSR is shown in Figure 10.27 and SystemVerilog
code implementing it is shown in Figure 10.28. To avoid getting
stuck at all zeros, the pattern generator needs to be initialized to
something other than all zeros. An alternative that would also al-
low a maximal-length pattern to be generated would be to initial-
ize it to all zeros but replace the XOR gate with an XNOR. Each



326 CHAPTER10 Design for testability

Normal Data Inputs

Device
Under
Pattern Test
Generator

BIST Enable

Expected
Results Checker
ROM

Pass/Fail

M FIGURE 10.26 General structure of BIST system
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M FIGURE 10.27 A three-stage LFSR with generator polynomial X* + X? + 1

module LFSR #(SIZE = 3) (input CLK, RST,
output logic [SIZE - 1 : 0] PATTERN):;
always ff @ (posedge CLK, negedge RST)
if (!RST) PATTERN <= '1;
else begin
PATTERN[O0] <= PATTERN([SIZE - 1] ~ PATTERN[SIZE - 2];
PATTERN([SIZE - 1 : 1) <= PATTERN([SIZE - 2 : 0]:
end
endmodule

M FIGURE 10.28 SystemVerilog implementation of an LFSR
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stage of the LFSR can be tapped as an output to produce N-bit
parallel data for an N-bit shift register, as is done in Figure 10.28.

Not all LFSR configurations will generate a maximal-length pat-
tern of 2" — 1 for n flipflops. The test for determining if an LFSR
will generate a maximal-length pattern is if the generator poly-
nomial for the LFSR is prime. If it is prime, the sequence will be
maximal. If it is not, the sequence will repeat after something less
than 2" — 1 cycles.

LFSRs are defined by their generator polynomial, which is a
mathematical expression of the terms that are fed back to the first
flipflop of the shift register. For the LFSR of Figure 10.27, the
generator polynomial is X?® + X? + 1. If all three flipflops were fed
back and XORed together to form the input to the first flipflop, the
generator polynomial would be X?* + X? + X + 1. This latter poly-
nomial is nonprime, as using modulo two polynomial arithmetic,
X2+ 1) X X+ 1)=X3+ X%+ X + 1. The practical effect of be-
ing nonprime is that the output pattern will repeat with a different
period depending on the initial seed, but all of the patterns will be
shorter than maximal length. The final 1 in each polynomial is the
input to the first flipflop and is always present, regardless of what
feedback points are used.

The LFSR shown in Figure 10.27 is prime, or primitive, and will
produce seven distinct patterns before repeating. While it is coded
to be scalable, just changing the size while always feeding back
the two most significant bits does not guarantee that the result-
ing pattern will be maximal length. An example of a nonprime
polynomial of this format is X° + X* + 1. It can be factored to
X3+ X+ 1) X (X*+ X + 1). Factoring modulo two polynomials
requires using the rule that (X" + X" = X" — X" = 0). There is no
easy way to determine if a given polynomial is prime, but tables
of prime polynomials of varying degrees have been created as
well as software for generating such polynomials and checking
if one is prime. Table 10.7 shows some primitive polynomials.
There are more for each degree and the degree can be increased
indefinitely. The reciprocal of each prime polynomial is also
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Table 10.7 Some sample primitive polynomials

X124 X7+ X4 4+X3+1
X164 X"+ X3+ X"+ 1

Degree Polynomial

3 X+ X+1

4 X+ X3 +1

5 X+ X3+1

6 Xe+X3+1

7 X +X+1

8 XE+ X4+ X3+ X+ 1
1

1

N

prime, so the examples of Table 10.7 can be used to find a second
primitive polynomial of each length. To obtain the reciprocal of
a polynomial, subtract the exponent from the degree of the poly-
nomial for each term.

An example of converting a primitive polynomial to its reciprocal
is shown below.

Original primitive polynomial: X* + X + 1

Subtract the exponent from the degree: X3 + X3! + X30 =
X0+ X2 +X?

Reciprocal primitive polynomial: X?* + X2 + 1.

The LFSR shown in Figure 10.27 is in external format, in that the
XOR gate is external to the shift register. The same polynomials
can form an internal LFSR as shown in Figure 10.29. System-
Verilog code for that implementation is shown in Figure 10.30.

=) O
> > >

M FIGURE 10.29 Internal LFSR for polynomial X* 4+ X? + 1
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module LFSR I #(SIZE = 3) (input CLK, RST,
output logic [SIZE - 1 : 0] PAITERN):
always_ff @ (posedge CLK, negedge RST)
if (!RST) PATIERN <= '1;
else begin

PATTERN[O] <= PATTERN[SIZE - 1]:
PATTERN[SIZE - 1] <= PATTERN([SIZE - 2] ~ PATTERN[SIZE - 1] :
PATTERN([SIZE - 2 : 1] = PATTERN([SIZE - 3 : 0]
end
endmodule

W FIGURE 10.30 SystemVerilog implementation of a scalable internal LFSR

The pattern produced by the two configurations will be different,
but they will both cover the same range. If one implementation
is prime, the other will be too. The pseudorandom patterns that
the internal and external LFSRs for X* + X? + 1 will generate are
shown in Table 10.8. The choice of seeding them with all ones
was arbitrary. The same seven-value pattern will repeat no matter
what the initial starting value is, as long as it is not all zeroes. If
the device is reset to all zeroes, it will stay all zeroes forever.

Table 10.8 Patterns generated by internal and external three-bit
LFSRs

Internal External

111 111

011 110

110 100

001 001

010 010

100 101

101 011

The pattern generators used for BIST tend to be far longer than
three bits and the test sequences used can be lengthy. While even
a 32-bit LFSR does not need a lot of area, a ROM to check each
of the four billion patterns one could generate would be a large
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cell. Accordingly, data compression and signature analysis are
typically used with BIST.

The compression circuit and signature analyzer used with an
LFSR tends to be almost an exact copy of the LFSR, although it
need not be similar at all. One that could be used with the LFSR
of Figure 10.27 is shown in Figure 10.31. SystemVerilog code
implementing the circuit is shown in Figure 10.32. The only dif-
ference between the two circuits is that the receiver has an input
for the data recovered from the circuit under test. The test proce-
dure could be made more automated by adding a check for the
correct signature and outputting only a single pass/fail line.

Data Input

.

> > =

M FIGURE 10.31 Compression and signature circuit

module signature # (parameter SIZE = 3)
(input CLK, RST, DATA IN, output logic [SIZE - 1 : 0] SIG):

always ff @ (posedge CLK, negedge RST)
if ('RST) SIG <= 'bO:
else begin
SIG[0] <= SIG[SIZE - 1] ~ SIG[SIZE - 2] "~ DATA IN;
SIG[SIZE - 1 : 1] <= SIG[SIZE - 2 : 0]:
end
endmodule

M FIGURE 10.32 System\Verilog code for compression and signature circuit

A BIST system with a signal generator and signature analyzer is
shown in Figure 10.33. In that figure, parallel outputs are taken
from the LFSR pattern generator but only a single line from the
circuit under test is sent to the signature analyzer. For this to
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M FIGURE 10.33 BIST generator and signature analysis system

work, the circuit under test must have a structure something like
that shown in Figure 10.34, with multiple gates fanning in to a
single test point. While multiple signature analyzers may be run
in parallel, adding one for every gate would be impractical.
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M FIGURE 10.34 A test point covering six data inputs; BIST enable would be connected to each multiplexor
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To get around the problem of needing high fan-in nets, a sig-
nature analyzer can have multiple, parallel inputs. Figure 10.35
shows the circuit of Figure 10.31 modified to accept parallel data,
turning an LFSR into a multiple-input LFSR, commonly short-
ened to multiple input shift register, or MISR. This arrangement
can also be used for multiple high fan-in nets, increasing the fault
coverage offered by each pattern generator.

Data Input [?] | < Qﬁ
3
= I

Data Input [1]

Data Input [2]

M FIGURE 10.35 Multiple input linear feedback shift register

Using an LFSR/signature analyzer system, there is some prob-
ability that a bad circuit will test good. This can happen because
the pattern that will be left in the signature analyzer, being shorter
than the pattern used to generate the signature, cannot be unique
to a single generator pattern. For the three-bit circuit pair shown
in Figures 10.27 and 10.31, the pattern generator will create a
nonrepeating sequence of seven vectors. The circuit under test
will then have 27 possible responses, but the compressor and sig-
nal analyzer can only end up in one of eight states. It is eight rath-
er than seven because an all zeros signature is possible, although
that is not a possible stimulus pattern. One of those eight will be
the correct response, but there can be defective circuits that will
also produce the same signature, even if the bit steam coming into
the compressor is different from the fault-free bit stream.
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The probability of failing to detect a defective circuit with this
sort of a system is proportional to the length of the pattern used
and the shift registers [5]. The general equation for the probability
P of an aliasing error for a pseudorandom pattern of length L used
with a signature analyzer shift register of length R is

2P

P
2-1

For a system with a three-bit shift register using the maximal-
length pattern of seven vectors, this comes out to a probability of
failure of 11.8%, which would be unacceptable for any circuit. In-
creasing the shift registers to 16 bits gets the probability of alias-
ing error down to 0.016%, which may be acceptable. Since the
cost of making an even longer set of registers is small, this sort of
a system can be used to generate test patterns and signatures that
are highly unlikely to fail due to aliasing.

These types of pseudorandom pattern generator and signature
analyzer pairs are used for more than just BIST circuits. Com-
munications systems use the same type of signature analysis to
form cyclical redundancy checks that have a high probability
of detecting data errors while keeping overhead low. They have
also been used for encryption, but experienced code breakers
would not take long to detect the type of pattern used and match
the generator, enabling them to decrypt and read the hidden
material.

BIST offers the advantage of operating at the full circuit speed.
This allows delay faults that would be missed by external test
systems to be detected.

Disadvantages of BIST are that adding it can substantially in-
crease circuit area and delay paths. Unlike modifying a circuit
for scan, which is a highly automated procedure, BIST circuits
generally need to be crafted on an ad-hoc basis, although algo-
rithms for memory BIST and pseudorandom pattern generators
are well known and need not be developed anew for each imple-
mentation.
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PARAMETRICTESTING

Parametric testing involves powering up the device under test and
seeing if the source current and voltages are within an acceptable
range. Readings outside the set parameters typically mean the de-
vice has short circuits leading to excessive current draw or open
circuits, leading to low or no current draw. Sometimes a tree of
NAND gates is added to a device to measure input and output lev-
els as well as delay times in crossing the die. The NAND tree can
be multiplexed with other inputs and outputs to avoid dedicating
any pins solely for this type of testing.

Ippg testing is a form of parametric testing in which the device
is powered up but otherwise left in a quiescent state. The cur-
rent draw is then checked to ensure that it is within the accept-
able range, with outliers assumed to have opens or shorts. This
class of testing generally does not require adding additional test
circuitry.

B SUMMARY

Yield is the percentage of parts that are correctly manufactured.
Defect level is the percentage of defective parts that pass all tests.
Getting the defect level down to an acceptable figure is the objec-
tive of testing.

Fault models are used to create a finite set of conditions that can
be used to differentiate the performance of good parts from those
with manufacturing flaws. The most commonly used such model
is the SSA fault model, despite its limited performance. More
comprehensive fault models can increase the time needed to test
components to impractical levels.

Small-scale components give full access to all the internal gates,
which makes testing them easy. As the ratio of pins to gates goes
down, visibility into the circuit also goes down and testing be-
comes more difficult. To achieve a low defect level, large inte-
grated circuits have incorporated additional circuitry to give bet-
ter test access.
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Almost all modern circuits have boundary scan added. Boundary
scan was invented to facilitate board test but can also be used to
test individual components. Similar in concept to boundary scan,
circuits can be modified to add logic scan to further increase test-
ability. The procedures for adding boundary and logic scan to a
circuit are highly automated and require little manual modifica-
tion of the design.

Self-test circuitry is also often added to circuits. It can be used
for testing random logic but is more often used to test embedded
memories. Tools for automating BIST are less common. Paramet-
ric testing can detect some types of manufacturing errors, some-
times without modifying the design.
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Once a design has been verified, the next step is logic synthesis.
Logic synthesis produces a technology-dependent netlist imple-
mentation of the design. Such a netlist needs to include instances
of cell models. All the cell models for a given target technology
are gathered together into a library. This chapter deals with creat-
ing cell models for a component library.

COMPONENT LIBRARIES

The synthesizer will reference a library of components to map the
design into the target technology. This library will typically con-
tain hundreds of Boolean logic gates, complex cells, and flipflops.
There may be numerous cells that are logically identical but have
different speed and power characteristics.

Because gate-level simulation with annotated timing information
is slow, designers may depend on timing reports generated by the
logic synthesizer or other static timing analysis tools to ensure
that the implementation meets all performance requirements, but
simulating the netlist with the verification suite already developed
often finds obscure timing problems not caught by static timing
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analysis. Before any such simulation can be done, a Verilog com-
ponent library is needed. A component library is a link between
an abstract behavioral design and the ultimate goal, a physical
implementation.

Libraries have a cell model for each component. They will have
to be updated for each new semiconductor process, even if no
cells are added or subtracted from the library, as the performance
characteristics of the cells will have changed.

An example of behavioral code for a four-bit counter and the syn-
thesized netlist produced from it is shown in Figure 11.1. In this
example, the Synopsys®, Inc. 90 nm SAED Generic Library [1]
was targeted and the Synopsys Design Compiler tool was used
for synthesis. This library is made available from Synopsys to
universities for educational purposes and requires an educational
addendum to the normal tool license [2].

module scalable counter #(parameter SIZE =
(input CLK, RST, output logic [SIZE - 1 :

4)
0] COUNT):

always_ff @(posedge CLK, negedge RST)
if ('RST) COUNT <= 0
else COUNT <= COUNT + 1;
endmodule
module scalable counter ( CLK, RST, COUNT );
output [3:0] COUNT:
input CLK, RST;

endmodule

wire N2, N3, N4, nl, n2, n5, né6, n7, n8;

DFFARX1 \COUNT_ reg[0] ( .D(n2), .CLK(CLK), .RSTB(RST), .Q(COUNT[0]), .QN(n2) ):
DFFARX1 \COUNT_reg(l] ( .D(N2), .CLK(CLK), .RSTB(RST), .Q(COUNI([1]), .QN(n8) ):
DFFARX1 \COUNT_reg[2] ( .D(N3), .CLK(CLK), .RSTB(RST), .Q(COUNT[2]), .QN(nl) ):
DFFARX1 \COUNT reg([3] ( .D(N4), .CLK(CLK), .RSTB(RST), .Q(COUNI([3]), .QN(n7) ):
XOR2X1 U8 ( .IN1(nS), .IN2(n7), .Q(N4) ):

NAND2X0 U9 ( .INl(n6), .IN2(COUNT[2]), .QN(nS5) ):

XNCR2X1 Ul10 ( .INl(nl), .IN2(n6), .Q(N3) ):

NOR2X0 U1l ( .IN1(n8), .IN2(n2), .QN(né6) ):

XCR2X1 U12 ( .IN1(n8), .IN2(n2), .Q(N2) ):

M FIGURE 11.1 SystemVerilog behavioral code and synthesized netlist
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In order to simulate the gate-level implementation, Verilog mod-
ules for the flipflops (cell DFFARX1) and each of the combina-
tional gates would be needed. All the models for a given tech-
nology would be gathered together in one library. Some libraries
have all cells in a single Verilog file and others have a separate file
for each component, with the library then consisting of the direc-
tory where all the files are stored. The Synopsys library used in
this example has all the cells in a single file.

CELL MODELS

Each cell model has both behavioral and timing data. For combina-
tional cells, timing data are limited to propagation paths from inputs
to outputs. Sequential cells also need timing checks to ensure that
operating parameters such as setup and hold times are not violated.

In the simplest case, a cell model can have a single delay param-
eter added to the instantiation of a primitive component. Delay
parameters can also be separated into rise times and fall times
for more accurate modeling. Examples of such models are shown
in Figure 11.2. This type of modeling is rarely used in modern

‘timescale 1 ps/lps
/*Simple model of a 2-input AND gate
with constant 1 picosecond delay*/
module AND21A(A, B, Q):

input A, B;

output Q:

and #1(Q, A, B):

endmodule
/*2-input AND gate model with rise and
fall time parameters¥/
module AND21B(A, B, Q):
input A, B;
output Q;
//1 picosecond rise time, 2 picosecond fall time
and #(1, 2)(Q, A, B):
endmodule

M FIGURE 11.2 Simple cell models with delays
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libraries for timing simulation but can be found when only func-
tional verification is being used. In Figure 11.2, the timescale
directive at the top will be used for both modules. Having only
a single timescale directive at the top of a file containing many
library models is standard procedure.

A third field for turn-off time can be added for cells that have the
capability of being put into a high-impedance state. Figure 11.3
shows a Tri-state® buffer cell that has a zero-to-one transition
time of 1 ps, a one-to-zero transition time of 2 ps, and a turn-off
time of 3 ps. With this type of delay modeling, the high imped-
ance to zero time is the same as the one-to-zero time and the high
impedance to one time is the same as the zero-to-one time.

‘timescale 1ps/ips
module TBUF1(IN, EN, 2):;
input IN, EN;
output 2;

/*Rise, fall and turn off times~*/
bufifl #(1, 2, 3) (Z2,IN,EN):;
endmodule

M FIGURE 11.3 Tri-state buffer model with rise, fall, and turn-off time parameters

A model of a more complex cell, such as an AND-OR-INVERT
function, could have all the delay lumped together on the output
driver or it could be distributed among the primitive operations.
Both methods are shown in Figure 11.4. The two AND gates in
each cell are in parallel, so the input-to-output delays of cells
AOI1 and AOI2 are identical. The simple lumped delay model
assumes all input to output paths have the same delay, which will
not always be the case.

Paths from inputs to outputs can, as has been shown in Fig-
ure 11.3, have different delay characteristics for rise, fall, and
turn-off times. In addition to these differences, semiconductors
will not always perform the same under all operating conditions.
Temperature, power supply, and manufacturing variability will
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*timescale 1ps/lps
/*Lumped delay AND-OR-INV
module AOI1(A, B, C, D, Q):
input A, B, C, D;
output Q:

and (N1, A, B):
and (N2, C, D);
or (N3, N1, N2):
not #10 (Q, N3):

endmodule
/*Distributed delay AND-OR-INVERT cell¥*/
module ACI2(A, B, C, D, Q):

input A, B, C, D;

r
output Q:

and #5 (N1, A, B);

and #5 (N2, C, D):

or #4 (N3, N1, N2):

not #1 (Q, N3):
endmodule

M FIGURE 11.4 AND-OR-INVERT cell with distributed and lumped delays

affect the speed at which an electronic component can operate.
Taken together, these three define a performance envelope for a
component.

Each device will have a nominal operating voltage. However, it
would be impractical to specify the voltage to infinite precision.
Instead, a range is specified. For old TTL components, the supply
voltage is 5 V, plus or minus a quarter of a Volt. More modern
technologies use lower values but still have a range of acceptable
voltage. Even if the supply voltage happens to be the nominal
value to a thousand decimal places when the circuit is in its quies-
cent state, it will fluctuate with circuit switching, so some toler-
ance in the power supply is always needed.

Although circuits must continue to work as long as the power sup-
ply is within the specified range, they do not operate at exactly the
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same speed across the entire range of acceptable supply voltages.
Operating speed decreases with reduced voltage.

Each device will also have a specified temperature range. Com-
mercial components are normally specified to operate between
0°C and 70°C. Military grade components need to operate over
a larger range, from —55°C to +125°C. As with supply voltage,
delay characteristics will fluctuate with temperature. CMOS com-
ponents tend to be linear with temperature for both rise and fall
times, operating faster as the temperature drops. In TTL devices,
fall times decrease with rising temperatures while rise times in-
crease, but TTL is not used in modern integrated circuits.

In addition to these external variables, there will be some fluctua-
tions in the delay characteristics of the devices produced when
supply voltage and temperature are held constant. There are doz-
ens of different factors that affect delays in semiconductors, but
all can be lumped together to form a single “process” variable.
Testing should weed out the devices that fail to meet specified de-
lay characteristics, but there will remain some range of operating
speeds for the devices that are deemed acceptable.

Process, temperature, and voltage can be combined to form scal-
ing factors. When all three are optimal, the device will operate
“best case.” When all three are at their worst, a “worst case” scal-
ing factor is applied to delays. Nominal delay values will form the
“typical case” setting.

A semiconductor vendor may choose to provide separate librar-
ies for each case or may have all in one library, with the delays
multiplied by a scaling factor depending on which operating con-
dition is chosen. When best, typical, and worst case delays are all
in the same library, the rise, fall, and turn-off times of each cell
are replaced by triplets for each field in the format Min: Typ:Max.
Thus for a Tri-state cell, there will be three triplets, representing
minimum, typical, and maximum delays for rise, fall, and turn-off
times. Cells without Tri-state capability will only have two trip-
lets, one for rise times and the other for fall times.
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An example of a Tri-state buffer cell with three operating condi-
tions is shown in Figure 11.5. When simulating worst-case condi-
tions, the zero-to-one transition time will be 4.4 ps. For best case,
the one-to-zero time will be 1.2 ps and for the typical case, the
turn-off time will be 2 ps.

‘timescale 1ps/lps
module TBUF2a (IN, EN, Z):
input IN, EN;
output Z;

/*Rise, fall and turn-off times for
best, typical and worst cases*/
bufifl #{1.6:2.2:49.4, 1.2:2.4:3.6, 1:2:3) (Z,INK,ENR):

endmodule

M FIGURE 11.5 Tri-state cell model with best case, typical case, and worst case operating conditions

The distributed delay model offers the option of having some dif-
ferent paths through a cell, but its flexibility is still too limited for
accurate timing simulation. Specify blocks are used to enumerate
pin-to-pin delays across a cell.

The Tri-state buffer cell shown in Figure 11.5 has been modified
in Figure 11.6 to use a specify block for timing data. Because
that cell has only one data path from input to output, there is no

‘timescale 1ps/lps
module TBUF2b (IN, EN, Z):
input IN, EN;
output 2Z;
bufifi (Z,IN,EN);
specify
S*Rise, fall and turn-off times for best, typical
and worst cases¥*/
{(IN => Z) = {1.6:3.2:4.4, 1.2:2.4:3.6, 1:2:3);
endspecify
endmodule

M FIGURE 11.6 Tri-state cell with delay data in a specify block
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module AOI3(A, B, C, D, Q):
input A, B, C, D;
output Q:

and (N1, A, B):;
and (N2, C, D):
or (N3, N1, N2):
not (Q, N3):

specify
(A, B *> Q) = 12, 10:
{C, D*>»Q) = 13, 1};

endspecify
endmodule

M FIGURE 11.7 AND-OR-INVERT cell with a full connection specify block

obvious advantage to putting the delay information into a specify
block, but not all cells are so simple.

In Figure 11.7, the AND-OR-INVERT cell first introduced in Fig-
ure 11.4 is shown with two different path delays from inputs to
outputs. Use of the full connector operator *> indicates that both
the path from A and the path from B have a 12 time unit rise time
and a 10 time unit fall time. The full connector operator can also
be applied to cells that have multiple outputs. The path specifica-
tion shown below indicates that the paths from any bit of A to any
bit of O will take 6.3 time units and that there are 64 total paths
with the same delay characteristic.

(A[7:0] *> 0[7:0]) = 6.3;

The above path specification indicates that any bit of A may cause
a transition on any bit of O. The alternative for multiple input-to-
output paths is to specify each in parallel, using => for each path.
The following line of code indicates that there are eight parallel
paths, each having a delay of 6.3.

(A[7:0] => 0[7:0]) = 6.3;

Just as was done with parameters and localparams, giving mean-
ingful, mnemonic names that can be updated in one place can
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help make cell models easier to understand and maintain. Within
specify blocks, specify parameters, or specparams are used. Like
localparams, specparams are fixed and cannot be redefined at
compile time.

Figure 11.8 shows a two-input AND-gate model from the Synop-
sys library used in Figure 11.1. This model is written to allow two
modes of operation: if “functional” is defined, a simple one-unit
delay is used. When full timing information is required, rise and
fall times from each input to the output are available. The specify
block delays will override the unit delay associated with the prim-
itive instance. There are separate libraries for best and worst case,
so only one set of delays is included in each cell model.

module AND2X1 (IN1,IN2,Q):

and #1 (Q,IN2,IN1):;

*ifdef functional
‘else
specify
specparam inl 1lh g 1h=52,inl hl q hl1=50,in2 1lh q 1h=59,in2 hl g hl=56;
( IN1 +=> Q) = (inl_1lh q 1h,inl hl q hl):

( IN2 +=> Q) = (in2_1h q 1h,in2 hl g hl);
endspecify
‘endif
endmodule

M FIGURE 11.8 AND cell with a specify block from Synopsys 90 nm library

The cell shown in Figure 11.8 uses +=> to specify that the path
from the inputs to the output is noninverting and that a zero-to-
one transition on an input will result in a zero-to-one transition on
the output, if there is to be any change. Use of —=> in a specify
block indicates an inverting path and a zero-to-one transition on
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an input that causes a change on the output should use the high-
to-low delay figure rather than the low-to-high transition time.
Plus and minus modifiers to delay paths can be used with full
connections as well as with parallel paths.

An alternative syntax for specifying inverting and noninverting
paths is to add a separate field for that in the path specification.
The two lines below are equivalent.

(IN1 +=>Q) = 2, 1.5;
(IN1 => (Q+: IN1)) =2, 1.5;

If a rising edge on IN1 would cause a high-to-low transition on
Q, both of the following lines would indicate that the high-to-low
transition time is to be used and a falling edge on IN1 would mean
that the output delay would be that of a zero-to-one transition.

(IN1-=>Q) =2, 1.5;
(IN1=>(Q-: IN1)) = 2, 1.5;

Sometimes path polarity is conditional on the state of another
input. An example of this is a two-input XNOR gate. If one input
is steady state zero, then a change on the other one precipitates
an inverting path from it to the output. Conversely, if an input
is steady state one, a change on the other input would cause the
output to follow the changing input with no inversion. To allow
for such run-time path variations and always associate the right
delay with each transition, conditional statements may be em-
bedded in specify blocks. Unlike standard Verilog conditional
statements, only “if” clauses are allowed. Neither “else if”” nor
“else” may appear in a specify block. A model for such a cell is
shown in Figure 11.9. It also was extracted from the Synopsys
90-nm library.

USER-DEFINED PRIMITIVES

So far, all models used in these examples have had their function-
ality defined by the instantiation of a single built-in primitive or,
in the case of the AND-OR-INVERT models, a small number of
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module XNOR2X1 (IN1,IN2,Q):

output Q;
input IN1,IN2;

xnor #1 (Q,IN2,IN1):

*ifdef functional

‘else

specify

specparam inl 1lh q hl=97,inl hl g 1lh=114,inl 1lh g 1h=63,inl hl g hl=64,
in2 1h q hl1=105,in2 1h g 1h=78,in2 hl q 1h=119,in2 hl g hl=80;

if ((IN2==1'Db0))

( INl1 -=> Q) = (inl_hl q 1lh,inl 1h q hl):;
if ((IN2==1'bl))

( IN1 +=> Q) = (inl_1lh q 1lh,inl hl q hl);
if ((IN1==1'Db0))

( IN2 -=> Q) = (in2_hl q 1h,in2 1h q hl):
if ((INl1==1'bl))

( IN2 +=> Q) = (in2_1h q 1h,in2 hl q hl);
endspecify

‘endif
endmodule

M FIGURE 11.9 Conditional paths in a specify block from Synopsys 90 nm library

primitives. While any function can be modeled with the built-in
primitives, cells that use large numbers of them will simulate
slowly.

To improve simulation performance, library developers may
define their own primitive functions. User-defined primitives
(UDPs) have their logical behavior specified in a table. Like built-
in primitives, UDPs must have exactly one output. Combinational
UDPs may have up to 10 inputs. Sequential UDPs are limited to
nine inputs, as they also need a value for current state.

In addition to standard zero, one, and x values, UDP tables can use
several symbols to decrease the number of table entries needed to
fully specify the function. UDP symbols are shown in Table 11.1.
Combinational UDPs only use the first two symbols. Sequential
UDPs may use all.
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Table 11.1 UDP table symbols

Symbol Meaning
? Iteration over O, 1, and x
b Iteration over 0 and 1
- No change
r Rising edge: 0 to 1 transition
f Falling edge: 1 to 0 transition
p Potential rising edge: 0to 1, x to 1, or 0 to x transition
n Potential falling edge: 1to 0, x to 0, or 1 to x transition
* Any transition
COMBINATIONAL CELLS

A full adder is a cell that could benefit from being implemented
as a UDP. Since a full adder needs two outputs, two tables will
be needed but this is in contrast to at least five primitive operators
for a model without UDPs. Figure 11.10 shows a model for a full
adder incorporating a module and two primitives.

The carryout term will be set to one whenever two out of the three
inputs are one, so the third input in those cases is don’t care. Use
of a question mark for such cases covers any value for the third
input, allowing the table to be shorter than if all values needed
to be explicitly iterated. No such optimization is possible for the
sum term, so all eight input combinations are enumerated there.
In a UDP table, any unspecified input combination results in the
output being set to unknown.

Question marks in tables are not the same as x values. In a table,
an x would only match an x value on an input. It does not mean
don’t care, as it does with a casex statement. Any z values in a
table are treated as x. The output of a UDP can never be high
impedance.

While the outputs of the cell module are declared to be wires, de-
claring the outputs of combinational UDPs to be anything besides
an output would be a syntax error. They are neither wires nor regs.
This does not carry forward to sequential cells, where the outputs
are registers.
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module FULL ADDER (A, B, CI, 5, CO):
input A, B, CI;
output wire S, CO;
ADDR CRARRY (CC, &, B, CI):
ADDR SUM (5, A, B, CI):
specify
(a, B, CI *> CO) = 3, 2.4;
(A, B, CI *» 5) = 2.5, 2;
endspecify
endmodule

; FULL ADDER CARRY-OUT TERM
primitive ADDR CARRY (CO, A, B, CI):
output CO;

input A, B, CI:

table

-4 B CI CO
0 0 2 : 0:
0 ? 0 - 0;
? 0 0 : 0:
? 1 1 1:
1 ? 1 1z
1 1 ? 1z

endtable
endprimitive

; FULL ADDER SUM TERM

rimitive ADDR 5UM (S, &, B, CI):
output 5;
input A, B, CI:

table

o = P =
¥ 5 (9 pa]
0 (o] 0 t B
= f‘ 2 . A
0 0 1 s X-
0 1 0 =+ 1-
U i § U s Az
~ a2 e ne
0 1 - Oz
0 8 q -
1 4 U -
1 U 1 : B
r = o g
B § i § U -
4 4 ! 3 1z

endtable
endprimitive

M FIGURE 11.10 Full adder model with user-defined primitives
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To model a complex cell that does have the ability to be put into

high-impedance mode, the module wou

Id have to instantiate a

Tri-state buffer as well as the UDP. An example of such a cell is

shown in Figure 11.11.

module HiZ Cell (A, B, EN
input A, B, EN;
output 2;
//Q is output of UPD,
bufifl (Z, Q, EN):
Z_logic(Q, A, B):
specify

(A, B *> Z) = 2, 1.5

endspecify

endmodule

M FIGURE 11.11 Cell model with high-impedance mode

A similar technique is used to form mode

Is of cells with comple-

mentary outputs. The UDP output can be connected to one output,
but an inverter is then added to provide the complement. To keep
the model symmetric, the noninverting output may use a buffer
cell. A model of this type is shown in Figure 11.12.

module COMPLEMENTARY (&,
input A, B:
output Q, Qb;
ffZ is output of UDF,
buf (Q, Z):
not (Qb, Z):
C logic (Z, A,

specify
(A, B +=> Q) = 2, 1:
(&, B —=>0Qb) = 1.9
endspecify
endmodule

'S

Q. Qb);

R
Sy

not shown

W FIGURE 11.12 Cell model with complementary outputs
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SEQUENTIAL CELLS

A sequential cell may be constructed using built-in primitive
functions, but using a table for the logic will take fewer operators.

A D latch is the simplest sequential cell. A model for one is shown
in Figure 11.13. All sequential cells can hold state and need a col-
umn dedicated to their current state. This latch is no exception,
even though the behavior is never dependent on current state and
all entries in that column are don’t care. The model uses “-” to
show that when the latch is not enabled, there is no change on the
output for any value of the D input. Unlike combinational cells,
the output of a sequential cell primitive is declared to be a register
variable type, as it must have the capability to hold state.

Use of a primitive to define the logic of the cell allows the library
developer to efficiently create many cells with identical logic but

module D latch(D, ENA, Q):
input ENA, D;
output Q:
latch (Q, D, ENA):

specify
(D +=> Q) = (1.5, 1.2);
(ENA +=> Q) = (1.7, 1.4):
endspecify
endmodule

rimitive latch logic (Q, D, ENA):
output Q:

reg Q:

input ENA, D;

table

// D ENA Present Next
state statce

5 | i 3 ? « 08
0 : | ? 0o ;
? 0 ? -

endtable

endprimitive

M FIGURE 11.13 D latch cell model
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different timing. The primitive is instantiated in a module along
with a specify block. It is in the specify block, and independent
of the logic, that the timing characteristics of the cell are defined.
The primitive follows the rules of all primitives, in that it has one
output and the output is first in the port list. The module follows
the general convention of Verilog modules in that the output is last
in the port list.

A D latch, while sequential, is not edge sensitive. Flipflop models
need edge behavior specified in their tables. Figure 11.14 shows
a D flipflop cell using a table for behavior. In this model, edge
transitions are specified using the notation (XY), representing a
change from X to Y. The edge symbols shown in Table 11.1 can
also be used.

module DFF (CLOCK, D, Q):
input CLOCK, D;
output Q;
DFF logic(Q, CLOCK, D);
endmodule

rimitive DFF logic(Q, CLOCK, DATA):

output {;
input CLOCK, DATA;
reg Q:
table
CLOCK DATR Present Next
Iy State State
01) i ? £ 4 =
(01 0 ? z o
//Reduce pessimism for potential clocks
p 1 : i H i
P 0 H 0 0 =
//No output change on clock falling edges
(20) 2 ? =
//No output change with steady-state clock
? {22) z ? . - :
endtable

endprimitive

M FIGURE 11.14 D flipflop cell model
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If any entry in a table uses edge constructs, the behavior for all
edges on all inputs must also be defined. Failure to do this will
cause the output to go unknown for any case not covered. The
model of Figure 11.14 explicitly covers transitions on the D input,
saying that as long as the clock is steady state, any transition on
the other input should not cause any change on the output. It also
needs to be specified that falling edges of the clock shall not cause
any change on the output.

Should the clock transition from logic zero to unknown, the
proper output depends on the current state of the flipflop. If the
output is already in the same state as the input, there will be no
change on the output if the clock goes to logic one or stays at zero.
Those cases are covered in the table. However, there are no en-
tries for the cases when the clock transitions from zero to un-
known and the data input are not equal to the output. When that
happens, the output will transition to X, which is the desired be-
havior. It does not need to be specified, as unspecified input
combinations always result in the output being set to unknown.

Specify blocks for combinational logic only need to define the
input-to-output delays. For sequential cells, those data need be sup-
plemented with timing checks for run-time errors such as setup and
hold violations. Timing checks for sequential models is shown in
Table 11.2. Some simulators may not implement all timing checks,
which will cause a model including an unimplemented check to fail.

Table 11.2 Sequential cell model timing checks

Timing Check Relationship Tested

$setup Data transition time before clock

$hold Data transition time after clock

$setuphold Data transition times before and after clock
$skew Arrival times of two clock signals

$recovery Time from reset release to clock arrival
$period Clock period

Swidth Clock duty cycle

$nochange Stability between an edge and another signal
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Not all flipflop models will use all the timing checks. $recovery
is only applicable to cells that have asynchronous reset or preset
inputs. $setuphold covers both setup and hold timing checks in a
single line, so using it with either of the first two would be redun-
dant. $nochange can be used for the same purposes as setup and
hold checks. Specifying both a minimum high- and low-width
time makes a period check redundant.

$skew reports a violation if the time between edges is greater than
the specified limit. The other checks shown in Table 11.2 all re-
port a violation if the difference between the specified events is
less than the limit.

$skew is used to check that there is not too much clock skew be-
tween active edges of two clock branches. It reports a violation if
the active edge of the second clock does not occur within a given
amount of time from the active edge of the first clock. This timing
check is not normally found in cell models.

Timing checks are used with a special register called a “notifier.”
Notifiers can be set to toggle when a timing check is violated.
A notifier need not be initialized to any value to toggle. Verification
code may be written to stop whenever a notifier changes state. Se-
quential UDPs will typically have an input for the notifier. When
it toggles, the output is set to unknown. The D flipflop model of
Figure 11.14 has been modified in Figure 11.15 to include a noti-
fier. Notifier is not a keyword and may be used as the name of the
notifier register. Any other legal Verilog identifier may be used as
well.

The model shown in Figure 11.15 has two timing checks. A viola-
tion of either will cause the notifier to toggle and the cell output
to be set to unknown.

Common timing checks and examples of their usage are shown
in Figures 11.16-11.20. Checks may also have a second timing
parameter specifying a threshold value to filter out spikes. The
width timing check shown in Figure 11.20 is set so that a pulse
shorter than the threshold value will not register as an error but
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module DFF (CLOCE, D, Q)
input CLOCK, D:
D_..tp_..t- ',.g.r

reg NOTIFIER;
DFF _logic(Q, CLOCE, D, NOTIFIER):
specify
$setup (D, posedge CLOCK, 1, NOTIFIER):
£hold (pozedge CLOCK, D, 0.5, NOTIFIER):
endspecify
endmodule

rimitive DFF logic(Q, CLOCK, DATA, NOTIFIER):

output ;
input CLOCK, DATA, NOTIFIER;
reg W »
table
/  CLOCK DATA HNotifier Present HNext
& State State
01 3 ? ? : 1
01 0 ? 2 . o ;
Reduce pessimism for potential clock edges
P i | ? : i 2
P 0 ? . 0 : o 2
//No output change on clock falling edges
(?0) ? ? = ? : ;
//HNo output change with steady-state clock
? (27?) ? - 2 - - 2
/Set output unknown on any timing violation
? ? " . ? 5 x ;
endtable

endprimitive

W FIGURE 11.15 D flipflop cell model with notifier to detect timing violations

one between the threshold and the width limit will. The threshold
value in this case is the minimum width divided by 10.

Whether or not a timing check needs or can accept a threshold
argument is implementation-dependent. There is considerable
variation in the implementations of timing checks between design
automation companies.
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specparam tsu =3, thd = 2;

Ssetup(DATA, posedge CLOCK, tsu, NOTIFIER);
Shold(posedge CLOCK, DATA, thd, NOTIFIER);
Ssetuphold(posedge CLOCK, DATA, tsu, thd, NOTIFIER);

B FIGURE 11.16 Setup, hold, and combined setuphold timing checks

CLOCK1 i

CLOCK2

specparam tsk = 2;
Sskew(posedge CLOCK1, posedge CLOCK2, tsk, NOTIFIER);

M FIGURE 11.17 Skew timing check
fe |

- rc
B

RESET

"
[
I
I
'
[
i
1
I

CLOCK !

specparam trc = 2;
Srecovery(posedge RESET, posedge CLOCK, trc, NOTIFIER);

M FIGURE 11.18 Recovery timing check
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CLOCK

specparamtpd=1.5;
Speriod(posedge CLOCK, tpd, NOTIFIER);

M FIGURE 11.19 Period timing check

RESET

specparam trst = 3;
Swidth(negedge RESET, trst, trst/10, NOTIFIER);

M FIGURE 11.20 Width timing check

Flipflops that combine level and edge sensitivity add another
level of complexity to models. Figure 11.21 shows a module for
a model of a JK flipflop with active-low preset and reset inputs.
The primitive for the model is shown in Figure 11.22.

The specify block for the JK flipflop model includes conditions
on setup and hold checks. They prevent setup and hold violations
on the J and K inputs from causing a timing violation when ei-
ther the preset or reset is active. The triple & is used to indicate a
logical AND only in specify blocks. Timing checks can also use
equality operators, case equality operators, negation, and XOR
operators.

The UDP table has no entry for both preset and reset being simul-
taneously active. When that happens, the output will go unknown.
This is deliberate, as the behavior of such a flipflop is unpredict-
able when the two inputs are both active.
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*timescale 1 ps / 1 ps

module JKFF (CLOCK, PRESET, RESET,
input CLOCK, PRESET, RESET,
output Q:
reg NOTIFIER;
JKFF_logic(Q,
specify

¥

J, %,
K:

Ve

CLOCK, J, K, PRESET, RESET, NOTIFIER):

specparam tJSU = 12, tJHD = 6, tKSU = 12, tKHD = 6, tR = 2;
specparam tPD = 20, tRST = 30, tW = 5;

specparam tlLH = 30, tHL = 27;

$setuphold (posedge CLOCK &&& RESET, J, tJSU, tJHD, NOTIFIER):
$setuphold (posedge CLOCK &&& RESET, K, tKSU, tKHD, NOTIFIER):
$setuphold (posedge CLOCK &&& PRESET, J, tJSU, tJHD, NOTIFIER):
$setuphold (posedge CLOCK &&& PRESET, K, tKSU, tKHD, NOTIFIER):

tR, NOTIFIER):
tR, NOTIFIER):

$recovery(posedge RESET, posedge CLOCK,
Srecovery (posedge PRESET, posedge CLOCK,
S$period (posedge CLOCK, tPD, NOTIFIER):
S$width (posedge CLOCK, tW, tW/ NOTIFIER):;
(J => Q) TtHL;
(K => Q) tlH;
endspecify

endmodule

10
10,

M FIGURE 11.21 JKflipflop model with asynchronous preset and reset inputs

primitive JKFF_logic (Q, CLOCK, J, K, PRESET, RESET, NOTIFIER):
output Q:
reg Q:
input CLOCK, J, K, PRESET, RESET, NOTIFIER:
table
// CLK J K PRE RST NO : Q Q+

? ? ? 0 : § 2 B ? 1 ; //Async. preset
? 2 ? * 1 ¢ = A i1 &
? ? ? 1 0 T &1 7 0 ; //Async. reset
? 2 ? 1 " 2 = 0 D :
r 0 0 1 e » 2 - ¢ //Hold on {JK} = 00
r 0 < | -} 1 2 ¢+ 2?2 : 0 : //ResetonJd =20, K=1
5 | 0 > | 1 ? ¢+ 2?2 : 1 ; //Setond=1, K=0
- 1 1 1 : | ? : 0 : 1 ; //Toggle on {JK} = 11
- 1 1 1 s § ? ¥ 1 : @0
£ ? ? ? ? 2 = 2 - : //Ignore negative edge of clock
b " ? ? ? 2 B 2 - 3 //Ignore data changes on steady clock
b ? * ? ? ?2 & ? - 2
? ? ? ? ? * : 2 x ; //Go unknown on any timing violation

endtable

endprimitive

M FIGURE 11.22 UDP model for JK flipflop
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MODEL PERFORMANCE

Chapter 2 emphasized the inefficiency of designing at the gate
level. Up to this chapter, all subsequent coding had been done
with behavioral constructs. Yet in modeling, primitive operators
are back.

The reason for this is simulation performance. Models built from
primitives, whether built-in or user-defined, simulate faster than
behavioral code. The difference is significant. The D flipflop cell
model of Figure 11.14 runs more than twice as fast as the behav-
ioral model of a flipflop shown in Figure 11.23. Modifying the
behavioral model of Figure 11.23 to set the output unknown for
any timing violation would substantially complicate the model
and further slow it down, increasing the advantage of using a table
for such a cell.

module DFF_behav(CLOCK, D, Q):
input CLOCEK, D:
output Q:;
reg Q:
always @(posedge CLOCK) Q <= D;
endmodule

W FIGURE 11.23 Behavioral model of a simple D flipflop

B SUMMARY

Once a design is verified, it is turned into a technology-dependent
netlist through logic synthesis. This netlist may only be simulated
if there are cell models for the targeted semiconductor process.

Cell models are built from primitive operators. These operators
can be the built-in ones introduced in Chapter 2 or they can be
user-defined cells.

Besides defining the behavior of a cell, a model will also define its
timing. For combinational cells, this is just the propagation paths
from inputs to outputs. Sequential cells also need timing checks
to detect operating violations such as setup and hold times. When
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a timing violation is detected in simulation, the cell output is set
to unknown.

Designing with primitive operators remains a tedious and error-
prone exercise. Behavioral code is far more efficient for design.
Once a design has been verified and synthesized, it may be resim-
ulated to ensure proper timing. This requires a library of cell mod-
els that do use primitive operators along with timing data. The
primitives used in cell models may be the built-in Boolean primi-
tives or user-defined functions. Combinational cells are almost
always constructed with the built-in primitives. Sequential cells
almost always use a table to define behavior. Because a table can
only have one output, tables are often supplemented with one or
more instances of built-in primitives to complete a model of a
complex cell.
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OUTLINE
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This chapter shows implementations of designs referenced in ear-
lier chapters. Included are complete, synthesizable designs for a
state machine, several different filter designs, a FIFO and an asyn-
chronous bit-serial interface. It also includes some test programs
for the included designs.

STATE MACHINE

The following design example illustrates a canonical style of
creating a design incorporating a state machine as described in
Chapter 4. The state vector is latched into registers in a sequential
code block. The state logic is created in a combinational block.

The design shown in Figure 12.1 is a sequence detector. It will
set an “UNLOCK” output high for one cycle upon detecting the
serial input sequence 1011, leftmost bit arriving first. To ensure
that UNLOCK remains active for a full cycle regardless of any
delay on the serial input data, UNLOCK is registered, which is a
commonly accepted practice for module outputs.

This design example uses an enumerated type for the states, al-
though that adds little if anything in this case over a design us-
ing binary encoding. The input sequence is required to be pre-
sented on successive clock cycles. A practical digital lock would
be more complicated, in that it would have to detect pushing and

Digital Integrated Circuit Design Using Verilog and SystemVerilog 978-0-12-408059-1
Copyright © 2015 Ronald W. Mehler. Published by Elsevier. Inc. All rights reserved
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module STATEMAC (input CLE, R5T, SERIAL, output logic UNLOCEK) ;
input CLEK, RST, SERIAL;
//5TATES is an enumerat vpe
typedef enum{a, B, C, D} S5TATES;
//STATE and NEXT STATE are two
STATES STATE, NEXT_ STATE:

J/Unlock when the sequence 1011 has been received
//Reset to zero to ensure it does not initialize to
//unlocked.

always ff @ (posedge CLK, negedge RST)
if (!'RST) UNLOCK <= 1'bO:
else UNLOCK <= (S5TATE =— D) && SERIAL;

J/5tate registers

always_ ff @ (posedge CLE, negedge RST)
if ('R5T) STATE <= A;
else STATE <= NEXT_STATE:

/fState logic
always_comb
case (STATE)
A: 1if (SERIAL) NEXT_ STATE = B:
else NEXT STATE = A;

B: if (!SERIAL) NEXT STATE = C;
else NEXT STATE = A;
C: 1if (SERIAL) NEXT_ STATE = D;

else NEXT STATE = A;
default: NEXT STATE = A;
endcase
endmodule

M FIGURE 12.1 State machine

releasing buttons, along with the complications of debouncing
electromechanical switches and only advancing state when a
valid button push was detected.

Two sequential blocks with the same sensitivity are used. This
was done to emphasize the state machine structure. The UN-
LOCK output could equally have been incorporated into the state
vector assignment block. Both blocks are initialized with an asyn-
chronous reset signal so that the device can be put into a known
and benign state after power up.
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In the simulation, the NEXT_STATE variable appears to change
twice as fast as the STATE variable. This is because the serial
input data arrive with the falling edge of the clock but the STATE
variable can only change on the rising edge of the clock. Since
the combinational circuitry of the state logic is sensitive to both
the serial data input and the state, it can change values during the
clock period. Rather than being a problem, this feature is illus-
trative of a benefit of using synchronous design. Combinational
inputs may arrive at varying times during the period, but as long
as they arrive with sufficient slack to meet the timing parameters
of any flipflops in the design, the state vector and the output will
remain stable for a full clock cycle.

There are numerous other ways to design this or any other se-
quence detector.

A small and noncomprehensive test fixture for the design of
Figure 12.1 is shown in Figure 12.2.

module tb STATEMAC;
bit CLI, RST, SERIAL;
STATEMAC UUT (CLK, RST, SERIAL, UNLCCK):
initial forever #1 CLK = ~CLK;
initial begin
RSI = 1'bl;
$2 RST = 1'b0;
$2 RST = 1'bl;
$2 SERIAL = 1'bl:;
#2 SERIAL = 1'bO;
$2 SERIAL = 1'bl;
$#4 SERIAL = 1'b0;
#2 SERIAL = 1'bl:;
$2 SERIAL = 1'bO;
#2 SERIAL = 1'bl;
$#2 SERIAL = 1'bO:
end
endmodule

M FIGURE 12.2 Test fixture for Figure 12.1

A waveform of the simulation of Figures 12.1 and 12.2 is shown
in Figure 12.3.
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[th_STATEMAC/CLK
[tb_STATEMAC/RST
- Jtb_STATEMAC/SERIAL

[th_STATEMAC/UNLOCK
[th_STATEMAC/UUT/STATE
[th_STATEMAC/UUT/NEXT_STATE

M FIGURE 12.3 Simulation of state machine code from Figure 12.1

FIR FILTERS

Figure 12.4 shows the simplest style of direct finite impulse re-
sponse (FIR) filter. It is an implementation of the architecture
shown in Figure 9.12. In this implementation, the output is of the

/*Direct architecture filter with data pipeline same depth
as order of filter. Output is same width as data input.*/
module direct #(WIDIH = 4, DEPTH = 4)
(input CLOCK, input signed [WIDIH - 1 : 0] DATA IN,
output logic signed [WIDTH - 1 0] DATA_OUT):
logic signed [WIDIH - 1 : 0] SR [DEPTH - 1 0]:
logic signed [2*WIDIH - 1 : 0) PRODUCTIS [DEPIH - 1 : 0]:
parameter logic signed [WIDIH - 1 : 0] COE [DEPTH - 1 : 0] = {1,2,3,4}:
logic signed [2*WIDTIH - 1 + $clog2 (DEPTH) 0] SUM;
always_ff @ (posedge CLOCK) begin
SR[0] <= DATA_IN;
SR[DEPTH - 1 : 1] <= SR[DEPTH - 2 0]:
end
always_comb begin
or (int I = 0; I < DEPTH; I++)
PRODUCTIS[I] = SR[I] * COE[I]:
end
always_comb begin
SUM = PRODUCTS[O0]:
for (int I = 1; I < DEPIH; I++)
SUM = SUM + PRODUCTS[I]:
end
always comb DATA OUT = SUM[2*WIDTH - 1 + $clog2 (DEPTH) -: WIDTH]:
endmodule

M FIGURE 12.4 Direct mode FIR filter
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same width as the input. Less-significant bits used in the calcula-
tion are truncated. The filter coefficients are assigned values when
they are declared as parameters. For this demonstration, they are
assigned the values of 1, 2, 3, and 4.

Figure 12.5 shows some slight variations on the design of Fig-
ure 12.4. In this implementation, the data pipeline is one word
shorter and the first multiplication takes place on the incoming

CIUNCaAclOnl.

module direct2 #(WIDTH = 4, DEPTH = 4)
(input CLOCK, input signed [WIDIH - 1 : 0] DATA_IN,

output logic signed [2*WIDTH - 1 + $clog2 (DEPTH) : 0] DATA OUT):

logic signed [WIDTH - 1 : 0] SR [DEPTIH - 2 : 0]:

logic signed [2*WIDTIH - 1 : O] PRODUCTS [DEPTH - 1 : 0]:

parameter logic signed [WIDIH - 1 : 0] CCE [DEPIH - 1 : 0] = {1,2,3,4}:
logic signed [2*WIDTH - 1 + $clog2 (DEPTH) : 0] SUM:

always ff @ (posedge CLOCK) begin

SR[0] <= DATA IN;

SR[DEPTH - 2 : 1] <= SR[DEPTH - 3 : 0];
en

2

always_comb begin
PRODUCTS[0] = DATA IN * COE[0]:

for (int I = 1; I < DEPTH; I++)
PRODUCTS[I] = SR[I - 1) * COE[I]):
end

always_comb begin
SUM = PRODUCTS([O]:
for (int I = 1; I < DEPTIH: I++)
SUM = SUM + PRODUCTS[I]:
end

always comb DATA OUT = SUM;

endmodule

M FIGURE 12.5 Another variation on the direct mode filter
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data. Another variation is that there is no data truncation. All bits
used to create the sum of products are output.

Figure 12.6 is the same as Figure 12.5 except the multipliers are
in a separate module and are instantiated instead of inferred. This

*Direct architecture filter with data pipeline one less
than order of filter. Operates on data input. Multipliers
are instantiated to allow hierarchical compilation.*/

module directH #(WIDTH = 4, DEPTH = 4)
(input CLOCK, input signed ([WIDIH - 1 : 0] DATA IN,
output logic signed [2 * WIDIH - 1 + $clog2 (DEPTH) : 0] DATA OUT):;

logic signed [WIDIH - 1 : 0] SR [DEPTH - 2 : 0];

logic signed [2*WIDTIH - 1 : 0) PRODUCTS [DEPTH - 1 : 0]:
parameter logic signed [WIDIH - 1 : 0) COE [DEPTIH - 1 :
logic signed [2*WIDTH - 1 + $clog2 (DEPTH) : 0] SUM:

always ff @(posedge CLOCK) begin

SR[0] <= DATA_IN;

SR[DEPTH - 2 : 1] <= SR[DEPTH - 3 : 0]:
end

always comb PRODUCTS[0] = DATA IN * COE[0]:

generate
genvar
or (I 1; I < DEPTH; I++)
multiply #(WIDTH) M(SR[I-1], COE[I], PRODUCTS[I]):
endgenerate

.
’

-

always_comb begin
SUM = PRODUCTS[O0]:
for (int I = 1; I < DEPTH; I++4)
SUM = SUM + PRODUCTS[I]:
end

always comb DATA OUT = SUM;
endmodule

M FIGURE 12.6 Direct mode hierarchical filter design
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allows hierarchical compilation, which becomes necessary as the
order of the filter becomes large. The instantiated multiplier is
shown in Figure 12.7.

-

module multiply #(WIDIH = 4) (input signed [WIDIH - 1 : 0] OP1l, OP2,
output logic signed [2 * WIDIH - 1 : 0] PROD):

always comb PROD = OP1 * OP2;
endmodule

M FIGURE 12.7 Multiplier module referenced in Figure 12.6

A template of the transpose format architecture is shown in Fig-
ure 9.13. A scalable implementation of this architecture is shown
in Figure 12.8.

wodule transpose # (WIDIH = 4, DEPTH = 4) (input CLK,

input signed [WIDTH - 1 : O] DATA 1IN,

output logic signed [2 * WIDIH - 1 + Sclog2(DEPTH) : 0] DATA_OUT) ;
parameter logic signed [WIDIH - 1 : 0] CCE [0 : DEPTH - 1] = {1, 2, 3, 4}:
logic signed [2 * WIDIH - 1 : 0] PRODUCT [0 : DEPTIH - 1]):

logic signed [2 * WIDIH - 1 + $clog2(DEPTH) : 0] PIPE[(O : DEPTH - 1]:

always_comb
for (int I = 0; I < DEPTH; I++)
PRODUCT[I] = DATA IN * COE[I]:

always ff @ (posedge CLK) begin

PIPE[0] <= PRODUCT[0]:

for (int I = 0; I < DEPTH; I+4+) PIPE[I + 1] <= PRODUCT([I + 1] 4+ PIPE[I]:
end

always_comb DATA OUT = PIPE([DEPTH - 1]:
endmodule

M FIGURE 12.8 Transpose architecture FIR filter
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To allow large filters to be synthesized, the design of Figure 12.8
has been modified in Figure 12.9 to break out the arithmetic
operations into separate modules that can be synthesized sepa-
rately. In this design style, the internal operands grow with the
stages of the filter, so the adders need to be larger than twice
the input data size. Allowing for worst-case operation is accom-
plished by using the log ceiling function to increase the size of
the adders. This design registers the outputs of both the multi-
pliers and the adders. This is done to increase operating speed,
although at the price of increasing area, power consumption,
and latency.

rmat filter. Uses adder and multiplier module instances

All computed sum of produ output, meaning the cutput is more than
twice as many bits as the in ternative output assignment statement is
commented out. If the cor rsion is to be used, the output statement
also needs to be changed bits.*/
module transposeH #(WIDTH = 4, DEPTH = 4) (input CLOCK,

input signed [WIDIH - 1 : 0] DATA_IN,

output logic signed [2 * WIDIH - 1 + $clog2(DEPTH) : 0] DATA OUT):;

parameter logic signed [WIDTH - 1 : 0] COE [0 : DEPTH - 1] = {1, 2, 3, 4}:

logic signed [2 * WIDIH - 1 : 0) PRODUCT [0 : DEPTIH - 1):

logic signed [2 * WIDTH - 1 + Sclog2(DEPTH) : 0] PIPE[0O : DEPTH - 1):

always ff @(posedge CLOCK)
PIPE[0] <= PRODUCT([0]:

generate
genvar I, J;
for (I = 0; I < DEPTH; I++) begin

MULT #(WIDTH) M(CLOCK, DATA IN, COE[I], PRODUCT[I]):
end
for (J = 1; J < DEPTH; J++) begin
ADD #(WIDTH, DEPTH) A (CLOCK, PRODUCT[J], PIPE([J-1], PIPE[J]):
end
endgenerate

always comb DATA OUT = PIPE[DEPTH - 1];
endmodule

M FIGURE 12.9 Hierarchical transpose format FIR filter
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Figure 12.10 shows the registered-output adders and multipliers used
in the hierarchical transpose format filter design of Figure 12.9.

S e multiplier with regi
module MULT #(WIDTH = 4) (input
output logic signed [2 * WIDIH 1 : 0] PRODUCT):

red
OCK, input signed [WIDIH - 1 : 0] DATA IN, CCE,

always_ff @ (posedge CLOCK) PRODUCT <= DATA IN * COE:

endmodule
Scalable adder with registered output
module ADD # (WIDTH = 4, DEPTH = 4) (input CLOCK,
input signed [2 * WIDIH - 1 : 0] OPERAND1,
input signed [2 * WIDIH - 1 + $clog2 (DEPTH) : 0] OPERAND2,
output logic signed [2 * WIDITH - 1 + $clog2 (DEPTH) : 0] S5UM):

always_ff @ (posedge CLOCK) SUM <= OPERAND1 + OPERAND2;

endmodule

M FIGURE 12.10 Adders and multipliers referenced in hierarchical transpose design

Figure 12.11 shows a small test fixture for running all the filter
models above in parallel. For this fixture, all the outputs were set
to full precision rather than using truncation as is done in Fig-
ure 12.4. Because the number of pipeline stages is not consistent
across all the implementations, there will be up to three clock
cycles of skew between the outputs of the five filters. Implemen-
tations that operate directly on the input data may also have more
output transitions than those that register the data inputs before
use. For those implementations (direct and directH, Figures 12.5
and 12.6), the output data may not be valid for the entire clock
cycle. This is a result of not registering outputs and the test fixture
changing the data inputs coincident with the falling edge of the
clock rather than the rising edge. Such design techniques are not
acceptable in all working environments. Changing the final al-
ways_comb statement in those modules to always_{f @(posedge
CLOCK) would register the outputs and eliminate spurious
temporary output values at the cost of one more cycle of latency,
larger area, and greater power consumption.
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module tb_filter;
parameter WIDTH =
parameter DEPTH =

LT T

Y SR

reg CLK = 1'b0;
reg signed (WIDIH - 1 : 0] DATA IN;
wire signed [2 * WIDTH - 1 + $clog2 (DEPTH) : 0] DATA OUT1,DATA OUTZ,

DATA OUT3, DATA OUT4, DATA OUTS:

direct #(WIDIH, DEPTH) UUT1(CLK, DATA IN, DATA OUT1):
direct2 #(WIDTH, DEPTH) UUT2 (CLK, DATA IN, DATA CUT2):
directH # (WIDTH, DEPTH) UUT3 (CLK, DATA IN, DATA OUTI3):
transpose #(WIDTH, DEPTH) UUT4(CLK, DATA IN, DATA OUT4):;
transposeH #(WIDIH, DEPTH) UUTS (CLK, DATA_IN, DATA OUTS):

initial forever CLK = #1 ~CLK;

initial begin
DATA_IN = 1;
#2 DATA IN =
#2 DATA_IN
#2 DATA IN
#2 DATA IN
#2 DATA_IN
#2 DATA IN =

end

endmodule

nmunnn

< bW N

LT T

M FIGURE 12.11 Test fixture for direct and transpose filter architectures

An implementation of a scalable processor style filter as shown
in Figure 9.14 is shown in Figure 12.12. It only uses one adder
for all arithmetic functions, so it takes WIDTH X DEPTH clock
cycles to process each data word. All the previous implementa-
tions operate single cycle.

A test fixture for the processor style filter is shown in Figure 12.13.
Using the test data supplied, the output will always be zero, as
only the most significant bits of the sum of products are con-
nected to the output and small numbers are used for both coeffi-
cients and test data. The included debugging statements show that
the correct values are being calculated.



FIRfilters 371

module processor #(WIDTH = 4, DEPTH = &)
(input CLOCK, VALID, input signed [WIDIH - 1 : 0] DATA IN,

output logic signed [(WIDTH - 1 : 0] DATA OUT,
output logic READY):

parameter logic signed [(WIDIH - 1 : 0) CCE [DEPIH - 1 : 0] = {4,3,2,1};
logic signed [2*WIDIH - 1 + S$clog2 (DEPTH) : 0) Accumulator;

logic signed [WIDIH - 1 : 0) SR [DEPTH - 1 : 0]:

logic [$clog2 (WIDTH) - 1 : 0] BITCOUNT;

logic [$clog2 (DEPTH) - 1 : 0] WORDCOUNT;

logic STARI;

always ff @ (posedge CLOCK)

if (VALID) begin
BITCOUNT <= 'b0;
WORDCOUNT <= DEPTH - 1;

end

else begin
if (BITCOUNT == WIDIH - 1) BITCOUNT <= 'bO:
else BITCOUNT <= BITCOUNT + 1;
if (BITCOUNT == WIDIH - 1 && WORDCOUNT > 0) WORDCOUNT <= WORDCOUNT - 1;

else if (BITCOUNT == WIDIH - 1) WORDCOUNT <= WORDCOUNT - 1;
else WORDCOUNT <= WORDCOUNT:
end

if (VALID) begin

SR[0] <= DATA_IN:
SR[DEPTH - 1 : 1] <= SR[DEPIH - 2 : 0]:
end
else SR <= SR;
end

always ff @(posedge CLOCK) begin
START <= VALID;
if (WORDCOUNT == 0 g&& BITCOUNT == WIDIH - 1) READY <= 1'bl;
else READY <= 1'b0;

if (START)
Accumulator <= SR[DEPTH - 1] * COE[DEPTH - 1]([0]:
else
Accumulator <= Accumulator + ((SR[WORDCOUNT] << BITCOUNT) * COE[WORDCOUNT] [BITCOUNT]):
end
/*Only output WIDTH most significant bits.*/

always comb DATA OUT = Accumulator[2*WIDTH - 1 + $clog2 (DEPTH) -: WIDTH):

endmodule

M FIGURE 12.12 Processor style filter
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module tb_proc;
timeunit lus;
timeprecision 1lns;
parameter PERIOD = 1.0;
parameter WIDIH = 4;
parameter DEPTH = 4;
reg CLOCK = 1'b0;
reg VALID = 1'bl;
reg signed [WIDIH - 1 : 0] DATA IN = 1;
wire signed [WIDIH - 1 : 0] DATA OUT:
wire READY;
reg [1:0]) DATAZ2 = 0
int EXPECTED:;

processor UUT(CLOCK, VALID, DATA IN, DATA OUT, READY):;

initial forever CLOCK = #(PERIOD/2.0) ~CLOCK:

always @ (posedge CLOCK) begin
//respond to UUT with a new word as soon as old word has been processed
VALID <= READY:;
if (READY) begin
//send 1,2,3,4 repeating for data
DATA2 <= DATA2 + 1; //
DATA_IN <= DATA2 + 1;
end
end

always @ (posedge READY) begin
EXPECTED = UUT.SR[0] * UUT.COE[0] +
UUT.SR[1] * UUT.COE[1] +
UUT.SR[2] * UUT.COE[2] +
UUT.SR[3]) * UUT.COE([3]:
$display ("SR Contents are %d, kd, 4",
UUT.SR[0]), UUT.SR[1], .SR[2], UUT.SR[3])):
$display("Coefficients are %d, %d, %d, %d",
UUT.CCE([0], UUT.COE[1], UUT.CCE[2], UUT.COE[3]):

3~ 3~ 34 M
-,

if (UUT.Accumulator != EXPECTED)

$display("Error: Expected %d, Received %d", EXPECTED,UUTI.Accumulator):;
else
$display("Huzzah!: Expected %d, Received %d", EXPECTED,UUT.Accumulator):
end
endmodule

M FIGURE 12.13 Test fixture for processor style filter
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Scalable code for the processor style with hardware multiplier
filter of Figure 9.15 is shown in Figure 12.14. This one takes
DEPTH clock cycles to process each data word. A test fixture for
it is shown in Figure 12.15.

For data gathering, pseudorandom filter coefficients were used
with varying filter widths and depths. The PERL script for gener-
ating the coefficients used is shown in Figure 12.16. While PERL
is not a part of Verilog, many ASIC engineers find its use to be a
convenient way of generating code and parsing computer-gener-
ated output such as synthesis reports.

When called, it needs to be supplied with two parameters, width
and depth. Those numbers will be used to create a text file called
COEWZXD.txt, where W is the first parameter and D the second. If
the file is saved as cogen.pl, the following command will yield a
file called COE16x32.txt.

cogen.pl 16 32

Verilog has a built-in pseudorandom number generator $random
that could be used in place of the PERL script of Figure 12.16.
Figure 12.17 shows four different options for using the built-in
generator. ALPHA will be a signed 32-bit quantity. BETA will
also be a signed 32-bit quantity, but it is given an initial seed value
so the sequence will be deterministic. It will give the same se-
quence each time it is run. GAMMA uses the modulus operator to
limit the range of the numbers —9 to +9. DELTA uses the concat-
enation operator to force the numbers generated to be unsigned,
effectively reducing the range to 0-9.

SystemVerilog has expanded pseudorandom number generation to
include the tasks $urandom, which generates an unsigned number,
and $urandom_range(X, Y), which generates an unsigned pseudo-
random number between X and Y, inclusive. Both $urandom and
$urandom_range can work with the SystemVerilog seeding task
$srandom. Examples of $random, $urandom, and $urandom_range
are shown in Figure 12.18. If $urandom_range is used with only
one argument, the other argument will be assumed to be zero.

None of the random number tasks is synthesizable.



/*Processor style filter with pipelined multiply-accumulate.
READY signals to sending side that this filter can accept a
new word. STOP signals that the filter output is complete for
gi

oo

ven word.*/

module processorM #(WIDTH = 4, DEPTH = 4)
(input CLOCK, VALID, input signed [WIDTH - 1 : O] DATA_IN,
output logic signed [WIDIH - 1 : 0] DATA OUT,
output logic READY, STOP):

parameter logic signed [WIDIH - 1 : 0] COE [DEPTH - 1 : 0] = {4,3,2,1}:
logic signed [2*WIDTH - 1 + $clog2 (DEPTH) : 0] Accumulator;

logic signed [2*WIDTH - 1 : 0] PRCDUCT:

logic signed [WIDTIH - 1 : 0] SR [DEPIH - 1 : 0]:;

logic [$clog2 (DEPTH) - 1 : 0] COUNT:

logic START, NEWPROD:

/*make shift register DEPTH deep to avoid having
tOo operate on data input, which may not be stable
for the entire processing period.*/
always ff @ (posedge CLOCK) begin
if (VALID) begin
SR[0] <= DATA IN;
SR[DEPTH - 1 : 1) <= SR[DEPTH - 2
end
else SR <= SR:
end

..
[ ]

f—)
-

always ff @ (posedge CLOCK) PRODUCT <= SR[COUNT] * COE[COUNT]:

always_f£f @ (posedge CLOCK) begin
START <= VALID:;
NEWPROD <= START;
STOP <= READY:;
if (VALID) COUNT <= 0;
else COUNT <= COUNT + 1;
if (NEWPROD) Accumulator <= PRODUCT;
else if (!STOP) Accumulator <= Accumulator + PRODUCT:
else Accumulator <= Accumulator;
//READY needs to go high on WORDCOUNT == DEPTH - 1 for max. performance
if (COUNT == DEPTIH - 1) READY <= 1'bil:
else READY <= 1'b0;
end

/*Only output WIDIH most significant bicts.*
always _comb DATA OUT = Accumulator[2*WIDIH - 1 + $clog2 (DEPTH) -: WIDTH]:

endmodule

M FIGURE 12.14 Processor style filter with hardware multiplier
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/*Test bench for processor style filter with hardware multiplier*/
module tb processor M:

timeunit 1lus;

timeprecision 1lns;

parameter PERIOD = 1.0;

parameter WIDTIH = 4;

parameter DEPTH = 4;

reg CLOCK = 1'b0;

reg VALID = 1'bl;

reg signed [WIDIH - 1 : 0] DATA IN = 1;
wire signed [WIDTH - 1 : 0] DATA OUT;
wire READY, STOP;
reg [1:0] DATA2 = 0O;
int EXPECTED:

processorM UUT(.*):
initial forever CLOCK = #(PERIOD/2.0) ~CLOCK:

always @ (posedge CLOCK) begin
//respond to UUT with a new word as soon as old word has been processed
VALID <= READY:;
if (READY) begin
//send 1,2,3,4 repeatin
DATA2 <= DATA2 + 1; //will count 0 - 3
DATA IN <= DATA2 + 1; //w
end
end

always @ (posedge STOP) begin
EXPECTED = UUT.SR[0] * UUT.COE[0] +

UOUT.SR[1) * UUTI.COE([1] +

UUT.SR[2) * UUT.COE[2] +

OUI.SR([3) * UUT COE([3]):

$display ("SR Contents are %d, %d, %d, %d",
UUT.SR[O ], UUT.SR[1], UUT. SR( ], UUT.SR[S]);

$display("Coefficients are sd”,
UUTI.COE[0Q0], UUT.CCE[1], UUT COE( ], UUT.COE[S]):

if (UUT.Accumulator != EXPECTED)

$display("Error: Expected %d, Received %d", EXPECTIED,UUT.Accumulator):
else

$display("Huzzah!: Expected %d, Received %d", EXPECTED,UUT.Accumulator):;

end

endmodule

M FIGURE 12.15 Test fixture for hardware multiplier processor filter
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#1 /usr/bindperl

.
’

-
-

($#ARGY 1= 1) {
TDERR "You must specify width and depth.\n":

SARGYI0] . "x" . $ARGV[1] . ".txt":

lename") "cannot open output file \n":
(g $I = 03 $1 < SARGV[1]: ++$1) {
ITFILE $ARGY[0]:

(2%x3ARGY[0]) e
DUTFILE ","}:

M FIGURE 12.16 PERL script for pseudo-random coefficient generation

module randnums;

int ALPHA, BETA, GAMMA, DELTA;

initial begin
//pseudo-random 32 bit number
ALPHA = Srandom;
//pseudo-random 32 bit number with a seed
BETA = Srandom(2);
[/ /pseudo-random number ranging from -9 to +9
GAMMA = $random % 10;

/ fpseudo-random number ranging from 0 to 9

DELTA = {$random} % 10:

$display ("ALPHA = %d, BETA = 3d, GAMMA = 3d, DELTA = 3d", ALPHA, BETA, GAMMA, DELTA):
end
endmodule

M FIGURE 12.17 Using $random to generate pseudo-random numbers

FIFO

Hierarchical code for the FIFO developed in Chapter 7 is shown
in Figures 12.19-12.27. A small test fixture for the complete de-
sign is shown in Figure 12.28.
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module svrands:
int ALPHA, BETA;
initial begin
/fset seed to 10 for deterministic sequence
S=zrandom (10) ;
/ /pseudo-random 32 bit unsigned number
ALPHA = Zurandom;
/fpseudo-random number from 2 to 25
BETA = Surandom range(2,25);
$display ("ALPHR = %d, BETL = %d4", ALPHA, BETA):
end
endmodule

M FIGURE 12.18 SystemVerilog pseudo-random generator functions

/*Scalable, synthesizable FIFO design*/

module fifo top #(WIDTH = 4, DEPTH = 8)
(input WR_CLK, RD_CLK, RST, WR_EN, RD_EN,
input [WIDTH - 1 : 0] DATA 1IN,
output [WIDIH - 1 : 0] DATA OUTI, output FULL, EMPTY):

wire [S$clog2(DEPTH) : 0] WR_BIN, RD BIN:
wire WR_AASD, RD_AASD;

//Synthesizable memory array
regfile MEM(WR_CLK, (WR_EN && !FULL), DATA IN, WR_BIN[SclogZ(DEPTH) - 1: 0],
RD_BIN[SclOg2(DEPTH) - 1: 0], DATA OUT):

//Write side reset synchronizer
aasd WR_AA(WR_CLK, RST, WR_AASD):
//Read side reset synchronizer

aasd RD _AA(RD_CLK, RST, RD_AASD):;
//Write pointer counter
counter WR_PTIR(WR_CLK, WR_AASD, (WR_EN && !FULL), WR_BIN):;
//Read pointer counter
counter RD PTR(RD_CLK, RD_AASD, (RD_EN && !EMPTY), RD BIN):;
//Hierarchical flag generator subsysem
flags FLAGS (WR_CLK, RD CLK, WR_AASD, RD AASD,
WR_BIN, RD BIN, FULL, EMPTY):;
endmodule

M FIGURE 12.19 Top level of hierarchical FIFO design
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/*Data
O
Cne re

module regfile #(WIDTH = 4, DEPTH = 8)
(input WR_CLK, WR_EN, input [WIDIH - 1 : 0] DAIA_IN,
input [$clog2(DEPTH) - 1 : 0] WR_ADDR, RD ADDR,
output logic [WIDIH - 1 : 0) DATA OUT):

reg [WIDIH - 1 : 0) MEM [0 : DEPTIH - 1]);

always ff @ (posedge WR_CLK)
if (WR_EN) MEM[WR_ADDR] <= DATA IN:
else MEM[WR_ADDR] <= MEM[WR_ADDR]:
always comb DATA OUT = MEM[RD ADDR]:
endmodule

B FIGURE 12.20 FIFQ register file

//Two stage reset synchronizer
module aasd(input CLK, RST, output logic SYNC RST):
logic STAGE1l;
always ff @ (posedge CLK, negedge RST)
if (!'RST) begin
SYNC RST <= 1'b0;
STAGEl1l <= 1'b0;
end
else begin
SYNC_RST <= STAGEl:
STAGE1l <= 1'bl;
end
endmodule

B FIGURE 12.21 Reset synchronizer
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/*Generic, scalable binary counte

/ ounter.
It will be the log2 ceiling of parameter DEPTH bicts.*/
module counter #(DEPTH = 8) (input CLK, RST, EN, output logic [$clog2 (DEPTH) : 0])CNT):
always ff @(posedge CLK, negedge RST)
if ('RST) CNT <= '0;
else
if (EN) CNT <= CNT + 1;
else CNT <= CNT;
endmodule

MW FIGURE 12.22 Generic counter used for address pointers

/*Hierarchical model of empty and full flag logic
Full flag is write side, so uses write clock

Empty flag is read side, so uses read clock.

Both sides use a two stage synchronizer on their
Gray bus inputs

A Binary to Gray converter function is included to
convert the Gray code that crosses the clock domain

- B
boundaries to binary for easy comparison of unequal

module flags #(DEPTH = 8) (input WR_CLX, RD CLK, WR_AASD, RD_AASD,
input ([$clog2 (DEPTH) : 0) WR_BIN, RD_BIN,
output FULL, EMPTY): '
wire [$clog2(DEPTH) : 0] RD_GRAY SYNC, WR_GRAY SYNC;

sync WR_SYNC (WR_CLK, B2G(RD_BIN), RD_GRAY_SYNC);
sync RD_SYNC(RD_CLK, B2G(WR_BIN), WR_GRAY_ SYNC):

full_logic FL(WR_CLK, WR_AASD, WR_BIN, RD_GRAY_SYNC, FULL);
empty logic EM(RD_CLK, RD_AASD, B2G(RD_BIN), WR_GRAY SYNC, EMPTY):

function [$clog2 (DEPTH) : 0] B2G(input [$clog2 (DEPTH) : 0] BIN):
B2G[Sclog2 (DEPTH) ] = BIN[Sclog2 (DEPTH) ]:
for (int I = $clog2(DEPTH) - 1; I >= 0; I--)
B2G[I] = BIN[I] ~ BIN[I + 1]:
endfunction
endmodule

M FIGURE 12.23 Hierarchical subdesign for flag logic



/*Scalable full flag design. Uses Gray to binary converts.*/

module full logic #(DEPTH = 8) (input CLK, RST,
input [$clog2 (DEPTH) : 0] WR_BIN, RD_GRAY,
output reg FULL):
logic [$clog2 (DEPTH) : 0] RD_BIN:

function [$clog2 (DEPTH) : 0] G2B(input [Sclog2 (DEPTH) : 0] GRAY):
G2B[Sclog2 (DEPTH) ] = GRAY[Sclog2 (DEPTH) ]:
G2B[$clog2 (DEPTH) - 1] = GRAY[$clog2(DEPTH) ] ~ GRAY[$clog2(DEPTH) - 1]:
for (int I = $clog2(DEPTIH) - 2; I >= 0; I--)
G2B[I] = G2B[I+1] ~ GRAY[I]:
endfunction

always_comb RD BIN = G2B(RD_GRAY):;

always_comb
if (WR_BIN[S$clog2 (DEPTH)] != RD BIN[$clog2 (DEPTH)] &&
WR_BIN([$clog2 (DEPTH) - 1 : 0) == RD BIN[$clog2(DEPTH) - 1 : 0])
FULL <= 1'bl;
else
FULL <= 1'b0;
endmodule

M FIGURE 12.24 Full flag generator

CI

module empty logic # (DEPTH = 8) (input CLK, RST,
input [$clog2(DEPTH): 0) RD _GRAY, WR_GRAY,
output reg EMPTY):;
always_comb EMPTY <= RD_GRAY == WR_GRAY:;

endmodule

M FIGURE 12.25 Empty flag generator

/*Scalable two stage synchronizer.*/

module sync #(DEPTH = 8) (input CLK, input [$clog2 (DEPTH) : 0] DATA,
output logic [$clog2 (DEPTH) : 0] SYNC_DATA):

logic [$clog2 (DEPTH) : 0] STAGE1l:
always_ff @ (posedge CLK) begin
STAGE1 <= DATA;
SYNC_DATA <= STAGE1l:;
end
endmodule

MW FIGURE 12.26 Scalable synchronizer
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module tb_fifo;
timeunit 1ins;
parameter WIDTH = 4;
reg RD _CLK, WR_CLK, RST;
reg WR_EN, RD EN;
reg [WIDTH - 1 : 0] DATA_IN;
wire FULL, EMPTY;
wire [WIDTH - 1 : 0) DATA_OUT;

fifo_top UUT (WR_CLK, RD CLK, RST, WR_EN, RD EN, DATA IN, DATA OUT, FULL, EMPTY):
initial $monitor("At %d, RD BIN = $b, RD GRAY = $b, WR BIN = %b, WR_GRAY = $b",
Stime, UUT.RD_BIN, UUT.FLAGS.RD_GRAY SYNC, UUT.WR_BIN, UUT.FLAGS.WR_GRAY SYNC):

initial begin
RD CLK = 1'bl;
forever #4 RD CLK
end

~RD_CLK:

initial begin
WR _CLK = 1'bl;
forever #1 WR_CLK
end

~WR_CLK;

initial begin
RST = 1'bl;
# 3 RST = 1'b0;
$# 12 RST = 1'bl;
end

initial begin

RD EN = 1'b0; WR_EN = 1'bO0;

#20 WR_EN = 1'bl; RD EN = 1'bl;
end

always ff @(posedge WR_CLK, negedge RST)

if (!RST) DATA 1IN <= 0;

else if (WR_EN && !FULL) DATA IN <= DATA IN + 1;
else DATA IN <= DATA IN:

endmodule

M FIGURE 12.27 FIFO test fixture
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DMX RECEIVER

Figures 12.28-12.37 show a hierarchical implementation of a
DMXS512 receiver and test fixture as described in Chapter 7.

DATA IN, input [8:0] SLOT,
A output wire VALID):
e SYNC_PULSE, BIT_EN, FRAME EN;
e [3:0] BIICNI:
wire [8:0] FRAME;
sync sync (CLK, DATA_IN, DATA2):
detect dO(CLK, DATA2, SYNC DATA, SYNC_PULSE):
start_det s=d(CLK, RST, BIT_EN, SYNC DATA, START):
hex_cnt cO(CLK, RST, SYNC_PULSE, BIT_EN):
bit_cnt ¢l (CLK, RST, BIT_EN, START, SYNC_DATA, BITCNI, FRAME EN):
frame_cnt c2(CLK, RST, START, (FRAME EN && BIT_EN && !SYNC DATA), FRAME);
data_re r0(CLK, RST, SYNC DATA, BIT_EN, FRAME EN, BITCNI, FRAME, SLOT, PACKET, VALID):
endmodule

M FIGURE 12.28 Top-level DMX512 receiver

~r

module sync(input CLK, DI
reg STAGELl:;
always ff @(posedge CLK) begin
STAGE1l <= DIN;
DOUT <= STAGE1l:;
end
endmodule

output reg DOCUT):

P
o
Z

-

B FIGURE 12.29 Two-stage synchronizer for serial data
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/*Start sequence detector
A valid start sequence is at least 22 bits of logic zero
followed by at least 2 bits of logic one.
Once that sequence has been met, the next logic zero
Wwill be the start bit of the first slot.
- ,'"
/*Unusual case: suppose a start sequence is immediately followed
by another start sequence. In that case, the first logic zero
should cause ZCNT to go to one. Need to cover this potential event
- /’
module star t_ det (input CLK, RST, EN, DATA_IN, output logic START):;
reg [4:0)] ZCWT' //Zeros count
reg [1:0] OCNTI; //Ones count
always_ff @ (posedge CLK, negedge RST)
if (!RST) ZCNT <= 0;
else //increment if DATA IN == 0 and not yet at 22
if (EN && START && !DATA IN) ZCNT <= 0;

else if (EN && DATA IN && ZCNT < 22) ZCNT <= 0;
else if (EN && ZCNT == 22) 2ZCNT <= 22:;

else if (EN) ZCNT <= ZCNT + 1;

else ZCNT <= ZCNTI;

CER,

negedge RST)

always ff @(posedge

if (!'RST) OCNT <= O;

else
if (EN && !DATA IN) OCNT <= 0;
else if (EN && OCNT == 2 && DATA IN) OCNT <= 2;
else if (EN && ZCNT == 22 && DATA_IN) OCNT <= OCNT

else OCNT <=

al

endmodule

ways_comb START

OCNT:;

(ZCNT

M FIGURE 12.30 Start sequence dete

ctor
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the input data stream. It outputs its terminal

count, which can be used to enable the bit
counter. Terminal count is set high when the
““““ rolls over after reaching 15 or when

module hex cnt (input CLK, RST, SYNC,
output logic TC):
logic [3:0] COUNT:
always ff @ (posedge CLK, negedge RST)
if (~RST) COUNT <= 0
else
if (SYNC) COUNT <= 0;
else COUNT <= COUNT + 1:

always_comb TIC = (COUNT == 15 || (SYNC && COUNT > 7))

endmodule

M FIGURE 12.31 Locking counter

the input data stream
Each receiving device
t output is compared

o T
0 determine if the data being sent over the
t r T /

module frame cnt (input CLK, RST, CLR, EN, output reg [8:0] FRAME):
always ff @(posedge CLK, negedge RST)
if ('RST) FRAME <= 0;
else
if (FRAME == 512 && EN) FRAME <= 0;
else if (CLR) FRAME <= 0;
else if (EN) FRAME <= FRAME + 1;
else FRAME <= FRAME;
endmodule

M FIGURE 12.32 Frame counter
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/*The detector finds transitions on the synchronized data
stream and sends out a synchronization pulse when the start
of a new bit is found. It operates at 16 times the nominal
data rate.*/

module detect (input CLK, DIN, output reg SYNC DATA, SYNC PULSE):;
always ff @ (posedge CLK) SYNC_DATA <= DIN;
always comb SYNC PULSE = SYNC DATA != DIN:

endmodule

M FIGURE 12.33 Transition detector

/*The data register is a 10 bit shift register that accepts the
serial data packet input and outputs a parallel byte and a validation
signal when the packet is determined to be correctly formatted.*/

module data reg(input CLK, RST, DATA IN, EN, FRAME EN, input ([3:0]) BIICNT,
input [8:0] FRAME, SLOT,
output logic [7:0) PACKET, output logic VALID):;
reg [9:0]) SHIFTREG:
always ff @(posedge CLK)
if (BITCNT == 10)
SHIFTREG <= SHIFTREG:
else if (FRAME == SLOT && EN) begin
SHIFTREG[O0] <= DATA IN;
SHIFTREG([9:1] <= SHIFTREG([8:0]:
end
else SHIFTREG <= SHIFTREG:;

always comb PACKET = SHIFTREG([9:2];
lways_ ff @ (posedge CLK, negedge RST)
if (!'RST) VALID = 1'bO;
else
if (FRAME == SLOT && EN && BITCNT != 10)
VALID <= 1'b0;
else if (SHIFTREG[1:0] == 2'bll g& (FRAME == SLOT) && EN)
VALID <= 1'bl:;
else VALID <= VALID;
endmodule

M FIGURE 12.34 Shift register and data validator
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/ *T% - 5 - nrd R4 % -

' 1 t position within a slot.

Bec terminate number of logic one
bit required two stop bits, the
cou ount (-\f 0 unti rhe sStcartc ~nF
a new recurn to zZero.=*

module bit_cnt(input CLK, RST, EN, CLR, SYNC DATA,
output logic [3:0] CNI, output logic IC);
always ff @ (posedge CLK, negedge RST)
if ('RST) CNT <= O:
else
if (EN && CNT == 10 && !SYNC_DATA) CNT <= 0;
else if (EN && CLR) CNT <= 0;
else if (EN && CNT < 10) CNT <= CNT + 1;
else CNT <= CNTI:
always comb TC = CNT == 10;
endmodule

M FIGURE 12.35 Bit counter
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module tb dmx;
timeunit 1lus;
timeprecision 1ns;

//Both periods should work for 3.92 <= period <= 4.08
//They do not need to be the same. The capture range
//must be +/- 2% for each

parameter PERIOD = 4.0;
//Real is needed to p
pa*aﬁete* CLKPERICD = 0
OPBITS can be any int
pa_amete: STOPBITS = 3;
//SPACE can be any integer >= 23
parameter SPACE = 23
//MARK can be any in
parameter MARK = 4;
reg CLK, RST, DATA IN;
reg [8:0] SLOT = 1; /
wire [7:0]) PACKET:

v

wire VALID;

//The Unit Under Test
dmx UUT (CLK, RST, DATA_IN, SLOT, PACKET, VALID);

task sendframe;
DATA IN = 1'b0; //Start _pace for Bre
# (SPACE * PERIOD) DATA IN = 1'bl; //S
# (MARK ~ PERIOD):

art Mark for Break

endtask

task sendpacket (input [7:0] DATA):
DATA_IN = 1'b0; //Logic 0 Start Bit
# (PERIOD); //Send packet MSB first
for (int I = 7; I >= 0; I--) begin

DATA IN = DATA[I]:
# (PERIOD) ;
end
DATA_IN = 1'bl; //stop bits
# (STOPBITS *~ PERIOD) :
endtask

M FIGURE 12.36 Test fixture part 1



388 CHAPTER 12 Design examples

initial begin //16x Clock

CIK = 1'bl;

forever #(CLKPERIOD/32.0) CLK = ~CLK:
end

initial begin
RST = 1'bl; DATA IN = 1'bl; //Toggle reset

$(3 *~ PERIOD) RST = 1'bO;

#(3 * PERIOD) RST = 1'bl;
sendframe;

sendpacket (0); //Slot 0 data
sendpacket (2 "hAd) ; Slot 1 data
sendframe;

sendpacket (8 'hFF) ;

sendpacket (8'h55);

sendframe;

sendpacket (8'h0) ;

sendpacket (8'hDE) ;
end

initial begin
@ (posedge VALID)
if (PACKET '= 8'hAA) $display ("Error: Received %h instead of AA", PACKET):
@ (posedge VALID)
if (PACKET '= 8'h55) $display ("Error:
@ (posedge VALID)

", PACKET);

if (PACKET != 8'hDE) $display ("Error: Received %h instead of DE", PACKET):
end
endmodule

M FIGURE 12.37 Test fixture part 2



The following are the reserved words per IEEE Standard 1800.
Although not all will be implemented in all design automation
tools, none should be used for identifiers.

Verilog is case sensitive. To be recognized as a keyword, these
words must be all lower case. The code in Figure A.1 uses capital-
ized keywords as identifiers. Any temptation to use this technique
should be resisted.

Appendix

/*The following code uses capitalized keywords a
It does work fh;a technique is 3:::*glg_§;3::::
module Module (input Input, Wire, output reg Outp
always f @ (posedge Wire) begin
Output <= Input:;
Reg <= ~Input:
end
endmodule

M FIGURE A.1 Legal but awkward use of capitalized keywords as identifiers

accept_on assert
alias assign
always assume
always_comb automatic
always_ff before
always_latch begin

and bind

Digital Integrated Circuit Design Using Verilog and SystemVerilog 978-0-12-408059-1
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binsof
bit
break
buf
bufif0
bufif1
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byte

case

casex
casez

cell
chandle
checker
class
clocking
cmos
config
const
constraint
context
continue
cover
covergroup
coverpoint
cross
deassign
default
defparam
design
disable
dist

do

edge

else

end
endcase
endchecker
endclass
endclocking
endconfig

endfunction

endgenerate
endgroup
endinterface
endmodule
endpackage
endprimitive
endprogram
endproperty
endspecify
endsequence
endtable
endtask
enum

event
eventually
expect
export
extends
extern

final
first_match
for

force
foreach
forever

fork

forkjoin
function
generate
genvar
global
highz0
highz1

if

iff

ifnone
ignore_bins
illegal_bins
implements
implies
import
incdir
include
initial

inout

input
inside
instance
int

integer
interconnect
interface
intersect
join
join_any
join_none
large

let

liblist
library
local
localparam
logic
longint
macromodule
matches
medium
modport
module

nand
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negedge
nettype

new

nexttime
nmos

nor
noshowcancelled
not

notif0

notif1

null

or

output
package
packed
parameter
pmos
posedge
primitive
priority
program
property
protected
pullo

pull
pulldown
pullup
pulsestyle_ondetect
pulsestyle_onevent
pure

rand

randc
randcase
randsequence

rcmos

real
realtime
ref

reg
reject_on
release
repeat
restrict
return
rnmos
rpmos
rtran
rtranifo
rtranif1
s_always
s_eventually
s_nexttime
s_until
s_until_with
scalared
sequence
shortint
shortreal
showcancelled
signed
small

soft

solve
specify
specparam
static
string
strong
strong0

strong1

struct
super
supply0
supply1
sync_accept_on
sync_reject_on
table
tagged
task

this
throughout
time
timeprecision
timeunit
tran

tranif0
tranif1

tri

trio

tril

triand

trior

trireg

type
typedef
union
unique
unique0
unsigned
until
until_with
untyped
use

uwire

var



392 APPENDIXA SystemVerilog keywords

vectored
virtual
void

wait
wait_order

wand

weak
weak0
weak1
while
wildcard

wire

with
within
wor
xnor

Xor



Appendix

Standard combinational
and sequential functions

Digital circuits operate in binary. Signals have only two legal
states, true or false, also called logic one and logic zero. The elec-
trical characteristics of logic one and logic zero vary. At the dawn
of digital electronic circuitry, when vacuum tubes were used to
implement logic functions, the difference between a true and a
false signal would be tens of volts. For modern semiconductors,
it is less than 1 V. Use of the abstract true and false allows logic
systems to be designed and built without specifying the electrical
characteristics of each signal.

COMBINATIONAL FUNCTIONS

The most fundamental building blocks of all digital circuit are
the Boolean operators AND, OR, Exclusive OR, and NOT. NOT
can be combined with the first three to form NAND, NOR, and
Exclusive NOR functions. The set of basic components also
includes buffers, which do not change the logic flow but are
often used to improve electrical and timing characteristics of
a circuit.

These functions may be implemented as logic gates. The standard
schematic symbols for each gate type and a truth table for each
are shown below.

While any digital circuit can be made from nothing but two input
NAND or NOR gates, using all the available functions is more
efficient.

Digital Integrated Circuit Design Using Verilog and SystemVerilog 978-0-12-408059-1
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Except for the single-input NOT and buffer functions, all the gates
can be expanded to an arbitrary number of inputs. The examples
below only show two input gates.

AND

The output is true (logic one) if and only if all inputs are true
(Figure B.1 and Table B.1).

1

Table B.1 AND truth able

M FIGURE B.1 AND gate symbol

Input 1 | Input 2 | Qutput
0 0 0
0 1 0
1 0 0
1 1 1

OR

The output is true (logic one) if any input is true (Figure B.2 and

Table B.2).
-

Table B.2 OR truth table

M FIGUREB.2 OR gate symbol

Input 1 | Input 2 | Output
0 0 0

0 1 1
1 0 1
1 1 1
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Exclusive OR (XOR)

The output is true (logic one) if an odd number of inputs are true,
counting zero as an even number (Figure B.3 and Table B.3).

7>

Table B.3 XOR truth table

M FIGURE B.3 XOR gate symbol

Input 1 | Input 2 | Qutput
0 0 0
0 1 1
1 0 1
1 1 0

BUFFER
The output follows the input (Figure B.4 and Table B.4).

Table B.4 BUF truth table
Input | Output

M FIGURE B.4 Buffer symbol

0 0

1 1
Inverter (NOT)
The output is the logical inverse of the input (Figure B.5 and
Table B.5).

ﬂb_

M FIGURE B.5 Inverter symbol
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Table B.5 NOT truth table

Input | Output
0 1
1 0

NAND

The output is false (logic zero) if and only if all inputs are true
(logic one) (Figure B.6 and Table B.6).

D

Table B.6 NAND truth table

M FIGURE B.6 NAND gate symbol

Input 1 | Input 2 | Output
0 0 1
0 1 1
1 0 1
1 1 0

NOR

The output is true (logic one) if and only if all inputs are false
(logic zero) (Figure B.7 and Table B.7).

Table B.7 NOR truth table

M FIGURE B.7 NOR gate symbol

Input 1 | Input 2 | Qutput
0 0 1

0 1 0
1 0 0
1 1 0
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Exclusive NOR (XNOR)

The output is true (logic one) if an even number of inputs are true,
counting zero as an even number (Figure B.8 and Table B.8).

D}_

Table B.8 XNOR truth table

M FIGURE B.8 XNOR gate symbol

Input 1 | Input 2 | Output
0 0 1
0 1 0
1 0 0
1 1 1
THREE STATE CELLS

Some digital cells, in addition to being able to output logic
zero and logic one values, can be turned off, or put into high-
impedance mode, often written as Hi—Z. These are known as
three state, or Tri-state®, cells. A symbol and truth table for
such a Tri-state cell are shown below. Tri-state cells allow multi-
ple outputs to be connected together. As long as only one driver
is enabled at any given time, the drivers will not interfere with
each other and the common output will be driven to either logic
zero or logic one.

Tri-state cells may be inverting or noninverting. The enable sig-
nal may be active high or active low. In the first example shown
here, the enable is active high and the cell is inverting. In the
second, the enable is active high and the cell is noninverting. Ac-
tive high enable means that when the enable signal is logic one,
the input is passed through to the output. When the enable signal
is logic zero, the device is in high-impedance mode. Conversely,
active low enable means that the device is turned off when the
enable input is logic one (Figures B.9 and B.10 and Tables B.9
and B.10).
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Input {? Qutput
Enable

M FIGURE B.9 Active high enable inverting Tri-state buffer symbol

Input [ Output
Enable

MW FIGURE B.10 Active low enable noninverting Tri-state buffer symbol

Table B.9 Active high enable
inverting Tri-state buffer truth table

Enable | Input | Output
0 0 Hi-Z

0 1 Hi-Z

1 0 1

1 1 0

Table B.10 Active low enable
noninverting Tri-state buffer truth table

Enable | Input | Output
0 0 0

0 1 1

1 0 Hi-Z

1 1 Hi-Z

Half adder

An exclusive OR gate and an AND gate can be combined to form
a half adder. Two half adder cells plus an extra OR gate can be
combined to form a full adder, which is shown in Figure B.11 and
Table B.11.
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Input 1

Carry
Input 2

M FIGURE B.11 Half adder schematic diagram

Table B.11 Half adder truth table

Input 1l | Input 2 | Carry | Sum
0 0 0 0
0 1 0 1
1 0 0 1
1 1 1 0

Full adder

Full adders are a common building block of more complex arith-
metic processing units. The gate level implementation shown be-
low is one of many logically equivalent designs. It can be made
from two half adders plus an additional OR gate (Figure B.12 and
Table B.12).

Input 1 T

Input 2 D P ) Sum
Carry In

} D Carry Out

B
L/

M FIGURE B.12 Full adder schematic diagram
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Table B.12 Full adder truth table

Input 1 | Input 2 | CarryIn | Sum | Carry Out
0 0 0 0 0
0 0 1 1 0
0] 1 0 1 0
0 1 1 0 1
1 0 0 1 0
1 0 1 0 1
1 1 0 0 1
1 1 1 1 1

Multiplexor

Multiplexors select one of the two or more outputs. In the two
bit example below, the output will be equal to A if Select is zero.
If Select is one, the output will be equal to B. For larger multi-
plexors, more select bits are needed. A four-to-one multiplexor
requires two select bits and an eight-to-one design requires three
(Figure B.13 and Table B.13).

Select D ; -
D utpu
B

M FIGURE B.13 Two-to-one multiplexor schematic diagram

Comparator

Comparators check for equality between two buses. In the two-
bit example below, Equal will be set true when A[0] = B[0] and
A[1] =BJ[1]. Comparator can be made for buses of any width. The
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Table B.13 Multiplexor truth table

A | B | Select | Output
0|0 0 0
0|0 1 0
0|1 0 0
01 1 1
1|0 0 1
1/0 1 0
1|1 0 1
1|1 1 1

gate-level diagram shown is not the only possible implementation
of a comparator (Figure B.14).

Al0]
BI0]

A1
ﬂH—D

MW FIGURE B.14 Two-bit comparator schematic diagram

D.__Equ_aL

SEQUENTIAL FUNCTIONS

The essential difference between a combinational function and a
sequential one is that sequential functions can hold state. Sequen-
tial functions are further divided into level-sensitive latches and
edge-triggered flipflops. Flipflops can also have level-sensitive
control inputs, as is the case with ones that have asynchronous
preset and/or reset inputs, but their normal operating mode is
edge triggered.

RS latch

The RS, or Reset/Set, latch is not commonly found as a separate
component. These latches are used as building blocks to form
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other sequential components, as shown in Figures 7.2 and 7.4.
Examples of RS latch structures are shown in Figure 7.1 and their
operation is shown in Table 7.1.

D latch

The D, or Data, latch is the simplest commonly used sequential
cell. Its output follows its data input as long as a control signal,
also called the gate, is active. When the gate is inactive, the output
is latched, and any changes on the data input have no effect on the
output.

Active may mean logic zero or logic one. D latches with both
polarities are common. Table B.14 shows a D latch with active
low control.

Table B.14 D latch operation table

D Gate | Output

0 0 0

1 0 1

Any |1 No change: hold previous value
D flipflop (DFF)

The rest of the sequential functions are all edge triggered. Edges
are indicated by arrows, T for rising edges and | for falling. All
the examples given are sensitive to rising edges, which is the
way the overwhelming majority of real devices work. Some, how-
ever, are activated on falling edges and ignore rising edges.

The DFF is an edge-triggered device similar to a D latch except
the output only changes in response to an edge on the control
signal, rather than allowing the output to immediately reflect any
changes on the input as long as the control is active. Table B.15
shows the behavior of a rising-edge triggered flipflop.

Flipflops may also have asynchronous reset or preset inputs.
When activated, these inputs set the output to logic zero or logic
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Table B.15 D flipflop operation table

Clock D Output

T 0 0

T 1 |1

N Any | No change: hold previous state
Steady state | Any | No change: hold previous state

one, respectively, regardless of the state of the clock or data in-
puts. When both are activated simultaneously, results are unpre-
dictable. This is true of JK and T flipflops as well as D type. Preset
and reset inputs are most often active low.

JK flipflop (JKFF)

JK flipflops have two data inputs. When both are asserted, the out-
put toggles. When J alone is asserted, the output is synchronously
set. When K alone is asserted, the output is synchronously reset.
When neither is asserted, it holds state (Table B.16).

Table B.16 JK flipflop operation table

Clock J K Output

#s 0 0 No change: hold previous state
T 0 |1 |o

T 1 0 1

™ 1 1 Toggle from previous state

N Any | Any | No change: hold previous state
Steady State | Any | Any | No change: hold previous state

Toggle flipflop (TFF)

A TFF changes state (toggles) with every active clock edge as
long as its T input is true. T flipflops can easily be made from D
or JK flipflops. To turn a JKFF into a T, simply connect the input
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to both the J and K ports of the flipflop. A T flipflop function made
from a D flipflop and an XOR gate is shown schematically below
(Figure B.15 and Table B.17).

o D Q
T M

Clock >

M FIGURE B.15 T flipflop function implemented with D flipflop

Table B.17 T flipflop operation table

Clock T Current State | Next State

T 1 0 1

T 1 |1 0

™ 0 Any No change: hold previous state
N Any | Any No change: hold previous state
Steady state | Any | Any No change: hold previous state




Appendix

Number systems

Digital circuits all work in binary, where each digit can only take
the values of zero or one. Despite this seeming limitation, any
arithmetic problem can be solved to any arbitrary level of preci-
sion, if enough resources are brought to bear.

In binary numbers, each digit represents a power of two. For a
four-digit number, the maximum value will be 15, as the value
will be dop X 2°+d; X 2! +dy X 2%+ d3 X 23 for digits do through
ds. If all four are set (logic 1), then the value will be 1 + 2 + 4 + 8,
or 15.

Because binary numbers can only take two values per digit, it
takes more digits to represent numbers than are necessary in the
decimal system. The largest number that can be represented in
n binary bits is 2" — 1. If negative numbers are also to be used, the
largest value that can be represented in a given number of binary
bits is approximately halved. Table C.1 shows decimal numbers
for zero to 15, the same numbers in hexadecimal (Base 16), and
their four-bit binary equivalent representations. Use of hexadeci-
mal numbers provides a convenient way of grouping together four
binary bits to form a more human-readable representation of bi-
nary numbers. Hexadecimal digits use the letters A through F to
represent the values 10—15. Upper and lower case letters are both
used.

The fundamental building block of computer arithmetic circuits is
the full adder, which was shown in Appendix B. A full adder has
three single-bit inputs, which it adds together to form a sum term
and a carry out term.
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Table C.1 Decimal, hexadecimal, and binary numbers
Decimal Hexadecimal Four-Bit Unsigned Binary
0 0 0000
1 1 0001
2 2 0010
3 3 0011
4 4 0100
5 5 0101
6 6 0110
7 7 0111
8 8 1000
9 9 1001
10 A 1010
11 B 1011
12 C 1100
13 D 1101
14 E 1110
15 F 1111

An adder, as the name implies, will add two numbers. Users of
computers often want to subtract, multiply, and divide too, but no
additional circuitry is needed to accomplish these other arithmetic
functions.

Subtracting one number from another is the same as adding a
negative copy of one to the other. This arithmetic equivalence is
the basis for hardware subtraction. Multiplication can be accom-
plished by repeated addition and division by repeated subtrac-
tion. There are other methods of performing multiplication and
division in hardware that offer greater performance than repeated
addition and subtraction, but the fundamental building block of
arithmetic units remains the adder.

In order to use negative numbers, some standard for their represen-
tation must be established. The most common standards are signed
magnitude, one’s complement and two’s complement. While signed
magnitude and one’s complement are conceptually simple, almost
all arithmetic circuits use two’s complement representations.
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Table C.2 Signed magnitude numbers
Decimal Four-Bit Binary Signed Magnitude
7 0111
6 0110
5 0101
4 0100
3 0011
2 0010
1 0001
0 0000
0 1000
-1 1001
-2 1010
-3 1011
-4 1100
=5 1101
-6 1110
-7 1111
SIGNED MAGNITUDE

With signed magnitude numbers, the first digit represents the sign
and the rest the magnitude, or absolute value. Some early digital
computers worked entirely with signed magnitude binary num-
bers. It is still the way the mantissa field of floating point numbers
is typically represented in computers. Table C.2 shows four-bit
signed magnitude numbers. Like one’s complement numbers,
covered below, signed magnitude representation has the disad-
vantage of having two patterns that both mean zero.

ONE’S COMPLEMENT

To form the one’s complement of a binary number, simply invert all
bits. Thus for four-bit numbers, seven would be 0111 and negative
seven 1000. Plus and minus seven are the largest and smallest num-
bers that can be represented in four-bit one’s complement format.
Four-bit one’s complement numbers are shown in Table C.3.

A disadvantage of one’s complement arithmetic is that it has two
patterns that equal zero: for four-bit numbers, 0000 and 1111 both
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Table C.3 One’s and two's complement numbers
Decimal One’s Complement Two’s Complement
7 0111 0111
6 0110 0110
5 0101 0101
4 0100 0100
3 0011 0011
2 0010 0010
1 0001 0001
0 0000/1111 0000
-1 1110 1111
-2 1101 1110
-3 1100 1101
—4 1011 1100
) 1010 1011
—6 1001 1010
-7 1000 1001
-8 N/A 1000

mean zero. Computer hardware implementing one’s complement
arithmetic can also be more complicated than some alternatives,
as end-around carry is needed to adjust the final answer when an
operand is negative. An example of end-around carry is shown
below. In that example, negative one is added to four. The answer
should be three. Without end-around carry, the result will be two.
The carry bit needs to be added back to the sum for the correct
answer of three to be obtained.

1110 (negative one, one’s complement)
+0100 (plus four)
1 & 0010 (positive two with a carry out. The answer is wrong
and needs to be adjusted with end-around carry.)

TWO’S COMPLEMENT

The overwhelming majority of modern computers and other digi-
tal hardware use two’s complement numbers. Two’s complement
numbers may be formed by first forming a one’s complement and
then adding one.
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This adjustment eliminates the problem of double representation of
zero. With no duplicate bit patterns, the range of two’s complement
numbers also increases by one. The range of two’s complement
numbers is from 2¢ =Y — 1 down to —2“ Y for n bits. Table C.3
shows one’s and two’s complement representations for decimal
numbers 7 down to —8, the range that can be represented with four
binary bits. Four-bit one’s complement format does not have any
way to represent —8.

ONE HOT

All the previous number systems utilize all possible bit patterns.
This is most efficient in terms of bit utilization, but bit utilization is
not always the most important criterion for digital circuit design-
ers. One-hot encoding requires one bit for every number, which
is exponentially more bits than are required for binary encoding.
Binary encoding requires logs n bits to count from 0 to n — 1.

The benefit of one-hot encoding is that the values are predecoded.
This feature is most useful in state machines, where different sub-
systems are enabled for each value of the state vector. The sav-
ings are in speed. Rather than create select lines by evaluating the
state, enable signals are connected directly to the relevant bits of
the one-hot encoded machine.

A sample one-hot encoding for numbers zero through seven is
shown in Table C.4.

Table C.4 One-hot encoding

Decimal Binary One Hot
0 000 00000001
1 001 00000010
2 010 00000100
3 011 00001000
4 100 00010000
5 101 00100000
6 110 01000000
7 111 10000000




410 APPENDIXC Number systems

ONE COLD

One-cold encoding has the same advantages and disadvantages as
one-hot. The difference is that the active bit is logic zero rather
than logic one. One-cold encoding is most useful for systems that
have active-low enable signals.

Table C.5 shows one-cold encodings for decimal values zero
through seven.

Table C.5 One-cold encoding

Decimal Binary One Cold
0 000 11111110
1 001 11111101
2 010 11111011
3 011 11110111
4 100 11101111
5 101 11011111
6 110 10111111
7 111 01111111

Table C.6 Gray code

Decimal Binary Gray
0 0000 0000
1 0001 0001
2 0010 0011
3 0011 0010
4 0100 0110
5 0101 0111
6 0110 0101
7 0111 0100
8 1000 1100
9 1001 1101

10 1010 1111

11 1011 1110

12 1100 1010

13 1101 1011

14 1110 1001

15 1111 1000
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GRAY CODE

Gray code is an alternative numerical representation that offers
the advantage of having only one bit change at a time when incre-
menting or decrementing. Gray codes are only possible for even
numbers and are only commonly used for sequences that are a
power of two in length (Table C.6).



Index

A
Address/Data bus (ADBUS.DATA), 191
Address Decoder Faults, 323
Addressing algorithm
block diagram of, 234
Aggressor cell, 323
Alternative algorithm, 234
Always_latch construct signals, 50
Ambiguous signals, 87
AND gate, 19, 394
ANDGATE]1, 37
model, two-input, 345
resolution, 88
symbol of, 394
truth able, 394
AND-OR-INVERT cell, 344
function, 340
models, 346
with distributed and lumped delays, 341
with full connection specify block, 344
Application-specific integrated circuit (ASIC)
designers, 6, 261
design methodology, 7, 249
libraries, 262
style, 262
vs. FPGA, 261
ASIC coding style for D flipflop, 262
FPGA style flipflop, 263
Application-specific processor, 264
Arbitrary time, 208
Architectural choices, 261
area and speed optimization, 270
design reuse, 264
FPGA vs. ASIC, 261
partitioning, 265
power optimization, 281
Area and speed optimization, 270
architecture FIR filter
direct, 273
processor, with hardware multiplier, 274
single adder processor, 275
transpose, 274

413
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Area and speed optimization (Cont.)
ARM assembly language for, 279
data processing speed, 279
minimizing logic in loop, 272
performance and architecture, 277
resource sharing, 280
silicon area as function of arithmetic units, 278
trading area for speed, 271
Arithmetic algorithm, 149
Arithmetic functions, 274
Arithmetic logic units, 94
Arithmetic operators, 91, 122, 274, 368
Arrays, 65, 70
assigning to elements with single statements, 68
declarations, 66
functions, 69
Assertions, 258
types of
concurrent (See Concurrent assertions)
immediate (See Immediate assertions)
Assignment operators, 77, 82, 96, 141, 231
blocking of, 77
combinational and sequential blocks, 81
digital circuit with combinational and sequential components, 80
faulty use of, 78
illegal mixing of, 82
in single functional block, 82
mixing, 80
nonblocking, 77
parallel registers, 78
sequential block, 81
shift register, 78
code using nonblocking assignment operator, 79
Asynchronous assert, synchronous deassert (AASD) module, 209
circuit description, 210
operation, 210
use of, 211
Asynchronous design techniques, 310
solutions, probabilistic nature of, 210
Asynchronous parallel buses, 222
multiplexor synchronization, 224
rise times of, 223
synchronizing flipflops, 222
Asynchronous serial bus interface
block diagram of, 246
Asynchronous signal, 212
Asynchronous test, 318
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Auto increment/decrement operators, 92
illegal mixing of blocking and nonblocking assignments, 93
integer division truncates, 93
used in loop controls, 93

Automatic subroutines, 173

Automation tools, 99

B
Banana curve, 270
Barrel shifter, 97, 98
Behavioral coding, 41, 107, 360
arithmetic operators, 91
arrays, 65
assignment operators, 77
auto increment and auto decrement, 92
barrel shifter using, 97
bidirectional buses, 70
memory cell connected to, 70
bitwise operators, 87-89
concatenation operators, 99
adder using concatenation, 99
conditional compilation, 109
conditional operators, 101
constants, 128
continuous assignments, 45
definitions file, 111
definitions of, 107
D flipflop, 208
directives, definition of, 109
enumerated types, 120
equality perators, 82, 83
filling scalable variable with all ones, 132
setting all bits of variable to logic one, 133
functional blocks, always and initial, 47, 48
implicit continuous assignments, 47
local parameters, 118
example, 119
logical operators, 85-87
macro, definition of, 110
named blocks, 51
with local variable, 51
net aliases, 57
net signal strength, 58, 59
net types, 55, 56
operators See Operators
overriding default values, 115, 118
changing parameter with defparam, 117
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Behavioral coding (Cont.)
defparam, risky use of, 117
of parameters, 115
via value rather than named assignment, 116
packages
global definitions in, 129
hierarchical design with, 131
importing individual elements of, 130
parameters, 113
scalable counter, 113
programmable, 114
using Verilog 2001 and SystemVerilog enhancements, 114
precedence operators, 103, 104
reduction operators, 90
registers, 59
bit selects are always unsigned, 62
data types, 60
sample register declarations, 60
register transfer level (RTL), 44
relational operators, 94
assignment operator, 96
examples, 95
vs, equality operators, 95
replication operator, 99, 100
sensitivity lists, 52
defective list and memory effect in simulation, 53
shift operators, 94, 96, 97
specify parameters, 120
splitting assignments, 54
flipflops with outputs shorted together, 54
streaming operation, 98
structures and unions, 72, 73, 74
fields of, 76
hierarchical system of structures, 74
structure in port list, 75
synthesizable and nonsynthesizable code, 43
System Verilog
combined assignment operators, 101-103
multibit multiplexor resolving common bits, 102
variables, 62
filling vector with, 63
variable types added in, 63
top-down design, 42
top level of machine, 43
value, definition of, 108
variables, 54
Var variables, 64
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Behavioral simulation, 208
Bidirectional data bus, 195
Bidirectional DATA field, 75
Bidirectional ports, 70
Binary numbers, 405, 406
human-readable representation of, 405
one’s complement number, 406, 407
disadvantage of, 407
two’s complement number, 406, 408
Bitwise operators, 87
inversion resolution, 89
OR operators, 87
OR resolution, 88
AND resolution, 88
XOR resolution, 89
Boolean function, 45, 204
Boolean gates, 301
logic function, 282
logic gates, 337
Boolean operations, 46
Boolean operators, 11, 13, 46, 393
bitwise, 86
variations of, 85
Bottom-up approach, design of, 11, 12, 267
bus declarations, 22
connecting 15-bit little endian bus to 8-bit big endian bus, 25
design hierarchy and test fixtures, 25
designing with primitives, 17
design instantiating hierarchical designs, 33
dot-name association, 35
eight-bit NOR function, 23
flipflops instantiated to parallel register, 31
flipflops organized into shift register, 32
identifiers and escaped identifiers, 21
leaving output port unconnected in netlist, 34
legal and illegal wire declarations, 20
multiple outputs with one instance, 23
multiplexors
named port association, 34
NAND gate simulation waveform and truth table, 14
port association, 33
primitive instantiation, 11
2:1 multiplexors
complete Verilog module, 17
with gate to prevent output glitches, 19
glitch killing code, 20
schematic representation of, 18
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Bottom-up approach, design of (Cont.)
System Verilog
multiplexor module, 18
timeunit and timeprecision statements, 38
test fixture, including instantiation of multiplexor design, 27
timescales, 36
compilation order and, 38
directives, cause rounding, 37
directives, legal and illegal, 37
units, 36
tri-state driver functions, 12
upper-level module instantiating two design modules, 25
Verilog
multiline comment, 21
radices, 29
wildcard port association, 35
with and without gate delays simulation, 26
Bottom-up methodology, 42
Boundary scan, 313, 315. See also Joint Test Action Group (JTAG)
registers (BSRs), 314
Break and continue methods, 147
use of, 147
Buffer, 395
symbol, 395
truth table, 395
BUF8 module, 67
Built-in clock enable (CE) signal, 262
Built-in log functions, 142
Built-in pseudorandom number generator, 373
Built in self-test (BIST) system, 321, 323, 330
advantage of, 333
compression and signature circuit, 330
disadvantages of, 333
generator and signature analysis system, 331
hardware strategy for, 324
internal and external three-bit LFSRs, 329
internal LFSR for polynomial, 328
memory test patterns, 325
multiple input linear feedback shift register, 332
pattern generators used for, 329
sample primitive polynomials, 328
system, general structure of, 326
System Verilog
code for compression and signature circuit, 330
implementation of LFSR, 326, 329
test point covering six data, 331
three-stage LFSR with generator, 326
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Burst time, 238

Bus
bidirectional, 70

memory cell connected to, 70

control bus (CBUS), 75
declarations in bottom-up design, 22
definition of, 74

BYPASS, 316
instruction, 313

BYTEBUS, 29

C
Case statements, 155, 160
concatenating variables to control, 157
four-to-one multiplexor, 156
multiple assignments, 160
erroneous attempt to, 160
overlapping case branches, 161
using a wild card, 157
using case inside to, 159
Casex statement, 158
Ceiling log; function, 143
Cell models, 338, 339, 359
AND-OR-INVERT cell
with distributed and lumped delays, 341
with full connection specify block, 344
AND cell
with specify block from Synopsys 90 nm library, 345
with delays, 339
performance characteristics for, 120
tri-state buffer model, 340
tri-state cell model
with best case, typical case, and worst case, 343
with delay data in a specify block, 343
Cell module, 348
Circuit description code, 28, 157
blocks in, 28
Circuit reliability, standard measurement for, 217
Circuitry, 148, 323
combinational, 179, 181, 362
digital electronic, 393
identical, 148
priority, 161
redundant, 272
self-test, 335
Circuit techniques, 290
C language computer program, 2
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CLK variable, 173, 176
Clock
asynchronous, 240
blocking techniques, 288
circuit, 285
count adjustment algorithm, 244
cycles, 361
of latency, 223
domains, 221, 228
edge statements, 44
flipflop, 202
generators, 49, 50, 173
jitter, 239
signals, 45, 145
transition, 353
CLOCKEDBUS interface, 197
Clock-gating circuit, 286, 287, 313
design, disadvantage of, 286
Clock-gating techniques, 264, 285
CMINUS, 139
Code readability, 107
Coding technique, 275
COEWxD.txt file, 373
Combinational cells, 348, 351, 360
cell model
with complementary outputs, 350
with high-impedance mode, 350
full adder model with user-defined
primitives, 349
Combinational circuit, 266
Combinational feedback loops, 311
Combinational functions, 393
Common design technique, 171
Communications system, 238
Comparators, 400
truth table, 401
two-bit comparator schematic diagram, 401
Comparison algorithm, 233
Compiler
directive, 107
errors, 115
Complementary metal oxide semiconductor (CMOS)
circuit, 283
gate, power consumption in, 284
technology, 282
characteristic of, 282
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Complement number
one’s, 406, 407
disadvantage of, 407
two’s, 408
Component library, 337
SystemVerilog behavioral code and synthesized netlist, 338
Computer arithmetic circuits, fundamental building block of, 405
Concatenation
application of, 99
operator, 76, 99
adder using concatenation, 99
Concurrent assertions, 258
application for, 259
Conditional compilation, 108, 109
Conditional operator, 71, 101
use of, 101
Connector operator, 344
Constants, 64, 128, 134
Continuous assignments, 45, 110
avoidance of, 47
use of, 45
Control logic and empty/full flag generators, 225
Convolution equation, 273
Counters
binary, 229
bit, 386
frame, 384
Gray See Gray counters
scalable, 113
programmable, 114
using Verilog 2001 and SystemVerilog enhancements, 114
Coupling faults, 323
Cyclical redundancy, 333

D
Data
latches, 402
operation table, 402
pipeline, 365
register (DR), 315
retention faults, 324
transfers, 214
types
added to System Verilog, 63
real and integer, 59
validator, 385
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Data bus, 42
16-bit (See DATA_BUS)
32-bit, 186
DATA_BUS, 24
most significant bit (MSB) of, 24
Decimal numbers, 405, 406
Declarations
legal and illegal wire, in bottom-up
design, 20
DECODE module, 126
Decoders, 155, 156
one-hot
to binary, 152
case statements, 156
parallel, 165
Decoder.v file, 17
Default values
overriding, in behavioral coding, 115, 118
changing parameter with defparam, 117
defparam, risky use of, 117
of parameters, 115
via value rather than named assignment, 116
Defect level
probability, 298
for wider ranges of yields, 298
as yield and fault coverage change, 297
Definitions file, 111
Defparam, use of, 116
Delay model, simple lumped, 340
Delta cycle, 256
Delta time, 254
logic signal as clock, 255
simulation of final synchronous design, 258
synchronous design with nonblocking assignment
operators, 257
DEPTH cycles, 276
Derived clocks, 254
logic signal as clock, 255
simulation of final synchronous design, 258
synchronous design with nonblocking assignment
operators, 257
Design automation tools, 284, 290
improvements in, 6
Design hierarchy, test fixture for, 126
Destination registers, 265
Device identification (ID) register, 315
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D flipflop models, 354, 359, 402
behavioral model of, 359
cell model, 352
with notifier to detect timing violations, 355
operation table, 403
Digital cells, 397
Digital circuits, 201, 305, 393, 405
integrated circuits, 6
historical perspective, 4
Digital signal processor, 273
Digital simulation
limitation of, 203
NAND latch, 203
Digital systems, majority of, 213
Direct assignment, 122
Directives, definition of, 109
“Disable” statement, 148
Distributed delay model, 343
Disturb faults, 324
D latch
cell model, 351
code, 162
DMX512 protocol, 241
DMX receiver, 382
bit counter, 386
frame counter, 384
locking counter, 384
shift register and data validator, 385
start sequence detector, 383
test fixture
part 1, 387
part 2, 388
top-level DMX512, 382
hierarchical implementation of, 382
transition detector, 385
two-stage synchronizer for serial data, 382
DMX512 system, 241
specification, 243
structure of, 241
Dot-name association, 35
in bottom-up design, 35
“Do while” construct, 136
Do while loop, 139, 140
Dual-port memory, 225
Dual-port random access memory (RAM), 65
Dynamic power ration, 264
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E

Edge-sensitive signals, 54
Edge-triggered device, 402
Eight-bit NOR function, 23
in bottom-up design, 23
Electromechanical switches
complications of, 361
Embedded systems, 211
Empty flag, 236, 237
Encoder
binary to Gray, 230
Gray to binary, 230
priority, 164
Enumerated types behavioural coding, 119, 120, 125
casting an integer to, 123
circuit design, test fixture for, 127
counter using, 125
defective attempt to step, 124
design, simulation of, 127
illegal assignment to, 121
sized enumerated type state machine, 122
specified between modules, 126
SystemVerilog methods, 123
used as input, 126
using methods, 124, 125
Equality operators, 82, 83
case, 83
equality/inequality from determinate bits, 85
examples, 84
logical, 83, 84
symbol, 94
synthesizable wildcard case equality and inequality operators, 85
ERROR flag, 153
Errors, variety of, 118
Escaped identifiers
sample-escaped, 21
use of, 21
Exclusive NOR (XNOR) gate, 397
symbol, 397
truth table, 397
Exclusive OR (XOR) gate, 394
clock gating, 288
gate, 325
resolution, 89
self-gating, 287
symbol, 395
truth table, 395
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Exhaustive simulation, 26
Exponential operation, 92
Exponential operator, 114

F
Fault collapsing, 302
Fault modeling, 300, 334
fault equivalence, 302
logic circuit with undetectable faults, 303
NOR gate with break in line, 304
Field programmable gate arrays (FPGAs), 1
designers, 263, 293
designs, 261
registers, 262
specific cells, 263
vs. ASIC, 261
coding style for D flipflop, 262
FPGA style flipflop, 263
Filter
coefficients, 364
diagram of, 273
size column, 276
32-tap function, 279
Finite impulse response (FIR) filters, 272, 288, 364
architecture of
direct, 273
processor, with hardware multiplier, 274
single adder processor, 275
transpose, 274
ARM assembly language code for, 278
processor style filter, 371
with hardware multiplier, 374
hardware multiplier, test fixture for, 375
test fixture for, 372
pseudorandom coefficient generation, PERL script for, 376
transpose architecture, 367
adders and multipliers referenced in, 369
hierarchical transpose format, 368
test fixture for, 370
First In, First Out (FIFO), 224, 376
addressing and fullflag logic, 234
application of, 235
binary to Gray converter
four-bit, 230
function for, 230
converting Gray sequence to repeating address pointer, 233
data burst crossing clock domains, 224
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First In, First Out (FIFO) (Cont.)
decimal, binary, and Gray values, 203
depth, 238
designs, 225
empty flag

data flow, 235
generator, 380
flag logic, hierarchical subdesign for, 379
full flag generator, 380
functional blocks of, 269
generic counter used for address pointers, 379
Gray code and repeating address sequence, 232
Gray to binary converter, 231
code for, 231
hierarchy, 270
code for, 376
design, top level of, 377
implementation of, 239
objective of, 227
operation
algorithm for, 226
and throughput, 235
register file, 378
subdesigns of, 225
synchronizer
reset, 378
scalable, 380
SystemVerilog pseudorandom generator functions, 377
test fixture, 381
top-level block diagram, 226
type of, 225

Flag generator
empty, 380
full, 380

Flipflops, 43, 204
asynchronous reset, 152
based register, 70

file design, 191
circuit, versions of, 286
code, 33
design, 31
D-type model

behavioral code for, 208

gate level, 205

with reset, 206

edge-sensitive, 44
gated clock, 312
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instantiated to form parallel register, 31
models, 352, 354
operating limitations, 207
organized into a shift register, 32
resetting with active-low reset, 205
Floating point numbers, 60
Foreach loop, 144
memory array, 145
Forever loops, 145
clock generator using, 145
defective dual clock generator, 146
running in parallel, 146
Fork join construct, 146
For loops, 140
counting ones, 141
example of, 140
nonsynthesizable for, 142
shift registers with and without, 144
sizing loop control variable, 143
syntactically correct, 141
Frame counter, 384
Framing protocol, 240, 241
Framing sequence, 242
Frequency error, 244
Full adders cells, 399
schematic diagram, 399
truth table, 400
Full flag, 237
Functional blocks, 51
always and initial, 47, 48
types of, 45
Functions, 181
defective use of parameter in, 187
returning an eight-bit value, 183
returning two one-bit values concatenated together, 182
using parameter from calling module, 186
void function
having no arguments/return value, 184
with arguments but no outputs/return value, 184
with outputs and call to, 183
with return statements, 185

G

Gated clocks, 312

Gate-level model, of flipflop, 204
Gate-level simulation, 337

Gate transistors, 203
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Gateway, 5
by Cadence®, 5
General-purpose processors, 278, 290
Generate statements, 148
application of, 149
selecting implementations based on operand size, 150
using generate loop to create a variable number of instances, 151
Generic computer architecture, 194
Glitch-killing gate, 25
Glitch-killing multiplexor, 25, 303
Gray buses, 234
Gray codes, 229, 235, 236, 410, 411
Gray converters, 148, 149
Gray counters, 229
Gray sequences, limitations of, 229
Gray signals, 233

H
Half adder cells, 398
schematic diagram, 399
truth table, 399
Handcrafting operators, 91
Handshake protocol, 179
Hardware description language (HDL)
design of, 2
design flow, 2
implementation, 2
methodology and, 2
syntax use for logical functions, 2
synthesis design flow (See Application-specific integrated circuit (ASIC),
design methodology)
Hardware design and verification language (HDVL), 2. See also SystemVerilog
Hardware design language (HDL), 11
Hardware-oriented variable, 20
Hardware verification language (HVL), 2. See also SystemVerilog
Hexadecimal digits, 405
Hexadecimal numbers, 406
Hierarchical system
of structures, 74
Hierarchical transpose format, 277
filter, 369
Hierarchy, 108
design of
design instantiating, 33
test fixtures and, 25
High-impedance bits, 158
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High-impedance mode, 350
High-impedance state, 340
High-speed asynchronous serial links, 240
asynchronous serial bus interface, 246
DMX512 frame components, 242
fall back, 245
fast clock tracking input data transitions, 243
fast internal clock used to lock on to incoming frequency, 243
spring forward, 245
High-speed data, 224
High-speed single-bit clocked asynchronous interfaces, 213
MTBF demonstration circuit, 219
no risk of metastability in synchronous system, 215
recommended asynchronous interface architecture, 220
resolution time as function of circuit design, 218
with asynchronous input, metastability resolution time, 216
High-to-low transition, 346
Hold time, 207

1
IDCODE instruction, 319
Ippg testing, 334
Identifiers, 21, 22
escaped identifiers and, in bottom-up design, 21
ID register, 318
IEEE standards
IEEE 1364-1995, 5
standard 1149.1, 313
standard 1364, 7
standard 1800, 6, 389
If statements, 151
asynchronously resettable flipflop, 152
multiple statements in, 154
one-hot decoder using if, else if, else statements, 153
set membership conditional, 155
Immediate assertions, 258
application for, 258
Implicit continuous assignments, 47
Independent variables, 74
Index registers, 142
Inequality operators, 82
Instances, of modules, 171
Instruction register (IR), 315
Integer variable, 189
Integrated circuits, 289, 294
package, 295
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Interfaces, 191
generic computer architecture with common bus, 194
modports, 195
register file with, 192
interface using modports, 196
scalable register file and interface in a top-level design module, 193
with behavioral code implementing handshake protocol, 198
with primary inputs, 196
Internal logic signal, 309
Internal wire declarations, 19
Inversion resolution, 89
Inverter (NOT) gate, 395
symbol, 395
truth table, 396

J
JK flipflop (JKFF), 357, 403
operation table, 403
UDP model for, 358
with asynchronous preset and reset inputs, 358
Joint Test Action Group (JTAG), 313
boundary scan cell, 314
cells, 314
compliant
components, 315
design, top level of, 322
devices, 320
controller state transitions, 320
diagram, 321
control lines, 318
control signals, 318
ID register, 319
cell, 319
instruction register, one bit of, 317
mandatory instructions, 316
minimal instruction register encoding, 317
registers, 322
test access port pins, 314

L
Latches, 204
based scan cells, 309
generation, 161, 163, 271
alternative method of avoiding latch generation, 164
avoiding latches with, 163
D latch with, 162, 163
instability, 201
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RS latches, 202
functions, 203
logic zero following assertion of reset, 208
Latency
additional cycle of, 237
clock cycles of, 223
Leakage power, 288
Least significant bit (LSB), 24
Legal Verilog, 43
Library modeling, 337
cell model, 339
AND-OR-INVERT cell
with distributed and lumped delays, 341
with full connection specify block, 344
AND cell
with specify block from Synopsys 90 nm library, 345
tri-state buffer model, 340
tri-state cell model
with best case, typical case, and worst case, 343
with delay data in a specify block, 343
with delays, 339
cell model for, 338
combinational cells, 348
cell model
with complementary outputs, 350
with high-impedance mode, 350
full adder model with user-defined primitives, 349
component libraries, 337
SystemVerilog behavioral code and synthesized netlist, 338
model performance, 359
simple D flipflop, behavioral model of, 359
sequential cell, 351
D flipflop cell model, 352
with notifier to detect timing violations, 355
D latch cell model, 351
JK flipflop model
UDP model for, 358
with asynchronous preset and reset inputs, 358
model timing checks, 353
period timing check, 357
recovery timing check, 356
setup, hold, and combined setuphold timing checks, 356
skew timing check, 356
width timing check, 357
user-defined primitives, 346
conditional paths in specify block from Synopsys 90 nm library, 347
UDP table symbols, 348
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Linear feedback shift registers (LFSRs), 325
configurations, 327
signature analyzer system, 332
Local parameters, 118
example, 119
use of, 118
Local variable, 51
X23,172
Locking counter, 384
Log ceiling function, 368
Logical operations, 86
Logical operators, 85-87
Logic scan, 305
added to design, 306
asynchronous reset, 310
challenge with test vectors, 311
combinational feedback loop, 311
feedback loop broken with flipflop for test, 312
gated clock with test clock input, 313
gate-level systolic array, 307
testing with, 308
typical systolic array, structure of, 306
uncontrollable clocks, 309
Logic signal outputting phenomenon, 214
Logic synthesis, 6, 337
programs, 6
Logic variable, ONEHOT, 127
Long-obsolete emitter-coupled logic devices, 55
Loop, 136
break and continue, 147
using, 147
case statements, 155
concatenating variables to control, 157
four-to-one multiplexor, 156
multiple assignments, 160
erroneous attempt to, 160
one-hot decoder using, 156
overlapping case branches, 161
using a wild card, 157
using case inside to, 159
code, 136
control variable
INDEX, 143
“disable” statement, 148
Do while loop, 139, 140
Foreach loop, 144
memory array, 145
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Forever loops, 145
clock generator using, 145
defective dual clock generator, 146
running in parallel, 146
For loop, 140
counting ones, 141
nonsynthesizable for, 142
shift registers with and without, 144
sizing loop control variable, 143
syntactically correct, 141
generate statements, 148
selecting implementations based on operand size, 150
using generate loop to create a variable number of instances, 151
Gray converters, 149
If statements, 151
asynchronously resettable flipflop, 152
multiple statements in, 154
one-hot decoder using if, else if, else statements, 153
set membership conditional, 155
latch generation, 161
alternative method of avoiding latch generation, 164
avoiding latches with, 163
D latch with, 162, 163
multiway branching, 151
priority
latch avoidance with modifier, 167
modifier does not prevent all latches, 168
synthesized parallel circuit, 166
synthesized priority circuit, 166
Repeat loops, 146, 147
Tb_whileloop, output of, 138
test fixture for determining true/false evaluation, 137
code of, 137
unique, 164
instructs tools, 165
modifier to force parallel circuit synthesis, 165
while loop, 136
typical usage of, 138
LoopB2G module, 149

M
Macros, 108, 130

definition of, 110

global nature of, 108

negative logic, 110
Magnitude numbers, signed, 407
Manufacturer ID code, 318
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Manufacturing process, yield of, 294
MASTER_CLK design, 34
M-bit wide data samples, 274
Mean time between failures (MTBF), 217, 221
demonstration circuit, 219
equation, 218-220
standard measurement for, 217
Memory, 225
cell, 71, 234
design of, 71
self-test, 325
Metallization layers, 300
Metastability, probability of damaging, 216
1 MHz system, 238
Microprocessor, 4
standard, 289
Mixing explicit assignments, 121
Model memory cells, 70
Most significant bit (MSB)
of DATA_BUS, 24
Multibit net variables, 56
Multiple element assignments, 68
Multiple high-speed single-bit clocked asynchronous interfaces, 221
Multiple signature analyzers, 330
Multiplexors, 400
models, performance of, 19
module, 18
2:1 multiplexors
complete Verilog module, 17
glitch killing code, 20
schematic representation of, 18
with gate to prevent output glitches, 19
synchronizer, 225
test fixture for, 26
including instantiation of multiplexor design, 27
two-to-one multiplexor schematic diagram, 400
with and without gate delays simulation, 26
Multiprocessor platforms, advantage of, 249
Multiway branching method, 85, 118, 135, 151, 155
types of, 151
MUXES module, 25

N
Named blocks, 51
with local variable, 51
Named port association, in bottom-up design, 34



Index 435

NAND gates, 13, 45, 202, 294, 334, 396
simulation waveform and truth table, 14
symbol, 396
truth table, 396

NAND latch, digital simulation, 203

Net aliases, 57
application for, 58

Net signal strength, 58, 59

Net types, 55, 56, 58

Net variables, 65

New SystemVerilog variable, 28

NEXT_STATE variable, 362

Nonblocking assignment operators, 256
use of, 185

Nonsynthesizable tasks, 180

Nonsynthesizable test fixture, 116

Non-Tri-state variables, 54

NOR gate, 22, 396
symbol, 396
truth table, 396

NOR RS Ilatch, 202

Notifiers, 354

Number systems, 405
binary numbers, 406

complement number

one’s, 406, 407

two’s, 406, 408
decimal numbers, 406
Gray code, 410, 411
hexadecimal numbers, 406
one-cold encoding, 410
one-hot encoding, 409
signed magnitude numbers, 407

Nyquist theorem, 243

(0]
Ohm’s law, 282
One-bit variables, 30
One-cold encoding, 410
One-hot encoding, 409
benefit of, 409
One-hot to binary decoder, 152
Operating frequency, 274
Operators, 77
arithmetic (See Airthmatic operators)
assignment (See Assignment operators)
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Operators (Cont.)
concatenation, 99
adder using concatenation, 99
conditional See Conditional operators
equality (See Equality operators)
logical (See Logical operator)
precedence, 103, 104
relational (See Relational operators)
OR gate, 20, 52, 394
resolution, 88
symbol of, 394
truth able, 394
Oscillator technology, 213
Oscilloscope, 43
Output enable (OE) signal, 71
OUTS bus, 25

P
Packages, 127, 186
elements, 130
global definitions in, 129
hierarchical design with, 131
importing individual elements of, 130
use of, 128
Parallel processing algorithms, 277
Parallel registers, 78
Parameters, 113, 133
declarations, 114
multiple declarations, 115
power of, 115
scalable counter in, 113
programmable, 114
using Verilog 2001 and SystemVerilog enhancements, 114
specifying, 120
Parametric testing, 334
Parity generator function, 183
Parity variable, 58
Partitioning, 265
better partitioning, 266
chaotic communications, 268
design partitioned for optimal connectivity and ease of maintenance, 269
functional blocks at, 269
poor with combinational paths split between modules, 265
recommended design partitioning, 266
rule of seven, 270
top-level design
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as purely structural netlist, 267
with glue logic, 267
Parts per million (PPM), 214, 296
Path equation, 215
Path polarity, 346
Pattern extraction and recognition language (PERL) script, 275
PCI Express standard, 239
PERIOD parameter, use of, 108
Pin-limited integrated circuit, 293
Polynomials, 327
Port association, 33
in bottom-up design, 33
Port direction declarations, 19
Positive/negative-parity generator, 182
Power
consumption data, 289
down transistor, 284
optimization, 281
CMOS transistor pair, 282
power consumption and architecture, 289
power down input and control transistor, 285
scalable counter with, 287
XOR self-gating clock distribution, 288
PREGFILE module, 193
Primitives
built-in, types of, 13
designing with, in bottom-up design, 17
instantiation, bottom-up design, 11
operators, 11, 12, 17, 39, 182
polynomial, 328
Priority, 152
circuitry, 161
latch avoidance with modifier, 167
modifier, 166
does not prevent all latches, 168
synthesized parallel circuit, 166
synthesized priority circuit, 166
Probability, 202, 298
of aliasing error, 333
of circuit failure, 221
connectivity errors, 33
of damage, 207
of damaging metastability, 216
of flipflops, 217
general equation for, 333
to minuscule, 216
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Processor
developers, 6
integrated circuit, 280
Processor-style filters, 274-276, 371
area for, 277
hardware multiplier, test fixture for, 375
modification of, 275
scalable code for, 373
test fixture for, 370, 372
with hardware multiplier, 374
Prototyping, 20
Pseudorandom coefficient
filter coefficients, 373
generation, PERL script for, 376
Pseudorandom pattern generators
self-test, 325
types of, 333
Psychology experiments, 268

Q

Quad-valued language, 30, 43
Quartz crystal, 213, 240
Queues See Simulation, queues

R

Race conditions, 251
addition of zero delay, 254
in behavioral code, 252
NAND RS latch, 251
results on queuing order, 253
same race, different outcome, 252
Radix indicators, 29, 30
RAM cell, 70
Read/Not Write signal, 42
Read pointer, 225, 228
Receive clock (RCLK), 222, 223, 242
Recovery time, 207
Recovery violation, 208
possibility of, 209
Reduction operators, 90
perform Boolean functions, 90
Register file, 225, 378
interface, 195
Registers, 59
bit selects are always unsigned, 62
data types, 60
four-bit, 31
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sample register declarations, 60
scalable, 132
variables, 58, 70
five-bit, declarations of, 112
Register transfer level (RTL), 44
Regs, 27
13-bit, 66
variables, 21, 27
Relational operators, 94
assignment operator, 96
examples, 95
vs, equality operators, 95
Release time, 207
Repeat loops, 146, 147
Repetitive sequence, of assignments, 179
Replication constant, 100
Replication operator, 99, 100, 132
use of, 100
RESET signals, 45
Resolution inequality, 215, 216
Resolution time, 215, 217
Reusable code, 185
RS latches, 401
fundamental types of, 202
potential instability of, 202
RST
assertion of, 208
rising edge of, 208
Rule of Seven, 268, 270
Rule of thumb, 28, 77

S
Scalable processor style filter
implementation of, 370
Scalable variables, 189
filling, with all ones, 132
setting all bits of variable to logic one, 133
SAED Generic Library, Inc. 90 nm, 338
Scoping operators, 32, 74, 75
Semiconductors, 342
process, 294
vendor, 221, 342
Sensitivity lists, 50, 52, 53
defective list and memory effect in simulation, 53
edge constructs in, 52
elements in, 53
in Verilog, 52
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Sequence detector, 361, 363, 383
start, 383
Sequential cells, 339, 351, 353, 359
D flipflop cell model, 352
with notifier to detect timing violations, 355
D latch cell model, 351
JK flipflop model
UDP model for, 358
with asynchronous preset and reset inputs, 358
timing checks of
model, 353
period, 357
recovery, 356
setup, hold, and combined setuphold, 356
skew, 356
width, 357
Sequential circuit, 78, 179, 181, 207
synthesizable, 179
Sequential functions, 401
Sequential handshake protocol, 197
Sequential simulation, implications of, 251
Setup time, 207, 215, 217, 219
Shift operations, 97
Shift operators, 94, 96, 97
Shift registers, 78-80, 315, 333, 385
code using nonblocking assignment
operator, 79
three-bit, 333
Short-circuit current, 283, 284
Signature analyzer, 332
SIGNBIT variables, 61
Simulation, 177, 251
algorithms, 249
hierarchy, 116
of module tb_whileloop, 136
phenomenon, 87, 101
queues, 249, 250
races, 253
synthesis mismatches, 49, 53, 56, 164
synthesizable, 138
time, 253
waveform of, 362, 363, 364
Simulators, 52, 82, 149, 197
Single-bit devices, array of 32, 66
Single-bit enable signal, 150
Single-bit wires, 19, 22
Single-clock cycle, 307
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Single stuck at (SSA) fault model, 300, 303, 334
limitation of, 303
Single-value restriction, 182
$skew reports, 354
Skipping, 33
Slow-speed single-bit clocked asynchronous interfaces, 211
code for a two-stage synchronizer and resulting circuit, 213
setup/hold violation resulting in indeterminate output, 212
slow signal being read by a clocked digital circuit, 212
Soldering, 294
Specify parameters, 120
Specparams See Specify parameters
SPICE models, 219
Splitting assignments, 54
flipflops with outputs shorted together, 54
Spring forward/fall back algorithm, 246
Stale data, use of, 79
Stale pointers, 237
Standard combinational and sequential functions, 393
State machine, 361, 362
finite impulse response (FIR) filter, 364
direct architecture
test fixture for, 370
direct mode, 364
hierarchical filter design, 366
multiplier module referenced, 367
variation on, 365
processor style filter, 371
hardware multiplier, test fixture for, 375
test fixture for, 372
with hardware multiplier, 374
pseudorandom coefficient generation, PERL script for, 376
transpose architecture, 367
adders and multipliers referenced in, 369
hierarchical transpose format, 368
test fixture for, 370
using $random to generate pseudorandom numbers, 376
simulation of code, 364
test fixture for, 363
STATE variable, 122, 123, 362
Static memory allocation, 180
Static power, 284
Static timing analysis tools, 337
Streaming
operation, 98
packing, 98
unpacking, 98
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String variables, 54
Structures, 72, 73, 74
fields of, 76
hierarchical system of structures, 74
structure in port list, 75
Stuck Open fault, 323
Subroutines, 172
included different file, 189
managing, 187
module will fail to compile when it fails to find
package, 188
package with parameter, 188
parameters in, 186
types of, 171
use of, 171
using references in packaged subroutines, 190
SUM variable, 46
Synchronization, 201
asynchronous assert, synchronous deassert, 209
circuit description, 210
operation, 210
asynchronous parallel buses, 222
multiplexor synchronization, 224
rise times of, 223
synchronizing flipflops, 222
FIFO, 224
addressing and fullflag logic, 234
converting Gray sequence to repeating address pointer, 233
data burst crossing clock domains, 224
decimal, binary, and Gray values, 203
depth, 238
empty flag data flow, 235
four-bit binary to Gray converter, 230
function for binary to Gray conversion, 230
Gray code and repeating address sequence, 232
Gray to binary converter, 231
code for, 231
operation and throughput, 235
top-level block diagram, 226
flipflops, latches, and violations, 204
behavioral code for D-type flipflop, 208
flipflop operating limitations, 207
gate level D flipflop model, 205
with reset, 206
logic zero following assertion of reset, 208
recovery violation, 209
resetting flipflop with active-low reset, 205
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high-speed asynchronous serial links, 240
asynchronous serial bus interface, 246
DMX512 frame components, 242
fall back, 245
fast clock tracking input data transitions, 243
fast internal clock used to lock on to incoming frequency, 243
spring forward, 245
high-speed single-bit clocked asynchronous interfaces, 213
MTBF demonstration circuit, 219
no risk of metastability in synchronous system, 215
recommended asynchronous interface architecture, 220
resolution time as function of circuit design, 218
with asynchronous input, metastability resolution time, 216
latch instability, 201
RS latches, 202
functions, 203
multiple high-speed single-bit clocked asynchronous interfaces, 221
slow-speed single-bit clocked asynchronous interfaces, 211
code for a two-stage synchronizer and resulting circuit, 213
setup/hold violation resulting in indeterminate output, 212
slow signal being read by a clocked digital circuit, 212
stage of, 220
Synchronizer
module, 212
scalable, 380
Synchronous system, 215
Synopsys®, 5, 338
Design Compiler tool, 338
library, 339
Syntax errors, 108
Synthesis rules, 149
Synthesis tools, 91, 164, 281
Synthesizable/nonsynthesizable code, 43
Synthesizers, 53, 141, 153, 179, 195, 270, 337
algorithms, 164
flexibility, 104
SystemVerilog, 1, 7
advantage of, 49
code, 20, 206
combined assignment operators, 101-103
compliant tools, 7
for digital-integrate circuit design, 7
extensions, advantage of, 113, 162
feature of, 140
files, .sv extension use, 17
foreach loops in, 145
functions, 185
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SystemVerilog (Cont.)
integers, 121
keywords, 63, 389
as identifiers, 389
multibit multiplexor resolving common bits, 102
multiplexor module, 18
number, 76
parts of, 4
pseudorandom generator functions, 377
references, 188
superset of Verilog, 6
syntax, 132
synthesizable functions for, 69
synthesizable subset of, 7
timeunit and timeprecision statements, 38
used for, 4
variables, 62, 127
filling vector with, 63
types added in, 63
virtual class in, 187
Systolic arrays, 305, 307, 309

T
Tasks, 172
calling task TOGGLE
in series and in parallel, 174
with a local variable, 176
clock toggles, 177
delays in, 178
local variable CLK is not associated with module, 177
simulation of
parallel call to task TOGGLE, 175
serial call to task TOGGLE, 175
serial call to task TOGGLE with local variable CLK, 177
synthesizable sequential circuit with, 179
used to create clock signal, 173
use to execute repetitive series of commands, 180
with local variable, 175
with return statements, 181
Tb_whileloop, output of, 138
Telecommunications systems, 239
Testability
activation and sensitization, 304
boundary scan, 313 (See also Joint Test Action Group (JTAG))
built in self-test, 323
BIST generator and signature analysis system, 331
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compression and signature circuit, 330
internal and external three-bit LFSRs, 329
internal LFSR for polynomial, 328
memory test patterns, 325
multiple input linear feedback shift register, 332
sample primitive polynomials, 328
system, general structure of, 326
SystemVerilog
code for compression and signature circuit, 330
implementation of a scalable internal LFSR, 329
implementation of LFSR, 326
test point covering six data, 331
three-stage LFSR with generator, 326
defect level
for wider ranges of yields, 298
as yield and fault coverage change, 297
design for, 293
fault modeling, 300
fault equivalence, 302
logic circuit with undetectable faults, 303
NOR gate with break in line, 304
idealized testing, 295
logic scan, 305
added to design, 306
asynchronous reset, 310
challenge with test vectors, 311
combinational feedback loop, 311
feedback loop broken with flipflop for test, 312
gated clock with test clock input, 313
gate-level systolic array, 307
testing with, 308
typical systolic array, structure of, 306
uncontrollable clocks, 309
2:1 multiplexor
single stuck at fault detection for, 302
with internal nodes labeled, 301
parametric testing, 334
probability of board working, 299
TTL 7400 package, 294
yield, testing, and defect level, 294
Test access point (TAP), 315
Test bench, 26
code, 28
Test Data In (TDI), 313
Test Data Out (TDO), 313
Test-enable signal, 308
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Test fixtures, 27
for determining true/false evaluation, 137
code of, 137
part 1, 387
part 2, 388
self-checking, 109
Testing process, 295
Test Logic Reset, 316, 321
state, 321
Test mode, 322
Test Mode Select (TMS), 313
Test pattern generator, 311
Test Reset (TRST), 320
Test vector, 301
Texas instruments, 219, 294
performance characteristics from, 221
Three state cells, 397
tri-state buffer symbol
active high enable inverting, 398
active low enable noninverting, 398
tri-state buffer truth table
active high enable inverting, 398
active low enable noninverting, 398
Time
constants, of flipflop, 218
variables, 60
Timescales, 36
compilation order and, 38
directives, 18
cause rounding, 37
definition of, 13
legal and illegal, 37
legal units, 36
rule of, 36
units, 36
Toggle flipflop (TFF), 403
function implemented with D flipflop, 404
operation table, 404
TOGGLE task, 175, 178, 189
Top-down approach, 43
Top-down design, 42
top level of machine, 43
Top-down methodology, 268
Transistors, 4
density of, 4, 281
level model, of NOR gate, 303



Index 447

Transistor—transistor logic (TTL)
devices, 342
7400 package, 294
values, 214
Transition detector, 385
Transmit clock, 222
Transpose architecture, 274, 367
adders and multipliers referenced in, 369
format architecture, 367
hierarchical transpose format, 368
test fixture for, 370
Tri-state buses, 55, 101, 261, 310
Tri-state cell, 342, 397
buffer cell, 67, 340, 343
models for
with best case, typical case, and worst case, 343
with delay data in a specify block, 343
Tri-state driver
functions, 12
types, 11
Tri-state signals, 63
Two-bit bus See OUTS bus
Two-dimensional arrays, 65
Two-stage synchronizer, 222, 236, 240
for serial data, 382
modification of, 223
Two-to-one multiplexor (2:1 multiplexor), 17, 301, 305
single stuck at fault detection for, 302
with internal nodes labeled, 301

V)
Unions, 72
packed, 72
unpacked, 72
Unique synthesis tools, 164
instructs tools, 165
modifier to force parallel circuit synthesis, 165
United States Institute for Theatre Technology, 241
Universal Serial Bus, 240
USERCODE instruction, 319
User-defined primitives (UDPs), 346, 347
conditional paths in specify block from Synopsys 90 nm
library, 347
tables, 347
symbols, 348
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\'
VALID signal, 197
Values
default overriding, in behavioral coding, 115, 118
changing parameter with defparam, 117
defparam, risky use of, 117
of parameters, 115
via value rather than named assignment, 116
definition of, 108
Variables, 54
logic one, 62
logic zero, 62
three-bit, 153
types of, 42
var, 64
Vector set, 310
Verilog, 1,7
2001, advantage of, 113
behavioral code, 47
Boolean logic primitive, 12
Boolean operators, 46
code, 54, 107, 328
piece of, 111
design, 17
for digital-integrate circuit design, 7
expressions, 185
function, 184
hardware, 2
high-level language, advantage of, 45
instance, 13
keywords, 13, 29
language, version of, 5
modules, convention of, 351
multiline comment, 21
multiway branching, 135
net types, 55
parts of, 4
primitives, fundamental rules of, 12
programming language convention, 21
radices, 29
register data types
assignment rules for, 60
regs, 60
resolution function, 46
rule of, 22
simulator, 36
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Standard, 36, 49, 55
syntax, 11
synthesizable subset of, 7
versions of, 173
Violation, recovery violation, 209
Void functions, 183
JUSTDISPLAY, 184

w
While loop, 136
essential structure of, 136
typical usage of, 138
White space, 22
Wildcards, 129
operator, 132
port association, 35
synthesizable uses of, 85
use of, 157
Williams model, 296, 298
Wired OR technology, 55
Wire variables, 28
Write Clock Domain, 234
Write enable (WE) signal, 71, 72
Write pointer, 225, 227, 228
Gray-coded, 236
significant bits of, 232
Write strobe (WS), 71

X

Xilinx® shift registers, 262
X23 variables, 172

Y4

Zero-to-one transition, 345



